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EN INFORMATIQUE
by
Dmitry KHOVRATOVICH
Born on 16 December 1984 in Moscow

New Approaches
to the Cryptanalysis of Symmetric Primitives

Acknowledgements
To Anna, the essence of my life.
It is a pleasure for me to thank all the people who have helped me to realize this PhD thesis.
In the first place, I would like to express my profound gratitude to Alex Biryukov, for his
unconditional support and for his always professional supervision of my PhD. Alex introduced
me to cryptanalysis, suggested research topics, listened to all the good and bad ideas, and
initiated numerous discussions. I would never advanced so far in research without highest
targets he proposed.
I am very grateful to Prof. Volker Müller, Dr. Joan Daemen, Dr. Christian Rechberger,
and Prof. Stefan Lucks for agreeing to serve as jury members, and to Prof. Jean-Sebastien
Coron for chairing the jury. I also greatly thank all them for various comments, which helped
me to further improve the thesis text.
I have been very fortunate to have excellent cryptographers in my co-authors: Alex
Biryukov, Andrey Bogdanov, Orr Dunkelman, Nathan Keller, Timo Kasper, Alexander Maximov, Maria Naya-Plasencia, Ivica Nikolić, Christian Rechberger, Andrea Röck, Martin Schläffer,
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Abstract
Cryptography is the science of hiding information. It is now a part of the computer science
formally, though first cryptographers appeared thousands years before the computer. The art
of recovery of the hidden information, or cryptanalysis, appeared in the very beginning, and is
still one of the most intriguing part of cryptography.
Cryptanalysis starts with a search for a weakness in a cryptosystem, for a flaw that
was missed by its designer. An encrypted message must not reveal any information about its
origin, so the cryptosystem must make it look as random as possible. Any mistake, any missed
property may become a target for a cryptanalyst and a starting point for a compromise of the
cryptosystem’s security — a break.
This thesis is devoted to the cryptanalysis of symmetric primitives. Historically, by a
symmetric encryption we understand that all the parties have the same information needed for
encryption and decryption, with block and stream ciphers as the most famous examples. A
block cipher transforms a large block of data with an algorithm parametrized by a secret key.
A stream cipher expands a secret key into arbitrarily long sequence, which is mixed with a data
stream.
Hash functions convert a data string to a fixed-length hash value, which serves as an
integrity certificate. Though hash functions do not encrypt, they are designed similarly to
block ciphers. A message authentication code (MAC) produces a hash value using a secret key,
so they are somewhere in between ciphers and hash functions. As a result, the cryptanalysis of
hash functions and MACs uses many methods, which were initially developed for the analysis
of block ciphers.
Ciphers, hash functions and MACs process arbitrarily long data streams, the access to
which is sequential. This leads to the principle of an iterative design, where data is divided into
blocks, and each block is processed by an algorithm with a fixed-length input. Such algorithms
for hash functions are called compression functions. In contrast, by a block cipher we mean a
primitive with a fixed-length input, which is used to encrypt arbitrary long data in a mode of
operation.
This thesis describes attacks on block ciphers and compression functions. We are primarily interested in the methods, that are used in attacks on at least two different primitives.
Cryptanalysis is often described as a cloud of non-related and dedicated attacks, which can be
used only once. We introduce it in a more structured way.
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Part I

Framework

1

Chapter 1

Block ciphers
A block cipher E(K, P ) ≡ EK (P ) is a bijective transformation of an n-bit plaintext P under
a k-bit key K, where k and n are the parameters. The result of the encryption is called a
ciphertext.
In sections 1.1 and 1.2 we consider various attack goals and scenarios. We say that a
cipher is secure against the goal A in scenario S, if the best attack reaching A in S in terms of
complexity is a generic attack, i.e., an attack that is universal for every cipher with the same
dimensions. In the further text we will also describe the best known generic attacks.

Contents

1.1

1.1

Attack goals . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

3

1.2

Attack scenarios . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

4

Attack goals

Confidentiality violation
If a block cipher is used for confidentiality purposes, the most typical attack is the reveal of
the hidden information. We assume that a secret key is fixed and kept between the parties.
In the offline phase of the attack an adversary possesses only the description of the cipher,
and is able to do precomputations. In the online phase, the adversary is given access to some
plaintext-ciphertext pairs and have some time and memory resources.
In the challenge phase the adversary must recover the plaintext given access only to a
ciphertext. We assume she must find the secret key for that purpose, or to mount a key-recovery
attack.
If only a part of the key is found (partial key recovery), the attack is still considered
dangerous, because the remaining part of the key is usually found with just a bit more sophisticated technique. Even if we find those key bits by exhaustive search, it is still faster than the
exhaustive search for the full key.
Intuitively, a good cipher with a secret and fixed key should behave like a random permutation. A widespread notion of a distinguisher stands for an algorithm that distinguishes
cipher from a random permutation.
A distinguisher serves not only as a certificate of a weakness, but also as a base for
an advanced attack. A typical example is the following. Given a cipher, we collect as many
plaintexts and ciphertexts as required by the distinguisher. Then we guess a part of the key so
that the encryption process can be partly undone, and apply the distinguisher to a set of pairs
3

h encrypted plaintext, partly decrypted ciphertexti. If the guess is correct, the distinguisher
succeeds, otherwise it should fail.
In a differential attack (Section 3.2) the property is defined as a fixed difference in a pair
of plaintexts (∆P ) or ciphertexts (∆C). A differential distinguisher typically claims that the
proportion of pairs with particular differences (∆P, ∆C) is significantly higher than in a random
permutation.
Security. In terms of the total computational complexity, the best key recovery attack is
a simple exhaustive key search, which on average takes 2k−1 cipher calls. Therefore, a block
cipher is called secure against a key recovery attack, if the computational complexity of the best
attack is equivalent to 2k−1 or more cipher calls on average.
The complexity of the exhaustive search is concentrated in the online phase, but little
precomputation is required. It is also possible to balance the complexity between two phases in
tradeoff attacks [Hel80, Oec03, BMS05, BBS06].

Attacks on high-level constructions
Block ciphers are extensively used as building blocks in high-level constructions. There exist
blockcipher-based pseudo-random generators, stream ciphers, MACs and hash functions. In
some constructions, i.e. in compression functions, a key of the block cipher is not considered
secret and fixed. Furthermore, an attacker might be able to observe and even change a key in
an attack on the whole construction.
Clearly, what is undesirable from a block cipher depends on the construction where it
is used. The construction is usually proved to be secure to an attack A, assuming that the
underlying cipher is an ideal cipher, i.e. is a set of randomly chosen permutations. If a block
size is n, and the key size is k, an ideal cipher implements 2k (out of (2n )!) permutations over Z2n .
An adversary is given access to both encryption and decryption devices, and a key, a plaintext,
and a ciphertext can be chosen by him. E.g., for the Davies-Meyer mode any universal (working
for any cipher) collision-finding algorithm fails with high probability if it makes less than 2n/2
queries to both devices.
As a result, a property that is unlikely to find for an ideal cipher, is a potential violation
of the whole construction. However, due to complicated nature of some properties, it is hard to
compare a “non-randomness” attack with generic attacks.

Complexity issues
The applicability of an attack depends not only on the type of freedom that the adversary has
in the online phase, but also on the total computational complexity of the attack. A practical
attack on a cipher clearly implies that it should not be used for confidentiality purposes.
Though practical attacks are rare, users prefer to be aware of any weaknesses in a cipher
that may lead to an attack in future. As a response to these practical needs, the cryptographic
research community considers purely theoretical attacks valid if they demonstrate an undesirable
property of a cipher. Here by a theoretical attack we mean an attack that can not be mounted
in the real world due to high time or data complexity, memory requirements, or the protocol
restrictions.

1.2

Attack scenarios

The attack scenarios are classified according to the power of an adversary in the online phase.
When the adversary is restricted in encryption, decryption or viewing results, we call this a
4

data treatment parameter. When we restrict the adversary’s influence on the key K, it is a key
treatment parameter.

1.2.1

Data treatment

In practice an adversary is limited in the access to the results of encryption and decryption.
According to these limits, attacks are classified as follows.
The weakest adversary has access only to encrypted messages and to statistical information about the plaintext: the frequency of letters, the length of the message, etc.. Such an
attack is called a ciphertext-only attack. A few ciphertext-only attacks exist [BK98], but widely
used ciphers are rarely affected.
If an adversary has access to both plaintexts and ciphertexts, it is a known-plaintext attack.
If he is also able to encrypt arbitrary plaintexts, it is a chosen-plaintext attack. Analogously, if
he can decrypt arbitrary ciphertexts, it is a chosen-ciphertext attack.
We also consider adaptive and non-adaptive attacks. In the adaptive attack an adversary
is able to choose his encryption or decryption queries during the online phase, while in the
non-adaptive attack he prepares the queries in advance.

1.2.2

Single secret key

Regarding the key treatment, the single secret key scenario is the most popular. It is a typical
scenario for attacks on block cipher as an encryption primitive. A cipher is considered secure in
the single secret key scenario, if there is no key recovery algorithm faster than the exhaustive
search, i.e. with computational complexity smaller than 2k−1 encryptions on average.

1.2.3

Related keys

In the related-key attack an adversary is able to decrypt and encrypt not only with the key K,
but also with keys f1 (K), f2 (K), . . . , fr (K), which are called related keys. The relation mappings
fi are chosen by the adversary. The first related-key attacks dealt with simple mappings:
rotations [Bih94] and bit flips [KSW97]. Recent attacks on AES [BK09] exploit dedicated
relations, where the fixed difference is applied to subkeys, but not to original keys. These
attacks were later called related-subkey attacks [BDK+ 10].
Related-key attacks are used in the attacks on the protocols that use ciphers as a building
block [TWP07]. Related-key attacks, in contrast to open-key attacks (Section 1.2.4), recover a
secret parameter of the protocol.
Definition problems. It is hard to formalize the security against related-key attacks. The
problem is that several key relations admit trivial attacks with low complexity, which apply to
any cipher [BK03]. Even worse, for any given cipher it is easy to define a relation that leads
to a trivial attack, but for this cipher only, such as the relation f (K) = EK (1). An intuitive
countermeasure would be to restrict the set of admissible relations. However, there exist attacks,
where the key relation heavily uses the description of the cipher [BKN09].
Another idea is to consider related-key attacks only as an application to high-level constructions that use a cipher as a building block. Therefore, each related-key attack enlarges the
set of protocols, which are insecure if instantiated with a particular cipher.
Number of keys. The number of related keys used in the attack is also an important parameter. Several attacks on AES [BDK05b, KHP07] deal with 64 keys and more in order to use
the simplest key relations. It should be noticed that there is a generic time/memory/data/key
5

tradeoff attack [BMS05], which recovers one of T keys with complexity 2n /T for an n-bit block
cipher.

1.2.4

Open-key model

The key is not secret in the recently appeared open-key model , where the key and the plaintext
are almost equivalent inputs. So far, the most common analysis in the open-key model is
to construct so called evasive property, which explicitly links plaintexts and ciphertexts (see
examples in Section 2.1). This property must be hard to find for an ideal cipher as well as
for other dedicated ciphers, but not for a particular cipher. It can also serve as a certificate of
“non-ideal’ behavior’ of the cipher.
The open-key model can be split into two sub-models. The first is the known-key model,
where a key is known but fixed in advance. A cipher is now a permutation, which should behave
as a random permutation. The second type is the chosen-key model, where both a key and a
plaintext can be chosen by the adversary. In the chosen-key model a cipher is viewed as a set of
independently chosen permutations and is compared to an ideal cipher. The chosen-key model
is the closest to the model where hash functions are investigated.

6

Chapter 2

Hash functions
Contents
2.1
2.2

Attack goals . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Attack scenarios . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

7
9

Hash functions in cryptography are primarily used for data integrity and message authentication purposes. They map a string M (message) of arbitrary length into a fixed-length
output h = H(M ), referred to as a hash value, or simply hash.
Since a hash function must process inputs of arbitrary length, it is typically constructed
as an iteration of a compression function (further denoted by E) with a fixed-length input and
output. Probably, the first cryptographic scheme of this kind was proposed by Rabin [Rab78]:
the message M is split into blocks m0 ||m1 ||m2 · · · mk , which are keys of a block cipher (DES in
Rabin’s scheme). The first block and a pre-fixed initial value (IV) are compressed into the first
intermediate value
IV1 = Em0 (IV ).
Then we define
IVi = Emi−1 (IVi−1 ),

and H(M ) = IVk+1 .

Many dedicated hash functions (e.g., the MD-family) are not based on block ciphers
formally, but incorporate many blockcipher-specific ideas, particularly the message schedule
(key schedule in block ciphers). The main class of hash functions that do not use any schedule
is sponge functions [BDPA07] and their derivatives, where a message block is simply injected
into the intermediate value by XORing or substitution and is not used elsewhere:
IVi = F (IVi−1 ⊕ mi−1 ),

H(M ) = FinalTransformation(IVk+1 ).

A variant of hash function, where mi is concatenated with the intermediate value, and then the
output is truncated, is actually a modification of the sponge construction:
IVi = Trunc(F (IVi−1 ||mi−1 )),

H(M ) = FinalTransformation(IVk+1 ).

The security requirements to a hash function depend on the application where it is used.
In the following sections we discuss the most popular applications and attack scenarios.

2.1

Attack goals

In this section we discuss the goals of attacks on hash functions. We use an application-based
approach, i.e. we consider the most popular applications and formalize attacks that violates
their security.
7

Forgery
Hash functions are widely used in signature schemes, where digital signatures are applied to the
hash of the information:
Signature = S(H(M )).
If an adversary finds an alternative message M 0 producing the same hash value H(M ), this
may compromise the signature. A pair of inputs (M, M 0 ) that are mapped to the same value is
called a collision.
If M is fixed in the attack, the adversary has to find a second preimage, which is a harder
problem. Since the domain of hash function is larger than its range, both collisions and second
preimages are unavoidable in the information-theoretic sense. As a result, the security of a hash
function is formulated in the computational-complexity sense:
• It should be computationally infeasible to find two messages resulting into a same hash
value (collision resistance): H(M1 ) = H(M2 ), M1 6= M2 ;
• It should be computationally infeasible to find the second message giving the same hash
(second-preimage resistance): given M find M 0 such that H(M ) = H(M 0 ).
It is easy to prove that collision resistance implies second-preimage resistance.
An authentication scheme can be also based on a message authentication code (MAC),
which computes a hash of the message using a key K:
MAC(M ) = F (K, M ),
where F is a hashfunction-based transformation. The key must be chosen by the parties in
advance.
The key recovery and a collision for MAC are natural threats for an authentication scheme.
Also, a MAC of (M1 ||M2 ) should not be computed from a MAC of M1 nor M2 . Otherwise an
adversary is able to predict the code having no key (length-extension property):
?

MAC(M1 ||M2 ) = F (MAC(M1 ), M2 ).

Recovery of secret information
Hash functions are widely used for the password protection. An application stores not passwords
themselves, but hashes of the passwords:
PasswordList ← H(Password).
As a result, if the hash file is captured by an adversary, she must invert the hash function in
order to get a valid password. In other words, the adversary has to find a preimage to H given
H(P ). We note that a preimage does not have to be an original password.
Therefore, for a good hash function it should be computationally infeasible to recover a
message from the hash (preimage resistance): given v find M such that H(M ) = v.

Proof of knowledge
Hash functions are used in proof of knowledge protocols, where a participant proves the knowledge of some information Q by committing the hash of this information and disclosing the
preimage in the last step of a protocol. The participant has some freedom in choosing the
message by taking arbitrary nonce r or adding garbage bits:
Q → Message M → H(M ) = I.
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An adversary, that does not possess the knowledge but wants to forge the proof, has to
find a valid preimage to I which contains Q. However, since the adversary is able to choose the
committed value, she might be able to compute it in a way that simplifies the search. Therefore,
the attack is weaker than regular preimage attack. A generic attack with complexity slightly
higher than 2n/2 , which works for any iterative hash function, was demonstrated in 2006 [KK06].
However, there is little evidence on how to attack a single call of a compression function.

Violation of randomness
Hash functions are also used in pseudo-random generators and key derivation protocols. These
applications assume that the output of a hash function has random behavior, i.e., the hash
function should simulate a randomly chosen function. Therefore, any non-randomness property
of the hash function may violate the security requirements of the protocol.
However, the theory of cryptography does not answer the question which function is not
random, it can only prove inability to distinguish a member of a large family from a randomly
chosen function. While we can theoretically do this for a cipher as it is parametrized by a key,
we can not do this for a given hash function with no secret input, nor for a cipher with a fixed
key. What we can do is to demonstrate a property that should not be present in an ideal cipher
(or a hash function). Concrete examples are given in Section 2.2.

Violation of security proofs
The security level of a hash function is often based on the security of its low-level components.
For example, some modes of SHA-3 candidates [BCCM+ 09,Riv08,FLS+ 08] are provably secure
assuming some properties of the underlying primitive. Therefore, any attack that violates such
property is a reasonable object for cryptanalysis. A hash function can be also based on one or
several permutations, which are compared with a random permutation.
Secutity of some hash functions is provided only by the finalization procedure, which
does not operate on a message input [KRT07, BDPA06]. We can say that such primitives are
explicitly based on weak blocks.

Comparison of designs
A rather weak attack on a hash function is still relevant if it allows to compare the security
of different designs that are equally resistant to basic attacks such as key recovery or collision
search.
Iterative block ciphers can be compared by the number of broken rounds. However,
there is no consensus on which security margin is sufficient, and how to compare ciphers with
different number of rounds. The same approach fails for hash functions, which is clear since
many competitive designs have been proposed for the SHA-3 competition.
A new tendency is to compare the strength of attacks that can be applied to the original,
non-reduced version of a primitive. As a good hash function and a block cipher should behave
as a random function (or permutation), we can measure how far the investigated primitive is
from a random function. Again, there is little evidence on how to define a “non-randomness”
property properly.

2.2

Attack scenarios

In this section we classify attack scenarios by the constraints imposed to an adversary.
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Fixed output difference
An adversary is given a difference D and has to find
M 6= M 0 ” H(M ) ⊕ H(M 0 ) = D.
If D = 0 we call the pair (M, M 0 ) a collision pair. A generic collision attack is widely known
as the birthday attack. The birthday paradox states that among 23 randomly chosen
√ people
there likely to exist two with the same birthday. More generally, randomly chosen 2N (out
of possible N ) elements are unlikely to be all different, because there are N possible pairs.
Therefore, as first was noted by Yuval [Yuv79], one can generate a collision for an n-bit hash
function by hashing and sorting about 2n/2 messages. There also exist memoryless modifications
of this method, which are only marginally slower (Section 6.4).
There are several weaker definitions of the collision, which aim to find a weakness in a
primitive compared to a random function. Two messages produce a near-collision if they collide
only in a part of the hash value. A t-bit near-collision refers to messages colliding in t bits.
Clearly, the birthday attack would need ≈ 2t/2 evaluations of the hash function. A near-collision
in a compression function might become a regular collision in a hash function, if the output is
modified with a kind of a feedforward. The application of this principle to multi-block collisions
is described in Section 8.2.
Since any, even accidentally found, collision violates the property of collision resistance,
the definition of the latter seems to be incomplete. However, the only way to formalize it
further is to introduce a concept of a family of hash functions [RS04] such that a collisionsearch algorithm would succeed for any family member. So far, there is no consensus on how
to put designs like SHA-2 into this concept.
There is a link between the collision resistance of compression functions and hash functions. Merkle and Damgård [Mer89,Dam89] proved that if the compression function is collisionresistant, and the last message block contains the message length, then the resulting hash
function is collision-resistant. Therefore, it is reasonable to attack compression functions, and
afterwards extend the results to the whole hash function. However, in the attack on the compression function an adversary have more freedom, since there is no fixed initial value. As a
result, attacks on compression functions are relatively hard to convert to full-scale attacks.

Fixed output
An adversary is given I and has to find M such that H(M ) = I. This is a typical preimage
search problem. A good hash function with an n-bit output should be resistant to preimage
attacks with complexity significantly less than 2n . This is what we expect of a random function
with the same output size.
If the hash function is based on the iteration of compression functions E(IV, M ), we
distinguish between preimages to the compression function and to the hash function itself. A
preimage (IV 0 , M ) for a compression function, if IV 0 6= IV0 , is called a pseudo-preimage. There
are several ways to compute a preimage for the n-bit hash function given many pseudo-preimages
(Section 6.4), keeping the total complexity below 2n .
A second preimage search, when we know an M 0 : H(M 0 ) = I, is typically easier than
the preimage search, since other techniques (mostly differential based) can be applied. Another
advantage is that a primitive can be attacked from both ends: an adversary is able to construct
a valid computation from the very beginning while in the preimage search he is restricted to
the given hash value.
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Restrictions on input
The restrictions on input values are additional constraints used in the previous scenarios. A
typical hash function has only one admissible initial value IV0 , which is a significant restriction
on the attack. In the compression function setting we do not have a restriction on inputs
formally, but we can distinguish different types of attack by the amount of control over the IV
input. The following taxonomy is used in collision attacks:
Initial value 1
IV0
IV0
IV

Initial value 2
IV0
IV00
IV

Name
Collision
Pseudo-collision
Semi-free-start collision

where IV, IV0 , IV00 are pairwise different and not equal to IV0 .
All these versions of collisions can be combined, resulting in a pseudo-near-collision, a
free-start collision, etc.. If there is an algorithm that finds this type of collisions faster than for
a random function, it is considered a weakness.
It is also worth to consider collision attacks, where some parts of the message block (or
previous message blocks) are restricted. This is quite common in attacks on real protocols, such
as X.509 [SLdW07, SSA+ 09] and PostScript [DL05]. Another application is the search for a
meaningful collision, where both colliding messages contain valid information blocks.

Combined input/output relations
The most “non-random” (or evasive) properties introduced so far are cipher-independent. Informally, we should not figure out which cipher is attacked just by looking at the property, so
these attacks are considered valid and universal. Certainly, the most interesting properties are
those convertible to real attacks such as key recovery or collision.
The evasive properties, constructed in recent papers, correspond to following primitiveindependent problems:
• Given a permutation p, find a k-sum to zero of (x||p(x)) [KR07].
• Given a permutation p and constraints on both input and output space, find x such that
both x and p(x) satisfy these constraints [Kho09b].
• Given a permutation, try to find t input pairs such that their difference is zero in i bits,
and difference in their outputs is zero in j bits [GP10].
• Given a block cipher, try to find t input hkey, plaintexti pairs that have and produce equal
difference [BKN09];
• Given an n-bit function, try to find t input pairs such that the corresponding output
differences belong to a vector space of dimension k < n [LMR+ 09].
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Part II

Methods
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This part describes the state of the art of modern cryptanalysis, with concentration on
block ciphers and hash functions. In each chapter we introduce an idea and then demonstrate
how it can be converted to one of attacks from Part I.
Chapter 3 is devoted to probabilistic patters —properties that hold in nonlinear transformations with some probability. Famous linear and differential cryptanalysis methods fit this
framework. Chapter 4 describes methods that are specific for primitives that work with small
blocks: bytes and words. We show how to use this level of abstraction to obtain more efficient
properties than in bit-oriented primitives. Chapter 5 explains how to exploit the fact that
the output of the transformation is shorter then its input due to some of form of schedule or
injection. Here non-bijectivity of transformations play an important role in the analysis.
Then we abstract from the details of transformations and consider primitives on the high
level. Chapter 6 demonstrates how to decompose a primitive into smaller parts, so that for which
part the most efficient pattern is applied. Chapter 7 discusses how to change and exploit the
high-level structure of a primitive, and how to derive structure-dependent invariants. Finally,
in Chapter 8 we explain how to use all the methods in the most efficient way, and introduce
several tricks that speed up an attack.
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Chapter 3

Analysis of nonlinear
transformations
This chapter is devoted to the statistical analysis of nonlinear transformations. The concept
is to find properties that hold with reasonably high probability. These properties can be used
in various scenarios: key recovery in block ciphers, collision attacks on hash functions, and
nonrandomness certificates. They can be used alone or in conjunction with other properties.
Statistical analysis works with probabilistic patterns, which are defined for a function f ,
an input property A, and an output property B. We say that a pattern holds with probability
p if
h
i
f
P A −→ B = p.
Linear and differential cryptanalysis are widely known examples of probabilistic patterns
and will be discussed in the following sections. We introduce them separately for more concrete
explanation, though they may be fit into a single framework like in [Vau96].
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Linear cryptanalysis

The idea of linear cryptanalysis is to approximate non-linear components with linear functions.
A linear approximation is a linear relation between input and output bits of a transformation.
Formally, given a function f , we try to find boolean vectors (masks) λa and λb such that
λa · X = λb · f (X)
holds with probability 1/2+ε for reasonably high |ε|. Here · is the inner dot-product. If f = fK
is a keyed function, the relation is supposed to involve bits of K as well:
λa · X ⊕ λb · fK (X) = λk · K.
17

(3.1)

In the attack on DES [Mat93] the S-box S5 was approximated with relation (0, 0, 0, 1) · X =
(1, 1, 1, 1) · S5 (X), which holds with probability 1/2 − 5/16. As a result, the following approximation holds for the round function F :
X15 ⊕ FK (X)7 ⊕ FK (X)18 ⊕ FK (X)24 ⊕ FK (X)29 = K22 ,
where numbers of brackets denote bit indices that form a mask.
A natural question is how to derive equations of form (3.1) for the whole primitive. First,
we find approximations for each round, such that masks (λiI , λiO , λiK ) can be connected:
λiO = λi+1
I ,
i.e. the output bit mask coincides with the input bit mask of the next round. Then we use the
following observation.
Proposition 1 (Piling-up lemma) [Mat93] Let X1 , . . . , Xn be n statistically independent
Boolean random variables with P[Xi = 0] = 1/2 + εi . Then
P[X1 ⊕ X2 ⊕ · · · ⊕ Xn = 0] =

1 1Y
+
(2εi ).
2 2
i

Under some independence assumptions (similarly to differential cryptanalysis), we sum
all the approximations and derive that
M
i


λiI · Ai ⊕ λiO · Ai+1 ⊕ λiK · Ki = 0
=⇒

M
i

=⇒

r+1
λiK · Ki ⊕ λ1I · A1 ⊕ λR
OA

=⇒

λ1I · P ⊕ λR
OC =

M

λiK · Ki ,

Q
holds with probability 1/2(1 + (2ε)i ) = 1/2 + ε. Here Ki is the i-th subkey. The sequence
of linear approximations is called a linear characteristic. A set of characteristics with common
plaintext and ciphertext masks is called a linear hull (analogue to a differential).
An extension to this idea is the use of multiple linear approximations simultaneously [JR94,
BCQ04]. The approximations may involve different λiK . Therefore, the adversary derives several bits of information
about K at the same time. The data complexity drops accordingly to
qP
2
the capacity
εj , where εj is the bias of j-th approximation. However, the analysis phase
becomes more time-consuming.
Another extension is the use of arbitrary functions instead of a linear sum. The partitioning cryptanalysis [HM97] and non-linear approximations [KR96, SK98] are examples of this
idea. However, the use is still limited due to lack of good approximations and small advantage
over the basic attack.

3.2

Differential cryptanalysis

The idea of the differential cryptanalysis is to consider the ⊕-difference
∆⊕ P = P1 ⊕ P2

(3.2)

between plaintexts P1 and P2 , and its propagation through nonlinear and linear transformations
of a primitive. Besides the ⊕-difference, the -difference is also useful for the analysis of
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primitives with modular addition (Section 3.3). Further generalizations of difference are mostly
theoretical.
The differential over a transformation F is a probabilistic pattern that relates an input
difference ∆I and an output difference ∆O :
F

∆I −→ ∆O .
The differential probability (DP) is the number of ordered pairs with input difference ∆I and
output difference ∆O divided by the total number of pairs with difference ∆I :
DPF (∆I , ∆O ) = #{{x, y} | x ⊕ y = ∆I and F (x) ⊕ F (y) = ∆O }/2n ,
where n is the output length.
The first differential attacks on iterative primitives dealt with characteristics (also called
trails) — connected short differentials:

f1


∆1 → ∆2 ;



f2

fk−1
∆2 → ∆3 ;
f1
f2
=⇒ ∆1 → ∆2 → · · · → ∆k .

···




fk−1
∆
k−1 → ∆k .
One can omit restrictions on the intermediate differences and get a differential over a whole
f

transformation: ∆1 → ∆k .
The differential probability should be high enough to demonstrate a design weakness.
For a random function the number of pairs following a differential is a stochastic variable with
the binomial distribution (in some cases can be approximated by the Poisson distribution) and
with mean 2n−m , where n is the input length and m is the output length [DR05]. Since the
number of ordered pairs with fixed difference is 2n , a differential probability is expected to be
around 2−m . Therefore a differential with a higher probability is a potential weakness, because
a random mapping is unlikely to have high probability for the same differential.
However, the probability of a differential and even of a characteristic is quite hard to
compute even for iterative transformations, though there exist good estimates under reasonable
assumptions. Intuitively, a characteristic probability should be close to the multiplication of
the probabilities of its internal differentials (so called expected differential probability, or EDP).
In practice, this assumes independence between the inputs of the round function, which is not
the case for many ciphers, and is hard to prove for the others. The situation is worse for
iterative block ciphers, where each round gets a portion (or a function) of a key as an input.
The differential probability, evidently, depends on the actual key value.
The best way to avoid the key influence is to consider key-alternating ciphers, where
the round key is XORed to the internal state before each application of the round function,
and the round function does not use the key. If round keys are independent, then DP =
EDP for any fixed key (the same result holds in the Markov cipher theory [LM91]), otherwise
the differential probability is a stochastic variable whose distribution has a mean equal to
EDP [DR05]. For several old hash functions, such as the SHA family, the computation of the
differential probability is hard, and the practice often compromises theoretical estimations.

Differential search
The construction of a differential characteristic is an important issue. The first long characteristics were iterative, i.e. they were a repetition of a single differential of form α → α [BS92].
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However, this approach fails for modern primitives due to better diffusion properties. Rechberger [Rec09] provides a list of techniques used for the characteristic search, and it is clear
that their applicability is determined by a particular design.

3.3

Primitives with modular additions

Modular addition is a widely used operation in software-oriented primitives. The addition is
fast in software, and is one of the fastest non-linear operations available to a designer. Though
S-boxes are better in terms of nonlinearity, they are slower in the implementation.
Most significant bits in the addition arguments do not influence least significant bits of the
result, which makes the diffusion unbalanced. As a countermeasure, designers combine addition
with rotation or shift in order to balance the diffusion. Several primitives involve only three
operations: addition, rotation and XOR, so they are called ARX primitives.
Most of analysis of addition-based systems has been done in the framework of differential
cryptanalysis.

3.3.1

Additive differentials

If the modular addition is the only nonlinear (over F2 ) operation in a primitive, it is natural
to consider modular differences instead of XOR differences. The modular difference passes the
addition with probability 1, but passes the XOR non-deterministically. Also, several attacks on
the ARX primitives specify characteristics on the bit level, where additive differentials are less
suited. It was demonstrated that the analysis with additive differentials benefits rather from
non-symmetric treatment of arguments than from the properties of the modular addition [CR06].
The bit level and the non-symmetric treatment of arguments were incorporated in a
universal bit condition — a two-argument boolean function f (x, y), that outputs 1 if (x, y) is
good pair for the difference propagation. Then every bit condition in the differential trail can
be expressed with this function.

3.3.2

Linearization

If the ⊕-difference has low weight, it propagates through addition with relatively high probability. This property leads to the idea of constructing differential trails with linearization —
replacement of all additions with XORs, and computing difference propagation in the linearized
primitive. The probability of the resulting trail is determined by the total weight of differences
entering former additions.
Let us explain how to choose the input difference. The internal variables in the linearized version are just linear functions of the input. Therefore, the internal variables fulfill the
equations of a linear code, and low-weight conditions on the variables can be translated into a
low-weight condition on the codeword. The search for a low-weight codeword is a hard problem
in the generic case, though several probabilistic algorithms exist [Leo88, Ste88, CC98], and they
were applied in real attacks [PRR05, MP05].

3.3.3

Tools

Types of differences
Let us abbreviate the modular difference (x − x0 ) by ∆+ x, and the ⊕-difference (x ⊕ x0 ) by
∆⊕ x. Since there is no bijective mapping between these types of differences, we introduce
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signed bitwise difference:
∆± x = ∆± (x, x0 ) = (xn−1 − x0n−1 , . . . , x0 − x00 ).
The next theorem links modular and ⊕-difference.
Theorem 1 ( [Dau05]) Let ∆± x be the signed bitwise difference between two elements of Fn2 .
Then the ⊕-difference ∆⊕ x and the modular difference ∆+ x are uniquely determined.
Difference propagation
Here we list some theorems for the probabilities of the differential trails in the ARX systems.
Here all the words are n-bit long, whose lower bit is counted as 0.
First, we consider the differential properties of  (see also [LM01] and the extensive
treatment in [Wal03]). The probability that ⊕-differences α and β are transformed by  to the
⊕-difference γ, is defined in the following way:




xdp+ (α, β → γ) = Px,y (x ⊕ α) + (y ⊕ β) ⊕ x + y = γ .
There is a simple condition whether the xdp+ is equal to 0:
for some i ∈ [0; n − 1]

αi−1 = βi−1 = γi−1 6= αi ⊕ βi ⊕ γi .

Here α−1 = β−1 = γ−1 = 0. If the differential is “good”, then let q be the number of positions
i 6= n − 1 where the triple (αi , βi , γi ) has both one and zero. Then
xdp+ (α, β → γ) = 2−q .
The situation is more complicated for ⊕. If the arguments x and y of ⊕ have additive
difference α and β, then the probability that x ⊕ y has difference γ is defined as follows:




adp⊕ (α, β → γ) = Px,y (x + α) ⊕ (y + β) − x ⊕ y = γ .
Proposition 2 [Wal03] There exists an algorithm with complexity O(n) that computes adp⊕ .
The idea is to map each triplet (αi , βi , γi ) to a matrix of constant size so that the value of adp⊕
can be computed by multiplication of n such matrices.

3.4

Algebraic attacks

In this section we introduce attacks that are based on the algebraic representation of a primitive.

3.4.1

High-order differentials

The ⊕-difference (Eq. 3.2) is closely related to the notion of a derivative in the continious
analysis. Therefore, it is natural to consider high-order differentials as an application of the
high-order derivative. A k-order derivative ∆δ1 ,δ2 ,...,δk of a function f is the sum
M
f (x ⊕ c1 δ1 ⊕ c2 δ2 ⊕ · · · ⊕ ck δk ).
ci ∈{0,1}

As for continuous functions, a k-order derivative of a boolean polynomial of degree < k is
constant.
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In contrast to the regular differential, which works with pairs, we iterate and compare 2k
states. However, the condition ∆δ1 ,δ2 ,...,δk (f ) = c, being imposed on the inputs, is too weak and
can not be traced with high probability through several non-linear transformations. Instead, a
high-order derivative is computed only once for the output of the whole transformation. If the
transformation has low algebraic degree, a derivative of reasonably high order may provide a
distinguisher. Original paper by Knudsen [Knu94] dealt with the Feistel ciphers, whose round
function is a quadratic polynomial.
Since few real primitives have round functions, which can be described by low-degree polynomials, the high-order differentials are rarely applied (see attacks on reduced-round MISTY1 [TSSK08],
Camellia [HSK02], or Keccak [AM09]). The property, that a particular set of states sums to a
constant, was later used in the Square/integral/multiset attack (Section 4.1), where it appears
as a distinguishing property (the weakest one) of a permutation. However, in the multiset attack the origin of this property is different — it derives from the fact that the list of the output
values contains all the possible values exactly once.
Another application of this idea is the construction of distinguishers for a permutation [AM09]. Indeed, assume that both the input and the output of a permutation are low-degree
polynomials of an intermediate state S:
I = f1 (S), O = f2 (S),
where S can be a single word or a set of boolean variables (with some of them fixed to constant).
If
max (deg f1 , deg f2 ) < k,
then one constructs 2k inputs that sum to zero and their outputs sum to zero as well. It is easy
ton prove that this problem for a random n-bit permutation can not be solved in less than in
2 2k calls. Therefore, if k is small enough, this property demonstrates non-ideal behavior of the
permutation. An algorithm for the generalized birthday problem by Wagner [Wag02] provides
n
a significantly higher upper bound ( 2 1+k ).

3.4.2

Cube attacks

Cube attacks [DS09] can be viewed as an extension to high-order differentials. Now we sum
over different inputs in order to get a linear function of secret parameters. Let us consider
a function fK (x) of a vector-variable x and a parameter K. Consider also an index set I =
{i1 , i2 , . . . , ik } ⊆ {1, . . . , n} and factorize fK by XI = xi1 xi2 · · · xik :
fK (x) = XI · pK (x) + qK (x).
If no monomial in qK contains XI , the sum of fK over cube I is equal to pK , which is called a
superpoly:
M
fK (x) = pK (x).
I

If pK has degree one as a function of K, i.e. it is linear, the monomial XI is called a maxterm.
Given sufficiently many linear relations, we solve the linear system and find K.
The main challenge in cube attacks is the search for an appropriate maxterm, which is
typically heuristic. First, the complexity of the attack grows exponentially with the size of I,
so maxterms should be as short as possible. The main principle of the maxterm search is to fix
I randomly, and then add indices to it unless the superpoly becomes linear. If the superpoly is
reduced to a constant, we restart the search.
22

Another problem is that few block ciphers and hash functions have elegant algebraic
representation (MD6 and Keccak are exceptions). As a result, a cryptanalyst has to consider
the primitive as a black-box. He tries different maxterms and apply linearity tests in order to
detect linear superpolys. The procedure was called a cube tester [ADMS09]. The cryptanalyst
has to check each candidate maxterm before the attack, which clearly limits all the attacks to
those having practical complexity.

3.4.3

Other attacks

The key recovery and collision search problems can be expressed in terms of solving systems
of nonlinear equations. Therefore, generic methods for nonlinear system solving, like Gröbner
basis methods [CLO07] and their weaker adaptations XL and XSL [CKPS00, CP02], can be
applied. However, the complexity of these algorithms appears to be exponential for generic
systems, and there is little evidence how to convert any such attack to practica
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Chapter 4

Attacks on byte- and word-oriented
primitives
We distinguish bit-oriented primitives (the most famous example is DES) from byte- and wordoriented primitives, which operate rather on bytes and words than on bits. The main difference
is the existence of bytewise operations, e.g. S-box layers, and the abscence of bit-oriented
transformations such as bit transpositions.
The main property exploited in byte-oriented attacks is that bijective bytewise operations
preserve variation in a single byte. The variation is a non-zero difference in the differential
cryptanalysis and a multiset in multiset attacks. An attacker follows the variation through a
primitive easily, because the diffusion is provided only by inter-byte operations, such as mixing
layers. As a result, both the analysis and the design are simplified.
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Multiset attacks
Definitions

The first multiset attack was named the square attack [DKR97], because it was applied to the
block cipher SQUARE. The idea is quite simple: consider a set Λ of internal states such that
they differ in only one byte i0 and this byte takes all possible values, i.e. there are 28 states.
Formally,
(
xi0 6= yi0 ;
∀(x, y) ∈ Λ
xi = yi ∀i 6= i0 .
If a bytewise bijective transformation (e.g., a layer of S-boxes) is applied to Λ, the property
still holds. Diffusion makes other bytes active, though these bytes might not take all possible
values. Two rounds of SQUARE (and AES) make all the bytes active, and each byte takes all
possible values. Now we show to get a quite powerful distinguisher from this fact.
We provide the notation by Biryukov and Shamir [BS01] as the most complete. A multiset
of m-bit values is an unordered tuple, where values can repeat. Consider, for example, 1000
ciphertexts, and the first byte in each ciphertext. Then the 1000 corresponding values form
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a multiset. A set of k-byte internal states, produced of different inputs, is a block of 8-bit
multisets: some bytes may get the same values.
A multiset has property C (constant) if it consists of repetitions of the same value. A
multiset has property E (even) if each value occurs an even (or zero) number of times. Properties
C and E are preserved by arbitrary functions.
A multiset of m-bit values has property P (permutation) if it contains exactly once each
of the 2m possible values. Property P is preserved by arbitrary bijective function.
A multiset has property B (balanced) if the XOR of all values is zero. Any multiset with
property E or P also has property B.
A multiset has property D (dual ) if it has property P or property E.

4.1.2

Properties

The properties of multisets can be illustrated on SASAS [BS01], a scheme that alternates layers
of S-boxes with affine transformations, and AES (Figure 4.1).
Denote by S k a block of k word multisets with property S. Consider a multiset P C k−1
where each multiset enters a bijective S-box. The multiset is preserved by the first S-box layer
(see properties in Section 4.1.1).
Let us prove that the next layer, which is an affine transformation, keeps the weaker
property Dk , i.e. permutation or even in all the words. Indeed, a word W is a linear function
of k variables. All but one of these variables are constant: W = Lx + B where x is the word
with property P . For each W the equation either has no solution, or 2t solutions, i.e. the
word has property D. In the case of AES the linear transformation of the first round converts
P C 15 to P 4 C 12 , then it is preserved by S-boxes, and then transformed to P 16 by the linear
transformation of the next round.
Notice that the second layer of S-boxes in SASAS preserves Dk . However, we have to
weaken the property so that it is preserved by an affine transformation. Since D implies ( )
B, we now consider a multiset B k . The third S-box layer in AES preserves the multiset P 16 .
The second A-transformation in SASAS preserves B k since the B-condition is linear. No
simple property is preserved by the last S-box layer, but it is enough to construct a distinguisher.
For AES the third linear transformation makes all bytes balanced (B), and the resulting 3-round
pattern is called an integral [KW02]:
S

SASAS :
S

AES : P C 15 → P C 15

4.1.3

P C k−1 → P C k−1
A

A

S

Dk → Dk → Dk

S

P 4 C 12 → P 4 C 12 → P 4 C 12

A

A

Bk → Bk;
S

P 16 → P 16 → P 16

A

B 16 → B 16 .

Extensions

High-order integrals. If an integral is a union of integrals, it is called a high-order integral [KW02]. The point is that a high-order integral can be longer than its elements. If we
extend the AES integral one round back, we get a multiset M , where four bytes take 256 randomly looking values. However, a set of 224 different such multisets form a P 4 multiset in these
bytes. As a result, we get a 4-round high-order integral, which ends with a B 16 multiset, now
for 232 texts. For versions of Rijndael with larger (160 bits and more) blocks it is possible to
construct a 16-round integral [JdFP05].
Applications to non-SPN structures. Multiset attacks can be applied also to Feistel
schemes [HQ01] and bit-oriented transformations [ZRHD08]. The principles are exactly the
same, no new property is introduced, and the attacks are rather based on slow diffusion of the
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Figure 4.1: Multisets for SASAS and AES.

primitives, than on the non-trivial property of operations. The fact that an S-box preserves
property P still remains the key element of any multiset attack.
Multisets can be used also in primitives with modular additions and multiplications, like
IDEA [DST04, BDK07] . It is easy to prove that P  C gives P , and similarly P C gives P .

4.1.4

Functional collision

The functional collision method was designed for AES [GM00] and for the long time remained
the best attack on 7 rounds of AES-128. The idea of the method is the following. Consider
some internal variable x as a function of plaintext P with key K as a parameter:
x = fK (P ).
Assume that P can be splitted into three groups: one byte y, a group Z, and a group U of the
other bytes such that x as a parameterized function of y and Z can be expressed as
x = gK,U (h0 (y), h1 (Z), h2 (Z), . . . , ht (Z)) ,
where hi are different functions, and

t < 2 · |Z|.

(4.1)

Also, h0 can be a vector-function. Then there exist Z 0 6= Z 00 such that hi (Z 0 ) = hi (Z 00 ). As a
result, last t arguments of g are equal for different Z, so
fK (y, Z 00 ) ≡ fK (y, Z 00 ),
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and the two functions, that define x, are equal as well.
This is a very powerful distinguisher, since after such pair (Z 0 , Z 00 ) is found, the property
holds for 28 values of y.
Applications to AES. The variable x in AES is an arbitrary byte of A4 (the internal state
after 3 rounds and the SubBytes operation) and y is an arbitrary byte of the plaintext. For the
sake of simplicity, let both of them be the byte a0,0 in the state. Then Z is the other three bytes
in the same column of the plaintext: a1,0 , a2,0 , a3,0 . Here Z is chosen so that all the four bytes
are shifted to different columns and affect each other only in the second round by the linear
transformation.
As a result, any diagonal byte bi,i in the input of the third round is defined as follows:
bi,i = si (y) ⊕ hi (Z),
and
x = gK (b0,0 , b1,1 , b2,2 , b3,3 ).
Now check the condition of Equation 4.1. The diagonal bytes bi,i are formed of t = 32 bits, and
the length of Z is 24. Thererfore, there exist two different Z 0 and Z 00 such that bi,i collide as a
function of y:
si (y) ⊕ hi (Z) ≡ si (y) ⊕ hi (Z 00 ).

Due to the birthday paradox, such a pair exist among any 216 different Z. Since y is also a
function of four input bytes of the fourth round, this gives a 4-round property. It was used for
the 7-round attack [GM00], and later for a 8-round attack on a wider-block version [GM08].
plaintext

key

plaintext
y

Z

key

const

F

fK (y, Z)

x

x

K

∃Z 0 6= Z 00 : fK (y, Z 0 ) ≡ fK (y, Z 00 )

Figure 4.2: Outline of the functional collision attack.

Regroupment of inputs The variable x can be also expressed as a function of one variable y,
which is parameterized by a set of constants, derived from the key and the plaintext:
x = fC1 ,C2 ,...,Ck (y).
The number k of constants can be decreased by a careful rewriting of the formula. Gilbert and
Minier [GM00] proved that 9 constants are enough (some of them are fixed by U ) to determine
the function.
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Again, since y is a function of four bytes of the input of the fourth round, this gives a
4-round property. Recently, Demirci and Selçuk [DS08] found a 5-round property: 25 constants
are enough to determine a 1-1 function over 4 rounds. Their attack can be applied only to AES
with 192- and 256-bit keys, because of the high time complexity.

4.2

Truncated differentials

The main principle of the analysis with truncated differentials is to abstract from concrete
values of differences and consider only sets of differences. For example, we may group all the
non-zero byte differences into a single set, considering only active and non-active bytes. The
first analysis was made by Knudsen as early as in 1994 [Knu94], though truncated differentials
were of limited use while most ciphers were bit-oriented. While diffusion on the bit level may be
relatively slow, on the byte level it can be faster, which makes the probabilistic pattern shorter
and, thus, less powerful.
The idea is quite simple. Let S be a state of n bytes, and f be a bijective bytewise
transformation (e.g., an S-box layer). Consider a pair of states (S, S 0 ) with difference only in
byte 0. Then (f (S), f (S 0 ) differ in byte 0 and collide in other bytes with probability 1. As a
result, the confusion layer does not mix active and non-active bytes. Thus, it is easy to study
and exploit the properties of the diffusion layer.
It is natural to use structures (Section 8.2) instead of pairs in the truncated differential
analysis. In the previous example a structure with 28 states, that differ in byte 0, contains 215
pairs, each passing the S-box layer.

4.2.1

On the edges of characteristics

Truncated differentials are often used on the edges of differential trails, where they replace
regular differential trails. Examples include AES differential trails [BK09], which have regular
difference in the middle and truncated ones on the edges. Regular differences are truncated
in the last rounds, where no restriction is put on the output difference of active S-boxes. In
the forward direction this happens deterministically, while the backward transofrmation ∗ → δ
holds with probability 2−8 . Also, this approach weakens the output filter, so the number of
candidate pairs (or quartets) increases.
On the plaintext side we submit a structure such that positions with active S-boxes in the
first round get sufficiently many values. The precise formula involves the diffusion parameters
of the primitive and is quite complicated (see [BDK02] for the case of the boomerang attack),
so we consider a simple case. Let one plaintext byte be active with unknown difference, and let
it be converted to a fixed difference δ after the key whitening and an S-box layer. Then we get
an equation of type S(x + k) = S(x0 + k) + δ, where k is the key, and (x, x0 ) is the plaintext
byte pair. Evidently, there are 28 (out of 216 ) pairs satisfying the equation. A structure with
this active byte would have 28 plaintexts, so 28 right pairs come out of the first round.
Summarizing, the truncated differentials help to keep the probability over the 2−n barrier,
but increase the data complexity and the number of candidate pairs for the filtering step.

4.2.2

Throughout the primitive

If the diffusion on the word level is relatively slow, truncated differentials may be traced throughout the primitive. A good example is a truncated AES differentialwith the following number of
active S-boxes:
Round Round
1 −→ 4 −→ 16.
29

SubBytes

ShiftRows
MixColumns
1

SubBytes

AC SB RC

ShiftRows
MixColumns

SB

2

Figure 4.3: Truncated differentials in the 2-round AES trail. Black cells are truncated (arbitrary) differences.

Round

The differential can be preceded by 4 −→ , resulting in
4

Round,P =2−24

−→

Round

Round

1 −→ 4 −→ 16,

which is used in boomerang attacks [Bir04].
The cipher Crypton has weaker diffusion, so as many as 8 rounds were attacked with
truncated differentials [MG00].
In general, however, truncated differentials quickly spread to the whole internal state
due to the diffusion, and this happens faster than for fixed differentials. It is undesirable in
attacks on block ciphers, but is tolerated in the attacks on hash functions, such as the rebound
attack 4.3.
Attacks on stream-based hashes
Truncated differentials were successfully applied to word-oriented hash functions, such as RadioGatun [Kho08] and Grindahl [Pey07, Kho09a]. These primitives process relatively small
message blocks with a compression function, which is also not assumed to be ideal and, thus,
has exploitable differentials. The message block can be chosen arbitrarily, which gives additional freedom (see Section 8.2). A compression function might not provide full diffusion (e.g.,
in Grindahl one active byte affects only four bytes after one call), so the truncated differentials
are often used.
The idea of most attacks is to use message freedom to control the difference inside the
round function.

4.2.3

Extensions

Symmetric differences
Several operations were found to be suited for symmetric differentials, where differences are
either 00 · · · 0 or 11 · · · 1. Intra-word rotations and XORs convert symmteric to symmetric.
Also, symmetric differences “shrink” all the words to bits, thus making the exhaustive search
for the best trails much more efficient. In contrast to simple truncated differences, getting a
zero difference out of symmetric differences is deterministic.
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For example, the analysis of RadioGatun, whose internal state has 75 words, with symmetric differences is reduced to an analysis of a 75-bit primitive, so a round differential can be
described as a 75-bit word (+ 3 bits from the message injection). The trail search is now simplified, so the best trail for RadioGatun spans for more than 100 rounds [FP09]. Other examples
are attacks on Arirang [GMK+ 09], where the symmetric difference is traced through the AES
S-box, on Panama [RRPV01,DA07], and on Blake, where it is invulnerable to rotations [GM09].
Linear truncated differences
Another extension is the use of differences that form a linear space R ⊂ F2n . The space of
differences is larger compared to the symmetric differentials, but the aero-difference is still
produced deterministically. In [Kho08] the dimension of the difference space is chosen to optimize the complexity of the meet-in-the-middle attack. The point is that a large dimension
increases the probability of a differential, while a small dimension increases the probability of
the meet-in-the-middle event.

4.3

Rebound attack

The main idea of the rebound attack [MRST09] is to find solutions for the most expensive
part of a truncated differential trail. These solutions may be used for constructing collisions,
near-collisions, or any other certificates of non-randomness.
The outline of the attack is as follows:
• Construct a truncated differential trail;
• Find sufficiently many regular differential trails for the most expensive part of the truncated trail.
• Construct solution (pairs of iterations) conforming to these regular trails (inbound phase).
• Check if it conforms to the remaining part of the truncated trail (outbound phase).
We consider the primitives that alternate layers S of non-linear S-boxes with some linear
transformations A (SPN structure):
S

Si+1

A

Ai+1

in
out
in
Siin →i Siout →i Si+1
→ Si+1
→ Si+2
,

where Siin and Siout the internal state before and after the i-th layer S, respectively. Let S0 have
the highest number W of active S-boxes in the trail.
The simplest variant of the attack works as follows. We construct many regular trails
for A−1 :
A−1

out
∆S−1
→ ∆S0in

just by following the truncated-differential trail. Since there are only linear operations in this
part, the trails have probability 1. Similar trails are constructed for A0 . Then we look for a
pair of trails, such that each active S-box in S0 gets admissible input and output differences
(δI , δO ) (non-zero entries in the difference distribution table). Typical S-boxes have two and
more solutions for a random pair (δI , δO ) with probability 1/2, and no solutions with the same
probability. Summarizing for all active S-boxes, one of 2W differentials
S

∆S0in →0 ∆S0out
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has non-zero probability and, thus, produces 2W solutions (Figure 4.4). Then each solution is
propagated in both directions and is checked whether it conforms to the full truncated trail.
A solution for the dense part A−1 → S0 → A0 is computed with average complexity,
though the total complexity is 2W at least. As a result, we exclude the active S-boxes in S0
from the probabilistic phase of the attack.
S−1

S0

affine

out
S−1

S1

affine

S0in

S0out

S1in

Steps:
difference

difference
values

values

values

values

values

I
II
III
IV

Figure 4.4: Rebound attack.
The attack has many variants aimed to reduce the complexity of the attack.

4.3.1

Gradual difference filtering

The differences in the inbound phase can be matched gradually as follows [MPRS09]. Assume
that A is applied separately to q-byte vectors of the internal state (e.g. the AES MixColumns
is applied to 4-byte columns). For the sake of simplicity, let this subtransformation convert one
out is converted to q active bytes in S in . Then we try 28 possible differences for
active byte in S−1
0
this byte, compute q bytes of ∆S0in and derive a 1-bit restriction for each corresponding byte of
∆S0out , which implies a total q-bit restriction on ∆S1in . As a result, we try only 27 assignments
for one of ∆S1in bytes, compute back to ∆S0out , and get new restrictions on the ∆S0in , and so
on. In the end we construct all possible solutions for S0 .

4.3.2

Injection as a source of freedom

Assume that there is an injection from the key or message schedule between Ai and Si+1 :
S

A

⊕K

in
Siin →i Siout →i · → Si+1
,

and K can be chosen independently.
Then both layers S0 and S1 may have the maximal number of active S-boxes, and we
construct solutions as follows. First, we find regular differential trails for A−1 and A1 . Then we
assign a random value to the internal state S1out , and compute the difference backwards through
S1 up to S0 . Due to the injection value, which is not fixed yet, S0out is unknown. However, each
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active word in S0 gets input and output differences. We find a solution if it exists, and connect
it to S1 by fixing an appropriate value of K.
This idea can be extended to more layers, if there are several injections that can be chosen
independently.

4.3.3

Merging solutions

The inbound phase can be mounted in different parts of the truncated trail independently if
the S-box layers in these phases are not fully active. Starting from the solutions for Si and Sj ,
we meet in an intermediate state and filter out incompatible pairs. The remaining solutions are
computed through the remaining part of the truncated trail (Figure 4.5).
Formally, assume that W bytes are active in both layers Si and Sj , and 2W solutions are
constructed in each inbound phase. The solutions are computed to a middle point P where
they match in q bits. Since a solution is a pair of states, the matching condition is a 2q-bit
condition. Then 22W −2q valid solutions remain after the meet-in-the-middle .
In the rebound attack on the full Lane [MNPN+ 09], two layers of the differential trail have
16 (out of 32) active S-boxes. Then 288 solutions are constructed for Si , and 296 solutions for
Sj . The solutions match between Si and Sj in 64 bits. As a result, 288+96−128 = 256 solutions
are constructed for Si → · · · → Sj .
- difference
- value

Rebound 1

Rebound 2
Rebound 3

Figure 4.5: Merging solutions in the rebound attack. We find solutions in the inbound phases
1 and 2 and match them in the phase 3.

4.3.4

Extending the inbound phase

One may also construct all the admissible differential paths that span over several S-layers,
and only afterwards construct a solution in values. This approach is based on the following
observation that holds for most of S-boxes.
Observation 1 If the probability of the n-bit S-box non-zero differential δI → δO is 2r−n , the
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right pairs for the differential are affine functions of an r-bit variable:
S

∃A, C, b, d : ∀x, y : (x, x ⊕ δI ) → (y, y ⊕ δO )

∃u ∈ F2r : x = Au ⊕ b, y = Cu ⊕ d,

where A and C are matrices, and b and d are vectors.
This holds for any S-box, if r = 1, and for the AES S-box, if r = 2.
Clearly, the observation holds for a group of active S-boxes, if it holds for each of them.
However, it does not hold for non-active S-boxes. Assume that S0 consists only of active S-boxes.
Then any right pair for the differential trail the following system holds:
(
S0in = C · X + D;
S0out = C 0 · X + D0 ,
out
where C, C 0 are matrices, and X, D, D0 are vectors. Due to the same principle, the states S−1
in
0
and S1 belong to affine spaces (denote them respectively by Q and Q ) as right pairs (solutions)
to S−1 and S1 layer differentials. The values for non-active S-boxes in these layers are described
as 8-bit variables (there is no need to have a single variable for both input and output values
in these layers). Since the layers are connected with a linear function A, we get two matrix
conditions:
(
A1 (C · X + D) ∈ Q;
(A0 )−1 (C 0 · X + D0 ) ∈ Q0 ,

which is a system of linear equations. Its solution is a solution of the three-layer section of the
trail with probability 1.
It is also possible to exploit slow diffusion in the message schedule, and thus add one
more layer to the inbound phase. In the attack on the full Whirlpool [LMR+ 09] the similarity
between internal rounds and schedule rounds was exploited, so that the solution was constructed
for four layers: S0 , S1 , S2 and S3 .
In the first step we produce 264 solutions for both S0 and S3 . Then for each pair of solutions
(G0 , G3 ) we construct an equation of form f (G0 , G3 , M0 , M1 , M2 ), where Mi are message blocks
injected between S0 and S3 . Then the authors prove that the equation can be divided into 8
independent equations, which can be solved separately. Together, the solutions define Mi . Note
that this approach would fail if the diffusion in the message schedule were better.
Another idea is to exploit non-ideal diffusion by grouping parts of the internal state into
so-called Super S-boxes [DLP+ 09]. Super S-boxes are the smallest blocks, which are not mixed
with each other during one round. For example, an AES Super S-box is a column in the
MixColumn transformation. The rebound attack treats the round as a set of Super S-boxes,
thus covering one more round in the inbound phase [GP10]. However, this approach requires
more memory for precomputed Super S-box difference tables.

4.3.5

Constructing a trail

A differential trail for a rebound attack is typically constructed ad-hoc. It should be as
long as possible, and concentrate active words in as few layers as possible. In attacks on
Grostl [MRST09,GP10,MPRS09] and Whirlpool [MRST09,LMR+ 09] a trail is based on the expansion of a one-byte difference: 1-8-64-8-1. In attacks on Cheetah [WFW09] and Lane [MNPN+ 09]
the trail is more dedicated.
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Chapter 5

Attacks on schedule and injection
The size of the internal state of symmetric primitives is often smaller than the total size of input,
because a smaller design is faster and needs fewer operations for good diffusion and confusion.
However, this implies that either inputs are compressed in the very beginning to match the
state size, or portions of inputs are injected during the iteration. The injection procedure,
which determines the injection values, is called the schedule (of the key or of the message). The
schedule can be viewed as an additional, separate computation, which operates on the schedule
state.
In this chapter we consider attacks that exploit weaknesses in the schedule procedure.
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Local collision

A local collision is a differential that starts and ends with the zero difference in the internal
state, but is non-zero in the middle. The schedule state may have arbitrary difference, so the
non-zero difference appears and disappears as a result of the injection from the schedule. The
first injection of the non-zero difference is called a disturbance, and the last injection, that
cancels the difference, is called a correction.

A

0
0 D
B C

E0

Start

End
C

D

E

F

correction

disturbance

Figure 5.1: Local collision outline. A, B, . . . , F — inputs.
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5.1.1

In collision search

One of the first applications of local collisions was the cryptanalysis of SHA-0 [CJ98]. The
consecutive injection of differences in particular bits of SHA-0 message blocks results in the
M
zero difference in the state after 6 rounds. Let −→ denote the round function with a message
block M , which operates on internal states Ik . Then the following pattern holds with high
probability:
M

M

M

M

M

M

1
2
3
4
5
6
I0 −→
I1 −→
I2 −→
I3 −→
I4 −→
I5 −→
I6 .

I0

M1 ⊕δ1

−→ I10

M2 ⊕δ2

−→ I20

M3 ⊕δ3

−→ I30

M4 ⊕δ4

−→ I40

M5 ⊕δ5

−→ I50

M6 ⊕δ6

−→ I6 .

All the δi are one-bit differences. The probability of this characteristic varies from 1/8 to 1,
depending on the round index.
If all the message blocks were independent, one local collision would be enough for a global
collision. Due to the message schedule the differences δi spread to other round injections. Due
to the linearity and the self-similarity of the message schedule, all the δi from the first 16 blocks
appear in the same positions in the further blocks. As a result, the local collisions in the first
rounds are reproduced later, as they were geometrically translated. The resulting differential
trail is an overlap of several local collisions, and its probability is the multiplication of local
collision probabilities.
Since the last 64 message words of SHA-0 are linear combinations of the first 16 words, the
concatenation of all the words is a codeword of a linear code. The difference vector is another
codeword, and the number of local collision is related to its weight. More precisely, the number
of local collisions is the weight of the codeword produced by the expansion of the disturbance
difference δ1 (or any other δi ) from the first 16 words.
A collision trail starts and ends with the zero difference, which puts constraints on the
positions of local collisions. This is too restrictive, so a multi-block collision, whose trails
for compression functions do not end with the zero difference, can be found faster [BCJ+ 05].
In attacks on SHA-1, DynamicSHA and others [WYY05, Saa07, ADIP09] the local collision
approach was significantly improved.
A local collision was also used in the construction of auxiliary differential paths [NSS+ 06].
The benefit here is a low weight of differences in the trail, which allows to precisely impact bits
in the modification.
The same approach can be applied to other hash functions with regular message schedule.
If the schedule is a transposition (MD5, Blake), then the local collision approach is inefficient,
because the transposition rarely preserve the positions of local collision message differences.

5.1.2

In preimage search

Local collisions are used in the preimage search as an improvement to the splice-and-cut technique (Section 5.2). The idea [Leu08, SA08b] is to change the values of several message blocks
according to the local collision differential path. Then the computation remains unchanged
before and after the place where local collision occurs.
For example, assume that we attack a compression function H with 30 rounds (1–30),
and simple message schedule: m0 , m1 , . . . , m9 , m0 , m1 , . . . , m9 , m0 , m1 , . . . , m9 . Assume also
that m1 and m4 form a local collision, i.e. there exist a local collision trail with differences in
m1 and m4 . We may change only m1 and m4 so that the computation of H remains unchanged
in rounds 5–10 and 15–20. As a result, we manipulate the computation in rounds before 5th
and after 20.
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Figure 5.2: Local collision in SHA-0 and a full differential trail.

The local collision words also provide additional degrees of freedom and function as neutral
words. Assume that the rounds before 11th belong to the first chunk, and the rounds after
14th — to the second chunk. However, m1 belongs to the second chunk, and m4 — to the first
chunk. Then we fix intermediate variables between the injections of m1 and m4 , so that the
local collision differential holds with probability 1. Let the message word be k-bit, and internal
state be n-bit. Then n − k bits are pre-fixed before the injection of m1 and after the injection
of m4 . Then either
• try all possible m1 , m4 , and use the remaining degrees of freedom in the internal state
in order to compute both chunks, meet in the middle, and then check the local collision
condition. We have 4k degrees of freedom and n + k conditions to check, as explained
in [SA08a]
• or fix the computation of the local collision, swap the injections of m1 and m4 and use
them as neutral words in their chunks. We have 3k degrees of freedom and n conditions
to fulfill, so the complexity remains the same.

5.1.3

In related-key attacks

The key difference in a block cipher resembles the message difference in a hash function. Therefore, it is natural to construct local collisions inside a cipher in order to get a trail with low
number of active non-linear operations.
This approach was used in the cryptanalysis of AES. If the difference is injected in the
upper byte, it is not touched by ShiftRows, but is converted to an unknown difference by
SubBytes, and then expanded by MixColumns to a full column difference. The full column
difference must be corrected by the next subkey addition. The appropriate subkey difference
can be predicted with probability up to 2−6 , so the local collision trail has probability 2−6
(Figure 5.3).
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Figure 5.3: A local collision in AES-256.
Due to the nonlinearity of the AES key schedule, it is impossible to construct an arbitrary
long trail based on local collisions (see also Section 5.3.2).

5.2

Splice and cut

The splice-and-cut technique [SA09a, AS09] is used for the preimage search. The idea is to
bypass the multi-use of inputs in the schedule by the meet-in-the-middle approach.
Assume that we try to find a pseudo-preimage (IV, M ) to the block cipher in the DaviesMeyer mode:
H = EM (IV ) ⊕ IV,
where IV is the initial value, and E is a permutation.
If IV is unknown, we can not invert the hash function. However, the internal round is
invertible, so an internal state of the compression function can be computed in both directions.
The idea of the splice-and-cut attack is to decompose E into E1 , E2 , and E3
E

E

E

1
2
3
IV −→
S1 −→
S2 −→
H

and M into M1 , M2 , M3 , such that
• M3 is not used in E1 and E3 ;
• M1 is not used in E2 ;
• IV is not used in E1 and E2 .
IV

E1 (M1 ,M2 )

−→

S1

E2 (M2 ,M3 )

−→

S2

E3 (M1 ,M2 ,IV )

−→

H

The attack works as follows. We assign arbitrary values to S1 and M2 . Then for different
M3 we compute states S2 = {S2 = E2 (M2 , M3 , S1 )} and keep them in the memory. Also, for
different M1 we compute IV = E1−1 (S1 , M1 , M2 ), use IV to bypass the feedforward and compute
S20 = {E3−1 (H, IV, M1 , M2 )}. A set S2 ∩ S20 provides a valid pseudo-preimage (IV, M1 , M2 , M3 )
of H. The two meeting computations E3−1 ◦ E1−1 and E2 are called chunks.
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The choice of S1 and S2 , as well as the decomposition of M , are made ad-hoc so far.
Clearly, the longer is the schedule, the harder it is to find such a decomposition.
Another problem is that M1 and M3 may be too short to generate enough states for the
meet-in-the-middle. Then we generate new S1 and M2 and repeat the procedure.
If the message schedule is not a transposition, we decompose the message in a more
sophisticated way. For example, M1 , M2 , and M3 can be linear functions of the original message,
and it is the function of Mi as well. In the cryptanalysis of SHA-0 [AS09], whose message
schedule is linear, the following equation is used:
M = R(M1 ||M2 ||M3 ),
where R is a regular matrix. The attack on SHA-2 [AGM+ 09] and Tiger [GLRW10] use nonlinear
decomposition of M .
Start
S1

Meet
S2

H

Figure 5.4: Splice and cut.

Improvements
Most of the improvements enlarge the number of attacked rounds by more careful treatment of
the starting point S1 and the meeting point S2 .
Starting point. It is worth to consider the starting point S1 as a starting block of internal
variables. The block variables can be positioned relatively far from each other, with the only
condition that they completely determine the further computation. It was discovered that the
chunks may overlap for a couple of rounds (initial structure [SA09a, AS09]) due to existing
parallelism and slow diffusion in the round function (Section 7.4.3). Also, one might be able to
construct local collisions inside the starting block so that the chunks can be easily recomputed.
Meeting point. The next idea is to filter out uncompatible chunks as early as possible by
exploiting slow diffusion. In the MD-family of hash functions it takes a few rounds to update
the internal state, so the states can be partially matched up to 5 rounds from the meeting point
(partial-matching technique [SA09a, AS09], Section 7.4.2). The slow diffusion property of the
modular addition can be exploited as well, though this requires a more complicated check on
the bit level [AGM+ 09].
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Computation of chunks. Since the diffusion is slower on the bit level, it is worth to view
the starting point, the meeting point, and the message decomposition as groups and operations
of bits. For example, consider the modular addition A  B = C. If we fix k lower bits in A and
B, then we are able to compute k bits of C (partial-fixing technique [SA09a,AS09]). Therefore,
a chunk can be partially computed in the forward direction. Also, the k lower bits may be a
part of the message M2 , which is pre-fixed in both chunks.
Double-branch compression functions. RIPEMD is an example of a double-branch compression function: E(IV, M ) = E1 (IV, M ) ⊕ E2 (IV, M ). The functions E1 and E2 are typically
similar, i.e. in RIPEMD they have different round constants. There were proposed two approaches to apply the splice-and-cut procedure [SA09b]:
• Make a starting point in each branch and compute backwards so that the both IVs are
indentical. Then the meeting point is the hash value.
• Make a starting point in only one branch. Then compute forward and backwards, compute
IV and hash, and then meet in the middle of the second branch.

5.3
5.3.1

Schedule tricks
Schedule recovery

The idea is to remove the schedule operations, solve the problem with independent message
blocks, and gradually recover the schedule equations by minimizing some error funciton. Formally, let M be expanded to (M, f (M )). Then we replace f (M ) with M 0 , formally independent
of M . Given the initial constraints, we recover M and M 0 . Then the goal is to minimize the error f (M ) − M 0 by adjustment of internal variables. For SHA-0 and SHA-1 it was demonstrated
that the error can be expressed as a simple formula of internal variables Ai , and the error bits
can be gradually fixed to 0 from lower bits to higher ones. Due to rotations in SHA-0/1 this
process can not be applied for all the bits, and the remaining error bits are fixed to zero with
a dedicated technique. The attack is valid for SHA-0/1 due to the absence of diffusion in the
message schedule and small rotation amounts in the round function.
A simplified version of this attack was applied to hash function DynamicSHA [ADIP09]. It
can be assumed with reasonably high probability ( 2−n ) that all the data-dependent rotation
amounts are zero. This leads to a bit-slice recovery of the internal state, similarly to the attack
on SHA-0/1.

5.3.2

Translation through schedule

If the schedule can be defined by a cyclic code or approximated so, some patterns are just copied
(“translated”) to the further blocks. Let M be an l = r · k-bit input to the schedule block (e.g.,
a 512-bit message in SHA-0), which injects r bits per round. Let the first k injections be just
bits of M : (m1 , m2 , . . . , mk ), and the other t injections be a multiplication of M by a t × r
matrix A, which results in a cyclic code.
Assume that a pattern is generated in rounds i1 –i2 < k. Then it may occur in the further
rounds as well, due to the structure of the code. This principle was used in the construction
of differential trails for SHA-0/1 [CJ98, WYY05], whose message schedule is given by a cyclic
code.
The attacks on AES were constructed in the similar manner. The AES key schedule,
though not being a cyclic code, is quite close to it, especially in the backward direction. A local
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collision for one round of AES-256 was translated to 7 more rounds up [BKN09] (Figure 5.5
demonstrates 4.5 rounds of the key schedule).
Disturbance

Correction

+

=

Key schedule

Figure 5.5: Full key schedule difference (4.5 key-schedule rounds) for AES-256.
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Chapter 6

Decomposition and combined
attacks
The decomposition principle states that a primitive can be divided into several parts, so that
optimal attack patterns for each part can be combined into a single attack on the whole primitive. The properties, demonstrated by the patterns, may have different nature. Ideally, the
complexity of the resulting attack would be comparable to the product of the complexities of
sub-attacks.
The parts of the primitive, where the attacker has some degrees of freedom, are usually
treated in a specific way. The examples are the use of structures and truncated differentials
around the plaintext and the ciphertext in a block cipher, and the use of ad-hoc characteristics
in the first pass of the compression function. Therefore, the most interesting decomposition
methods are those working between points of control.
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Start from the middle

The start-from-the-middle is a natural approach when the scenario constraints on the input
and output values of the primitive is relatively weak. For example, a collision attack on a
compression function imposes constraints only on the hash and IV differences, but not on the
values, giving a 2n-bit condition. In contrast, a collision in the hash function setting imposes
also a constraint on the IV value, i.e. a 2n-bit condition on the input and an n-bit condition
on the output, which makes sense to start the collision construction from the beginning thus
taking the input condition into account immediately. However, in the compression function
setting the attacker may benefit from starting the attack in another point, i.e. in the middle.
A formal start from the middle splits the primitive into two parts, on which attacks are applied
separately.
Evidently, this method can not be applied in the secret-key setting. However, it is quite
natural for hash functions, and for block ciphers when comparing to an ideal cipher. The first
application of this method was, probably, the collisions for the compression functions of MD4
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and MD5 by Dobbertin [Dob96, Dob98]. He solved a system of nonlinear equations, whose
solution is a pair of states conforming to the middle part of the differential trail.
Collisions for the compression functions of the SHA family were rarely considered, and
most of efforts were put into collision search in hash functions. Collisions for compression
functions are motivated by the ongoing SHA-3 competition and various types of attacks on
its candidates, e.g. the rebound attack (Section 4.3). In the rebound attack the solutions are
constructed for the most expensive part of the differential trail, and then propagated probabilistically through the other parts of the primitive. The complexity of the attack is C/p, where
C is the cost of constructing one solution for the middle part, and p is the probability of the
trail covering the remaining part of the primitive.
The triangulation algorithm (Chapter 9) constructs a solution for a particular section
of a differential trail, which is not necessarily the most expensive one. In the attack on AES256 [BKN09] (Section 10.3) a solution is found for rounds 1–5 of AES-256, and in another attack
for rounds 3–7.

6.2

Boomerang attacks

The main principle of the boomerang attack is to get a quartet — four internal states, whose
difference form a rectangle — in the middle of the cipher, so that the rectangle differences are
input differences for trails over a half of the cipher. As a result, one may use short differentials
with high probability instead of a long differential with low probability.
The basic boomerang attack [Wag99] is applied to a cipher EK ( · ) which is decomposed
p
into E1 ◦ E0 . The first sub-cipher E0 has a differential ∆ → ∆0 , and E1 , the second one, has
q
differential ∇0 → ∇, with probabilities p and q, respectively.
We encrypt a pair of plaintexts (P, P 0 ) with the difference ∆ and apply the difference ∇0
to the ciphertexts (C, C 0 ) (Figure 6.1). Then a new pair of ciphertexts (D, D0 ) is decrypted.
With probability p the first pair has the difference ∆0 in the middle: R = R0 ⊕ ∆0 , and with the
probability q 2 the pairs (C, D) and (C 0 , D0 ) have the difference ∇0 in the middle:
R ⊕ S = R 0 ⊕ S 0 = ∇0 .
Then S ⊕ S 0 = ∆0 , and Q ⊕ Q0 = ∆ hold with probability p. Finally, we get a boomerang
quartet (P, P 0 , Q, Q0 ) with probability p2 q 2 , while for a random permutation the probability of
this event is 2−n .
The boomerang attack works well if there are short differentials with high probability,
otherwise the probability p2 q 2 is too low. Another issue is that it is an adaptively-chosen
ciphertexts attack, which is a less realistic scenario.
Switch point issues.
The set of internal variables, that are the output of E0 and the input
of E1 , are called the switch point. This is the point where the quartet rectangle is composed.
First, the differentials may compensate each other. For example, equal differences in some
bytes or blocks may result in a higher probability than it is expected (see the S-box switch and
the Feistel switch techniques in Section 10.5.2).
Secondly, the switch point and the differences ∆0 and ∇0 should be chosen carefully. First,
the differentials may contradict each other as follows. Consider a byte variable v at the switch
point, such that it has non-zero difference δ1 in E0 and non-zero difference δ2 in E1 . There exist
28 quartets of this variable with these differences. Suppose also that δ2 is an input difference
to an S-box differential δ2 → δ20 , which is a part of the differential ∇0 → ∇. The differential
δ2 → δ20 for the AES S-box gives a 6-bit or a 7-bit condition, which is imposed on the both
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Figure 6.1: Outline of the boomerang attack.

pairs of states in E1 sides of the boomerang. Clearly, this may filter out all possible quartets
(see [Mur09] for concrete examples and Figure 6.2 for an outline). Typically, there is a way to
overcome this problem, even gaining in probability, by relaxing the differences at the switching
point (see below).
Finally, we note that the choice of variables for the switch point is essential in the correct
estimate of the distinguisher probability. The Ladder switch (Section 7.4) is an exploit of the
existing parallelism in a design.
Improvements. There have been proposed several improvements of the boomerang attacks.
The most significant is the amplified boomerang attack [KKS00] (also called rectangle attack [BDK01]), which runs in the chosen-ciphertext scenario. The idea is to encrypt sufficiently
many plaintext pairs so that the pairs in the middle with the difference ∇0 appear due to the
birthday paradox. Due to the quartet property we immediately get the second pair with the
difference ∇0 . These pairs produce two pairs of ciphertexts with the difference ∇ with total
probability q 2 . Therefore, we get a quartet. In total, we generate N 2 p2 q 2 quartets out of N
pairs, and the minimal data complexity is 2n/2 . Consequently, the amplified boomerang attack
always requires more data and time compared to the original boomerang attack. On the other
hand, the amplified boomerang attack admits a truncated difference in the ciphertexts, while
the regular boomerang attack requires difference to be fully specified ( [BDK02] demonstrates
how to overcome this problem by partial key guess and, thus, the increase in complexity). This
is an advantage if regular differentials for the full cipher have too low probability.
An important improvement was proposed by Wagner [Wag99]: it was noted that the
number of good ciphertext quartets is actually higher, since an attacker may consider many
rectangles formed by all possible ∆0 and ∇0 (with the same ∆ and ∇). This observation can
be applied to both types of boomerang attacks. As a result, the number Q of good quartets is
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Figure 6.2: Contradiction in the boomerang. The total number of bit conditions for a quartet
of bytes exceeds 35.
expressed via amplified probabilities p̂ and q̂ as follows:
Q = p̂2 q̂ 2 2−n N 2 ,
where
p̂ =

sX
∆0

P [∆ →

∆0 ]2 ;

q̂ =

sX
∇0

P [∇0 → ∇]2 .

(6.1)

The total gain depends on the differential properties of the round function. For example,
for the AES S-box with input difference δ we get the following:
sX
p
P [δ → δ 0 ]2 = 2−12 + 27 · 2−14 ≈ 2−3.5 ,
p̂(δ) =
δ0

while a fixed output difference δ 0 gives 2−6 at maximum.

6.3

Combined attacks

The combined attack is a sequential application of two probabilistic properties of different kind.
The cipher E is decomposed into E1 ◦ E0 , so that E0 and E1 are weak as nonlinear transformations (see their analysis in Chapter 3):
E

E

0
1
P −→
Q −→
C.

6.3.1

Differential-linear combination

The first combined attack [LH94] used differential and linear analysis. Suppose we have a
differential α → β for E0 with probability 1, and a linear approximation
λ1 Q ⊕ λK K = λC C.
for E1 with probability 1/2 + q. Note that any plaintext pair of form (P, P ⊕ α) conforms to
the differential, so we derive that
E0 (P ) ⊕ E0 (P ⊕ α) = β;

⇒

λ1 (E0 (P ) ⊕ E0 (P ⊕ α)) = λ1 (β).
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After the encryption by E1 , both ciphertexts conform to the linear approximation with probability 1/2 + 2q 2 due to the piling-up lemma (Section 3.1). Then we derive:
λC (C1 ⊕ C2 ) = λ1 (β)
with probability 1/2 + 2q 2 , and use this approximation as a distinguisher (Figure 6.3). We note
that β might be defined only in the bits covered by λ1 .
Differentials with probability p 6= 1 are used as follows. We specify not β, but its mask
λ1 (β) ∈ {0, 1}. Therefore, we consider a truncated differential α → B, where λ1 (B) = lb =
const, which holds with probability 1/2 + p0 (for a random function p0 = 0). Then the approximation λC (C1 ⊕ C2 ) = λ1 (β) holds with probability 1/2 + 4p0 q 2 [BDK02].

α

P1

P2

1
λ1 (Q1 )

Q1

Q2

β

λ2 (Q2 )
1/2 + q

1/2 + q
λ1 (C1 )

C1

C2

λ2 (C2 )

Figure 6.3: Differential-linear attack.

6.3.2

Multiset-linear combination

The differential-linear transition can be further generalized [BDK05a]. Assume that with probability 1 internal states form a balanced multiset of size m, i.e. all the states guaranteely sum
into a fixed valueL
(Section 4.1).
E1 preserves this property,
L Then the linear approximation of m−1
so we claim that
λC (Ci ) =
λ1 Qi = 0 with probability 1/2 + 2
q m . This can be proved
by induction.

6.3.3

Other

There were several attempts to decompose the primitive into three independent parts and more,
but with no practical applications. It was conjectured [BDK05a], that any such decomposition
can be transformed into a simpler attack with lower complexity.

6.4

Meet-in-the-middle

The meet-in-the-middle (MITM) technique is used to find a secret (or unknown) parameter k
of an invertible transformation Fk , given input I and output O:
O = Fk (I).
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For example, in the key recovery attacks Fk is a cipher, k is a key, I is a plaintext, and O is a
ciphertext. In the preimage attacks on hash functions, F is a hash function, k is a message, I
is an initial value, and O is a hash.
The meet-in-the-middle approach can be applied, if F can be decomposed into independent parts H and G, such that
Fk ≡ Hk2 ◦ Gk1 ;

k = L(k1 , k2 ),

(6.2)

H is invertible, and k1 and k2 can be chosen independently.
If G and H have similar computational complexity, we construct 2n/2 intermediate states
Gk1 (I) as images of the input, and 2n/2 intermediate states Hk−1
(O) as preimages of the output.
2
A matching pair
Q = Gk1 (I) = H −1 (O)
is found with probability close to 1/2, so we are able to compute k from k1 and k2 . The time
and memory complexity of the straightforward approach are 2n/2 permutation calls and internal
states, respectively (Figure 6.4).

2n/2

···
2n/2

Figure 6.4: Meet-in-the-middle for n-bit functions.

Memoryless MITM
The memory complexity can be significantly reduced with a marginal increase in the time
complexity. The most efficient method uses the switching function r that maps elements of the
domain to a single bit in a random fashion. Then we define a step function f that evaluates x
either to G(x) or to H −1 (x), depending on the value of x:
(
G(x)
if r(x) = 0
f (x) =
−1
H (x) if r(x) = 1
The function f is iterated by the Floyd cycle finding algorithm (Figure 6.5) as follows. We start
from a random value x and use two memory elements a = f (x) and b = f 2 (x). In each step we
update a by applying f to it, and update b by applying f 2 to it. Upon finding a cycle, we check
whether we really have found a pair G(x) = H −1 (y) or whether we have found a cycle in G or
in H. If the output of r is equidistributed, for each cycle we find P(G(x) = H −1 (y)) = 0.5. In
case of encountering a cycle in G or H −1 we restart the algorithm with another random element
x.
If F can not be decomposed as in Equation 6.2, but the intermediate function L is rather
weak:
Fk ≡ Hk2 ◦ Lk ◦ Gk1 ,
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f (x)
f 2(x)

Figure 6.5: Floyd cycle finding algorithm.

we may try to detect the mismatch in the middle (early-abort technique). In the partial matching
method (Section 7.4.2) internal states are partially computed in the last steps, and are matched
on a smaller subsets of the state bits. This trick significantly reduces the number of candidate
pairs for the MITM.
Preimage search
The meet-in-the-middle approach is also useful in the preimage search for single call of a compression function. In the latter case only a hash value is fixed. Then the adversary tries to
decompose the compression function into two parts, whose inputs can be chosen independently.
The complexity of the attack drops according to the number of independent words (see Section 5.2). The attack finds a pseudo-preimage.
A full preimage can be found with another MITM procedure. Assume that a pseudopreimage can be found in time 2k , where k < n. Then we compute 2n/2+k/2 images of the
original IV: Qi = E(IV, Mi ) with total complexity 2n/2+k/2 . Secondly, we compute 2n/2−k/2
pseudo-preimages: E(Q0i , Mi0 ) = h with complexity 2n/2+k/2 . There exist 2n/2+k/2+n/2−k/2 = 2n
pairs (Qi , Q0j ), so we expect to find a matching pair Qi = Q0j . Then Mi ||Mi0 is a preimage
to h. The total computational complexity is 2n/2+k/2 There were proposed other methods
aimed to reduce memory costs (the computational complexity remains virtually the same): tree
methods [Leu08], P3-graphs [CR08].
Collision search
The meet-in-the-middle approach can be used in collision search on the low level, if there exists
some independency. For example, in the attack on Tiger [KL06] the zero difference in a variable
z = f (x) + g(y) is required, while various differences in f and g can be obtained independently.
The meet-in-the-middle technique was applied to get equal differences in them.
Another application to collision search was demonstrated in attacks on GOST [MPR+ 08]
and FORK [Saa07], where the MITM was applied to find actual values of the internal state.
In the attack on GOST collisions are found among fixed points that are formed by particular
internal variables, which are independent of some message words. Then the fixed points can be
found with the MITM. Similarly, in FORK-256 a group of internal variables is summed into a
hash, and every variable is independent of some message words.

6.4.1

Key recovery

The MITM approach is also used in key recovery attacks on block ciphers. Assume that an
internal variable X depends on only a portion K1 of key bits as a function of plaintext, and
depends on only a portion K2 of key bits as a function of ciphertext (Figure 6.6). Given a
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plaintext-ciphertext pair, the key bits from K1 ∩ K2 are guessed, and X is computed of the
plaintext and of the ciphertext. A contradiction implies that the key guess is wrong. This
attack benefits from the slow avalanche effect of key bits.
A 6- and 7-round versions of DES can be attacked, i.e. there exists a good X. It was
demonstrated that not only the key bits, but also internal variables can be guessed to speed up
the key recovery [DSP07] .
plaintext
P

fK1 (P )

key

X
gK2 (C)

C

ciphertext
Figure 6.6: Meet-in-the-middle attack on a block cipher.

6.5

Impossible differentials

If a differential is used as a distinguisher, not only possible difference propagations can be used
but also impossible ones. Indeed, assume that the difference ∆1 never propagates to ∆2 , which
is called an impossible differential :
f

∆1 6→ ∆2 .

If this holds for any key, the key recovery attack is mounted as follows.
Assume that an impossible differential is followed by a round with a key addition. Then
we encrypt many plaintext pairs with the difference ∆1 , guess the last key (or a part of it)
and partially decrypt ciphertexts. If the guess is correct, no pair of internal states has the
difference ∆2 . Otherwise, the key guess is discarded. The attacker may guess on both ends of
the primitive (recently used in [LDKK08]), though the filtering procedure is more complicated.
The differential ∆1 → ∆2 must have high probability in a random permutation, otherwise
the filtering procedure is weak. This is overcomed by making ∆2 a truncated difference, which
leads to a higher probability of the differential. However, a truncated impossible differential is
harder to find.
Let us discuss the search for impossible differentials. An event with probability 0 implies
that the complementary event has probability 1. Intuitively, it is difficult to find any property
that always holds. One method is to find a trail on the number of rounds that do not provide
full diffusion. Then we prove that particular output bits are not influenced by the input difference and, therefore, must have zero difference [WZF07]. Another method is to use truncated
differentials, whose propagation can be investigated more efficiently.
If two sequential probability-1 trails are used:
∆ → ∆0 ;

∇0 ← ∇.
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it is called the miss-in-the-middle [BBS99]:
∇0 6= ∆0 =⇒ ∆ 6→ ∇.
The length of probability-1 trails is clearly limited by the diffusion properties of a primitive.
As a result, the number of rounds covered by the impossible differential can be bounded by
two times the number of rounds needed for full diffusion. The best attacks on AES-128 in a
single-key model are the impossible differential attacks with truncated differentials. For all the
versions of AES the first part of the impossible differential has the form 1 → 4 → 16, and the
second part can be of the form 12 → 12 [BA07, LDKK08] (Figure 6.7). The impossible AES
differential can be preceded by a 4 → 1 differential with probability 2−24 .
We also note that there are constructions, whose diffusion is much weaker in one direction
than in the other one. For example, the diffusion of the AES key schedule is weaker in the
backward direction ( [FKL+ 00, BKN09], Section 10.1). Generalized Feistel schemes may have
unbalanced diffusion as well.
SB

SR

MC

AK
SB

SR

MC

Contradiction!
SB−1

SR−1

MC−1

AK−1
SB−1

SR−1

Figure 6.7: AES impossible differential.
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Chapter 7

Representation and structure of a
primitive
In this chapter we consider attacks that change or exploit the high-level properties of a
primitive, or its structure. Some of these attacks change the representation of a primitive, i.e.
provide an alternative view on its design, which simplifies the analysis and may demonstrate a
weakness.
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Slide attacks

Slide attacks were proposed in 1999 [BW99] against block ciphers with identical round transformations and subkeys. Assume that the encryption process admits the decomposition:
EK = fK ◦ fK ◦ · · · ◦ fK .
f

f

K
K
Consider any pair of plaintexts (P1 , P2 ) such that P1 →
P2 (slid pair ). Then EK (P1 ) →
EK (P2 ).
n/2
Due to the birthday paradox, we find a slid pair among about 2
encryptions. A naive
approach would be to test all the possible pairs (P1 , P2 ) and then check an admissible key by
the slide property in the corresponding ciphertext pair. However, the function fK is supposed
to be weak, so we can detect a slid pair faster.
The function fK is not necessarily the round function, but can be any weak transformation
that is repeated in a cipher. The complementation slide technique [BW00] deals with the
function

fK ≡ hK2 ◦ gK1 .
Round constants, which slightly modify the round function for little cost, are a typical
and easy countermeasure. As a result, few real ciphers were broken with this technique, but
there appeared several notable applications.
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Applications. Although SHACAL-1 uses four different constants (each for 20 consecutive
rounds), it is vulnerable to the slide attack [Saa03]. The transitions between different round
groups can be treated with a careful choice of the internal state. As a result, a slid pair can be
constructed for the full SHACAL-1.
The KeeLoq cipher does not use round constants and was attacked with slides. The
idea was to detect fixed points of the internal transformation (similarly to the reflection attack) [CBW08], or to guess a part of the key, decrypt the last rounds, and apply the guess-anddetermine procedure [Bog08, IKD+ 08].
The simple prefix-MAC EK (M ) = H(K||M ) is vulnerable to the slide attack, if the underlying hash function consists of identical transformations. An example is the attack [GLP08]
on the prefix-MAC based on Grindahl [KRT07], the stream-based hash function. Having processed the whole message, Grindahl performs several blank rounds, whose round function P is
weak, and then truncates the output. The attacker constructs a message pair (M1 , M1 ||M2 )
such that the hashing of the suffix M2 repeats the computation of corresponding blank rounds
for M1 . As a result, for some state S
EK (M1 ) = Truncate(S);

EK (M1 ||M2 ) = Truncate(P (S)).

The weakness of P leads to the full recovery of S, inversion of the blank rounds and even the
information on the key. This attack can be also viewed as a length-extension attack.

P1

fk
P2

fk

...

fk

fk

...

fk

C1
fk

C2

Figure 7.1: Slide attack.

7.2

Invariants

If a primitive E preserves a property Q of its input:
x ∈ Q → E(x) ∈ Q,
it is called an invariant for E. An invariant is a very dangerous feature of a design, even if it
holds only with some probability. A slid pair can be viewed as invariant over a pair of inputs:
the relation x ↔ fk (x)) is preserved by fk . The existence of two-input invariants is also related
to the notion of homomorphic encryption [Riv02], which stands for deterministic transformation
of algebraic relations over inputs. Homomorphic encryption is essential in the construction of
security protocols such as voting, but is undesirable in the industrial-use block ciphers.
The use of round-dependent constants is a typical countermeasure against single-input
invariants. Indeed, a round-dependent constant guarantees that round functions are different.
A constant also has to break the invariant property Q to be a countermeasure.

7.2.1

Rotational cryptanalysis

The main idea of the rotational cryptanalysis is to consider pair of words where one is the
rotation of the other one.
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We define

→
− def
X = X≪r .

→
−
and call (X, X ) a rotational pair [with a rotation amount r]. A rotational pair is preserved by
any bitwise transformation, particularly by the bitwise XOR and by any rotation:
−−−−→ →
−−−→
−
→
−
X ⊕Y =−
x ⊕→
y,
x ≫ 0 = x≫ 0 .
r

r

2n

It also propagates through the addition modulo
with probability between 1/4 and
1/2 [Dau05]:
1
−−−→ − →
P(x + y = →
x +−
y ) = (1 + 2r−n + 2−r + 2−n ).
4
The same holds for rotations to the left.
Now consider an arbitrary scheme S with additions, rotations, and XORs over n-bit words,
q operations in total. Then with probability (pr )q
−−→
→
−
S( I ) = S(I).

under some independency assumptions.
−−→
→
−
For a random function P that maps to Z2t the probability that P( I ) = P(I) for random
I is 2−t . Therefore, we can detect nonrandomness if a function can be implemented with q
additions, and (pr )q > 2−t .
The main countermeasure against rotational cryptanalysis is the use of constants. If a
constant is not rotation-symmetric, it always generates an error in a rotational pair. Low-weight
errors can be cancelled due to non-ideal behavior of the modular addition.
Rotational cryptanalysis was used in the cryptanalysis of block cipher Threefish [KN10]
and SEA [SPGQ06], and recently in attacks on BMW [NPSS10] and Shabal [Van10]. It can be
also applied for ciphers with bit-sliced S-box, like a modified Serpent [DIK08].

7.2.2

Fixed points

The notion of a fixed point is very important in the analysis of iterative transformations with
identical round functions. If f (P ) = P then P is a fixed point for f . Fixed points are extensively
used in the generic preimage attack [KS05], which are out of our scope. We will consider lowlevel attacks that exploit the existence of fixed points.
Reflection attack
In the reflection attack [Kar08], applied to the weak-key variant of GOST, a cipher is decomposed into a sequence of transformations: F = fl ◦ fl−1 ◦ · · · ◦ f1 such that all the fi have the
same fixed points. Then such a fixed point is also a fixed point for F .
The attack works as follows. Find a plaintext P that produces the same ciphertext P ,
and then solve any equation fi (P ) = P , which is assumed to be relatively easy.
Collision search
Fixed points can be used in iterative compression functions in order to reduce the computational
complexity of the collision search (the attack on the GOST hash function [MPR+ 08]).
An attack on RC4-hash is another example [IP08]. Assume that there exist two fixed
points X and Y such that it is easy to find a path from X to Y . Then the following path
produces a collision:
M

M

M

M

3
2
X −→
Y −→
Y

1
3
X −→
X −→
Y
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7.2.3

Other invariants

A recent attack on Lesamnta uses invariants and bypasses the round constants [BDLF10]. It
has been found that the function F in the generalized Feistel scheme preserves the swap of input
halves:
←−−
→ ←−−−−→
←−→ def
←−
−−
→
A||B = B||A; F (A||B) = F (A||B) = F (B||A).
The input to the function F is XORed to a round constant Ri , which was supposed to break
this effect. However, the round constant are almost symmetric:
←
→
∀i Ri = Ri ⊕ 1||1.
←
→
Then the attacker compares the compression of X and X ⊕ 1||1. The difference 1||1 cancels
the non-symmetry of constants, and each invocation of F gets a swapped input. Therefore, this
attack demonstrates a combination of symmetrical invariant and a differential approach.
Now we briefly list the other applications of invariants in cryptanalysis.
• An differential of form ∆ → ∆ is an invariant over a pair of inputs and may form an
iterative characteristic:
∆ → ∆ → · · · → ∆.
The first attack on the full DES [BS92] exploited an iterative characteristic.
• The complementation property of DES:
EK (P ) = E K P
is a probability-1 invariant. However, due to its deterministic nature, it only speeds up
the exhaustive key search by a factor of 2.
• The complementation property of DES is actually the related-key differential with probability 1. A similar differential with non-one probability was constructed for GOST [KHL+ 04]
and XTEA [BDLF10].
• The rotation of columns is invariant to the AES round function. However, the round
constant in the key schedule breaks this invariant. Similar rotation property holds in
Essence [BDLF10] due to the use of LFSR inside the compression function.
• The CubeHash round function preserves several symmetry patterns [ABM+ 09]. The use
of such patterns is prevented by a non-symmetric IV.

7.3

Fix and guess: simplifying the primitive

A primitive can be described as a system of nonlinear equations on its internal variables. Key
recovery, preimage and collision search can be viewed as solving systems of such equations.
These systems can be significantly simplified if we fix or guess some internal variables in advance,
i.e. we search only for those executions whose internal variables satisfy particular conditions.
Then an attack consists of two steps: produce an execution with desired properties, and exploit
simplified equations. The technique is well known in the attacks on stream ciphers as the guessand-determine, where it is primarily used to recover a internal state from a keystream. In block
ciphers and hash functions this method is an auxiliary tool for more sophisticated attacks.
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Key recovery. Most block ciphers have a strong round function, so that it is hard to recover
the state and the key by guessing or fixing a smaller portion of internal variables. However, if
the round function is weak, the technique is applicable. For example, a block cipher KeeLoq,
which is based on a LFSR and thus resembles a stream cipher, was attacked with guessing the
internal variables in a slid pair [Bog08].
Differential attacks. A fix of internal variables may limit the diffusion of difference and allow
differential paths with higher probability. For example, consider a generalized Feistel scheme,
which is similar to the MD family of hash functions:
Anew = A&B ⊕ C ⊕ Mnew ;

Bnew = A;

Cnew = B,

where & is the bitwise AND. It is quite easy to construct a differential path that holds wtith
probability 1:
∆A ∆B ∆C ∆M
0
0 −∆
∆
0
0
0
0
0
0
0
0
0
0
0
0
∆
0
0
∆
A more flexible path can be obtained due to a local collision by fixing some internal
variables to zero. Assume that B = 0. Then
Anew = C + Mnew ,
so any difference in A does not propagate directly to Anew , but only to B. By fixing one more
internal word to 0, we get a local collsion for M1 and M4 :
A B C
0 ∗ ∗
∗ 0 ∗
0 ∗ 0
∗ 0 ∗

M
∗
∗
∗
∗

∆A ∆B ∆C
0
0
0
∆
0
0
0
∆
0
0
0
∆

∆M
∆
0
0
−∆

Another example is the attacks on AES and AES-based hash functions [KBN09, BKN09],
Chapter 10. We fix particular state bytes to ensure the difference propagation in the most
expensive part of a differential trail. Then we find a conforming execution efficiently and check
whether it conforms the rest of the trail (Figure 7.2). Similar ideas are used in the rebound
attack (Section 4.3) the attack on SHAMATA [IMPS09].
In collision search. This technique was used in the attack on the compression function
BMW [Tho10]. The attacker fixes several internal variables to zero, so that the resulting hash
value is almost equal to the message block. Therefore, a flip of a single bit results in a pseudocollision for the compression function.
A more advanced technique is applied to hash functions Lesamnta and SHAvite-3, which
are based on the generalized Feistel scheme. By fixing outputs of the Feistel function F to 0,
the attackers simplified the equations describing the output of the primitive [BDLF09].
Using auxiliary paths (Section 8.3) in differential attacks, the attacker explicitly fixes
some internal bits in order to increase the probability of the path. For example, by fixing one
bit to zero in the argument of the modular addition, one can guarantee that there is no carry
in this bit.
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Conditions

Fix

Determine

Check

Figure 7.2: Fix, determine and check.

In preimage search. This technique under the name “absorption” was used in several preimage attacks on hash functions of the MD-family. For example, if two of three inputs to the
majority function are equal to C, then the output is always C regardless of the third input.
Therefore, any difference in the third input word would be absorbed, and a local collision
property, that involves that word, would hold with higher probability. This principle was extended to other nonlinear functions and resulted in preimage attacks on HAVAL, MD4, and
MD5 [Leu08, SA08a, SA09a].
The guess-and-determine technique can be applied to non-invertible transformation to
make it invertible and, thus, vulnerable to such attacks as the meet-in-the-middle (Section 6.4).
For example, the Edon-R compression function can be inverted by guessing particular words
in the internal state [KNW09], Section 11.4. Early designs can be attacked directly by the
guess-and-determine, such as MD2 [Mul04].

7.4

Ladder tricks: exploiting parallelism

The internal state of a primitive is a conjunction of low-level blocks, like bits or bytes. The
diffusion principle states that the blocks must be mixed with each other in order to make every
output bit dependent on all the input bits. Since the round function is not ideal, the internal
states can be decomposed into independently processed blocks. This effect can be exploited in
many ways.

7.4.1

In boomerang attacks

In the boomerang attack we decompose a cipher into two subciphers E0 and E1 . The border
between subciphers is not necessarily the border between rounds. Moreover, it does not have
to be a border between operation layers, like S-box layers. In general, the border is a set S of
internal variables, that completely determine the execution of the cipher in both directions. For
example, the internal state A3 (after S-box layer in round 3 of AES-128) and the subkey K 4
(the subkey of round 4 of AES-128) together determine the computations in both directions.
It was demonstrated that such simple slices may not be optimal in terms of the probability of the corresponding boomerang distinguisher (Section 10.5). In boomerang related-key
attacks on AES [BK09] this principle was called the ladder trick. For example, assume that
the differential trail for E0 has low number of active S-boxes in rounds 1–4, and the differential
trail for E1 has low number of active S-boxes in rounds 6–9. However, round 5 would have too
many active S-boxes, if it were entirely assigned to any of the subciphers.
The solution is to extend both subciphers to the S-box layer in round 5, and then assign
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the S-boxes independently. We assign each S-box to the subcipher where it would be inactive,
thus greatly reducing the total number of active S-boxes in the boomerang trail.

E0
a1

a2

a3

S

S

S

k1
k2
k3
S

S

S

E1

E0 / E1 boundary

Figure 7.3: The ladder switch in a toy three S-box block. A switch either before or after the
S-box layer would cost probability, while the ladder does not.

7.4.2

Partial matching

The same principle in preimage search got the name “partial matching”. In the meet-in-themiddle preimage attacks (Section 5.2) two computation chunks are to meet at some intermediate
step of the compression function. However, the chunks may not be computed independently
till the meeting point, because the next step involves a neutral word used in the other chunk.
Then we notice that the size of the neutral word is often smaller than the size of the state, so
the state can be partially computed even after the point of injection. As a result, we match the
states partially [AS08, SA09a, AGM+ 09]. Work on a bit level admits better results, since the
diffusion is slower, and the effect of the message injection depends on the bit positions.

7.4.3

Initial structure

Chunks in the meet-in-the-middle preimage attacks may overlap for a couple of rounds (initial
structure [SA09a, AS09, GLRW10]) due to the parallelism and slow diffusion in the round function. We illustrate the idea on the following example. Assume the internal state consists of four
words (A, B, C, D) and is updated by the round function to (A0 , B 0 , C 0 , D0 ) by the rule
A0 = D + f (A, B, C) + M 0 ;

B 0 = A;

C 0 = B;

D0 = C.

Denote the internal state words after two rounds by (A00 , B 00 , C 00 , D00 ), and the second message
word to be injected by M 00 . Then the starting point is defined as a tuple of internal variables
(A0 − M0 , B0 , C0 , D0 + M00 ), so that M 0 can be used in the right message part, and M 00 in the
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left message part as follows:
A00 = D0 + M00 + f (A0 − M0 + M 0 , B 0 , C 0 );
A = B0;

B = C 0;

B 00 = A0 − M0 + M 0 ;

C = D0 + M00 − M 00 ;

C 00 = B 0 ;

D00 = C 0 ;

D = A0 − M0 − f (A, B, C).

Therefore, one can compute both chunks independently (Figure 7.4).
Papers [AGM+ 09, HKK09] developed this technique further.

M1
f

— controlled by M1
— controlled by M2
M2

f

Figure 7.4: Initial structure. M1 is used in the lower chunk, and M2 is used in the upper chunk.
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Chapter 8

Proper use of probabilistic patterns
This chapter is devoted to various issues related to the probabilistic patterns, most of which
were introduced in Chapter 3. Recall that a probabilistic pattern for a function f is defined with
respect to the input property A and the output property B, which is derived with probability p:
h
i
f
P A −→ B = p.
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Probabilistic patterns as a tool

A pattern with probability higher than what is expected in a random function, it is a potential
weakness in an n-bit permutation (or transformation). There are several common approaches
to convert such a pattern to an attack, depending on the attack nature.

8.1.1

Key recovery

The key recovery is the primary attack on a block cipher, and a probabilistic pattern is well
suited for this purpose.
Differential cryptanalysis. Assuming that a differential trail has probability p, one can
collect conforming pairs with complexity 1/p per pair just by random trials. A right pair
provides information about its internal states between rounds as follows. For every non-linear
transformation we know a pair of input and output differences. If they are non-zero, the
differential imposes conditions on the actual values of inputs and outputs. Let us consider the
last transformation PK that involves the key. Then we get information on the input of PK from
the differential and on the output of PK from the ciphertext, which provides information on the
key.
For example, assume that a nonlinear transformation f is applied to the internal state in
the last round, and then the key is XORed to get the ciphertext:
C = f (A) ⊕ K.
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f

Suppose we know the differential of f : ∆I → ∆O , then we get the following equation:
f (A ⊕ ∆I ) = f (A) ⊕ ∆O ,
which provides information about f (A). Due to the nonlinearity of f and the awareness of C,
we get information about K.
Another approach is to take a shorter trail and use it as a distinguisher. Assume the
trail ∆I → ∆O covers all but the last round. Then we guess a part of the last round key and
partially decrypt the ciphertexts that were produced of plaintexts with a particular difference. If
the number of pairs with difference ∆O among the partially decrypted ciphertexts is significantly
smaller than expected, then the guess is wrong. This procedure may output several candidate
guesses, which can be filtered by another trail or exhaustive search. This approach is called a
1R-attack, because we decrypt back by 1 Round (there are also 2R-attacks etc.). Accordingly, if
the differential is used for the whole cipher, i.e. no round is decrypted, this is called a 0R-attack.
Linear cryptanalysis. The key recovery procedure is similar to that in differential cryptanalysis. In the simplest attack (calledPAlgorithm 1 by Matsui) a linear approximation for the
whole primitive predicts the value of
λiK · Ki . If each subkey is a linear function of the key
bits, this gives information on K. The data complexity is about 1/ε2 . However, the amount of
the information, that can be recovered, is limited, so this method only speeds up the exhaustive
search. We also note that the attack only works if the approximation dominates in the overall
correlation between plaintext and ciphertext parities.
A more efficient attack (called Algorithm 2, analogue to differential 1R-attacks) guesses a
part of the last subkey, partially decrypt ciphertexts and compute the observed bias of the linear
approximation. The adversary expects that under the right guess the bias would correspond
to a (r − 1)-approximation, and a wrong guess would make the distribution correspond to a
(r + 1)-round approximation, which is closer to the uniform distribution.
Key ranking. In the differential 1R-attack we a simple rule of thumb: key candidates are
ranked according to the number of times they are proposed by ciphertexts. In linear cryptanalysis the procedure is more sophisticated because of the nature of corresponding probability
distributions. In the differential cryptanalysis the adversary must distinguish between two binary distributions with p1 = 2−n and p2 = ε  1. In linear cryptanalysis these probabilities
are 1/2 and 1/2 + ε, which leads to a higher data complexity as a polynomial of 1/ε2 .
First linear attacks used a ranking similar to differential attacks [Mat93]. It was later
demonstrated [Jun05] that the simple rule is optimal in terms of the Neyman-Pearson
lemma.
√
Also, the success probability of the attack was proved to be proportional to Φ(2 Q|ε|), where
Φ is the cumulative distribution function of the normal distribution, and Q is the number of
ciphertexts.
This result does not hold [Jun05] for the case of multiple approximations, but a similar
rule of thumb works quite efficiently in practical attacks.

8.1.2

Attacks on compression functions

For the analysis of a compression function, a trail with high DP is a universal tool. It clearly
exhibits nonrandomness of the primitive it is applied for, and can be used in various ways.
A collision search is actually a search for inputs producing a zero-ending differential trail.
Therefore, a good trail may form a base for a collision trail if it fits the attack framework (zero
final difference in a collision, zero IV difference in a semi-free-start collision, etc.).
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A zero-ending trail can be also used for a second-preimage search. Indeed, applying the
specified difference to the original input, we get the same output with the probability equal to
the DP of the trail. However, this method has very low probability to succeed (see the attack
on MD4 [YWZW05] and Haval [LCK+ 08]), since every trial requires a new differential.
A non-zero ending trail can be a base for a multi-block collision (Section 8.2), especially
when a feedforward is used. If g(x) = f (x) ⊕ x then a differential ∆ → ∆ for f is a differential
∆ → 0 for g.
If the round function is not bijective, it is a dangerous weakness. For example, short
zero-ending differentials (vanishing differentials) have been found in the SecurID hash function [BLP03].
MAC. Differentials are widely used in key recovery attacks on the message authentication
codes. In this setting a MAC is equivalent to a block cipher, so the attack methods are very
similar. Since many MACs are made of hash functions, the differentials are taken from collision
attacks on these functions [FLN07, WOK08].

8.2

Search for conforming executions

In this section we discuss how to organize search for executions that conform to a probabilistic
pattern. We consider a function f as a black box, for which we are given a pattern with
probability p:
h
i
f

P A −→ B = p.

(8.1)

The further text is relevant for patterns only with relatively low p, such as differential of
rotational attacks. It is not suited for the linear cryptanalysis.
To find a pair of inputs conforming (8.1) one has to make about 1/p queries with sets with
property A. This is done with negligible memory and time complexity of about 1/p queries,
where s is the size of a set with property A. For the differential cryptanalysis we make 2/p
queries with single texts.
Now consider a more general multi-step pattern, when we have some freedom to modify
inputs between invocations of fi :
f1

Modif. f2

Modif. f

k
A0 −→ A1 −→ −→ · · · Ak−1 −→ −→
Ak .

Such freedom appears when we deal with the message injection before the round function in
stream-based hashes, or before the next call of the compression function in the Merkle-Damgård
scheme. Denote the number of possible modifications at step i by 2li and the number of bit
conditions that must be fulfilled at each step by qi .
Let us compute the complexity of the attack, i.e. of finding a conforming set of executions.
Denote the number of starting points by N , then N/2q1 points pass the conditions of the first
step. Then this number is increased by 2l2 modifications, thus giving N 2l2 −q1 points. Most
attacks needs just one right point in the end. Together with the condition that at least one
right point must come of each step, we have the following condition
P

∀i N 2

1≤j≤i (li −qi )

≥ 1,

(8.2)

where l1 = 0. In the attack we choose minumum N satisfying Eq. 8.2. Clearly, the attacker
is not obliged to use all the degrees freedom at each step. Let us note that the sequence of
intermediate points is a path on a tree from its root to the deepest leaf, where the root is a
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starting point, and branches are modifications, of which a proportion of 1 − 2−qi ends with a
leaf.
The workload C of the attack is approximated by the number of right pairs entering the
round, or the width of the search tree. Assuming that at least one right pair comes out of a
round, we get the following approximation:
h
P
maxi1 ≤i2 ≤k li1 + i

C≈2

1 ≤j≤i2

i
(qi −li )

.

N

f1

2l2 modifications

f2
f3

Figure 8.1: Tree of the search for conforming sets.
We described the search procedure as we first computed all the points at a particular
step (layer of the tree) and only after checked whether they would lead to the next step. This
approach, which is actually a breadth-first search, requires too much memory. The depth-first
search, when we explore the tree as far as possible along each branch, is more efficient since
we have to store in memory only the path of length k. In the differential cryptanalysis the
depth-first search is known as trail backtracking [BDPA06].
Collision search inside a compression function. This framework is quite popular in the
collision search in regular hash functions, such as SHA-1 [CR06, CMR07]. For example, to find
the conforming message pair for the first block of the 64-step SHA-1 collision [CR06], one has
to start with the standard IV (one possible pair), and then use 95 bit degrees of freedom to
bypass 55 bit conditions in the first 16 rounds. If a condition is failed, the attacker backtracks
the process and tries another possible input. Therefore, after 16 rounds about 240 execution
pairs are left, and they are filtered with the 40 uncontrolled conditions in the next 48 steps,
leaving one valid collision pair. In our notation we have the following:
X
X
qi = 55;
qi = 40;
i≤16

X
i≤16

i>16

li = 95;

X

li = 0;

i>16

N = 240 .
If we work with truncated differentials, an l-bit injection may provide up to 22l modifications, depending on the power of the constraint. In the attack on Grindahl [Pey07], which
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injects 4 bytes at each step, Peyrin exploited differentials truncated to bytes. Therefore, he had
28k degrees of freedom at each step.

number of points

N

M — modification (injection, branching)
F — filtering (round, conditions)

F

M

F

M

F

M F

rounds

Figure 8.2: Trail backtracking.

Multi-block collision. A multi-block collision spans over several calls of a compression function, and can be found with the backtracking method. The differential characteristic between
the calls of the compression function has the following form:
F

F

F

F

0 −→ δ1 −→ δ2 −→ · · · δk −→ 0.
If the compression function has a feedforward, the full collision is a concatenation of pseudoand near-collisions, for which differentials with higher probability may exist.
For example, the first collision for SHA-0 was a four-block collision [BCJ+ 05], and the
blocks were computed with complexities 249.5 , 250.5 , 250.5 , 244 , respectively, with the total complexity around 252 .

Use of structures.
A structure is a set of states where particular bytes take the same value. If input pairs can be
organized into structures, the attack complexity can be reduced. Typically, a structure of size T
has T 2 /2 pairs (Figure 8.3). The most common difference type that allows such a composition,
is the arbitrary difference. For example, a fixed difference in 12 out of 16 bytes corresponds to
a structure of 232 tuples (states), which can be composed into 263 pairs. This may be enough
to pass through a trail with probability 2−60 . Ideally, a trail with total differential probability
2−k would be exploited only with 2k/2 data complexity.
Typical trails use regular differences throughout the primitive, and truncated differences
only in the beginning or in the end. As a result, mainly structures of plaintexts and ciphertexts
are used, so the advantage in complexity is limited.
However, the trails for hash functions are more flexible, so truncated differentials can
be widely applied. The attacks on stream-based Grindahl and RadioGatun are the examples.
These differential trails can be adapted for the use of structures, as was shown in [Kho09a] (see
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also Section 11.2). On the other hand, the use of structures imposes a big constraint on the
injected messages. Consider, e.g., a 3-byte message injection, in which the difference is fixed
to zero in the first byte, and is unspecified in the remaining two bytes. Then all the elements
of a structure that follow the trail should get the message with the same first byte, i.e. there
are 216 possible inputs per element. If we considered pairs separately, each pair would admit
28+2 · 16 = 240 pairs of injections. As a result, the structure splits faster than the number of
pairs decreases, which means that the structure at some step simply fissions into separate pairs
(Figure 11.6).
* C C C
C * C C
C C * C
C C C *

Figure 8.3: Structure of 232 AES states, which form 263 pairs of texts. C stands for a constant,
* stands for an arbitrary value.

8.3

Speeding up the attack

In this section we discuss several tricks for speeding up an attack with probabilistic patterns,
mainly a differential attack. Recall that a conforming pair for a differential with probability p
can be found after 1/p random trials. The main idea of the following method is to reduce the
complexity of the search using the information from previous queries.
Block ciphers
Since we do not observe the encryption process, we are not able to detect why a pair with a
right difference does not conform to a differential. As a result, we do not get information from
such a failure. However, a conforming pair does provide information, which may speed up the
search for the next pairs if it is required. In the attack on RC5 [BK98] the second and next
right pairs can be obtained with significantly lower complexity. In the attack on AES a single
right pair provides information on several key bytes, so the attacker partially controls the first
round and get right pairs for the next differential much faster [BKN09], Section 10.4.2.
Compression functions
In compression functions we observe the transformation process, so we know where a candidate
pair leaves the differential path. There is a couple of tricks aimed to modify the execution so
that it passes further. As a result, if an attempt fails, we hope to succeed in the next attempt
with higher probability than in a random trial.
Message modification. The message modification is a procedure that tells how to change
the inputs if a condition in a particular round is failed. The first such procedure [WY05] was
proposed for MD5 was considered. The idea is not to discard a message pair but modify it in
a special way. Clearly, the modification is easy if an error occurs shortly after an controlled
injection (basic modification), but is hard if it occurs several rounds after the last controlled
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input (advanced modification). Several modification techniques were introduced, of which many
are ad-hoc [SWOK07, NSKO05].
Auxiliary paths. In the attacks on MD/SHA family of hash functions a condition, that a
message conforms to a differential, was translated to simple conditions on internal bit variables.
For example, if a particular bit is 0, the difference passes the modular addition. However, it is
quite hard to control bits if they are located far from the last controlled input.
There appeared numerous techniques that aimed to bypass these conditions without discarding the current trial. Virtually all of them are dedicated and suited for only one primitive.
In the further text we will briefly cover the underlying ideas.
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V +∆

V +∆+∇
∇

V + ∆ and V + ∆ + ∇ are right values

⇒ Change inputs

Figure 8.4: Auxiliary paths.
A bit b is called neutral with respect to an internal variable X if its flip does not affect
X. Certainly, there might exist also neutral bytes or words [BC04]. Then one can change the
value of the neutral bit in order to affect only a particular variable in the further computation,
and not to affect the others. Two neutral bits can quadruple the number of execution pairs
conforming the trail. This method was later generalized to probabilistic neutral bits [AFK+ 08]
and a generic framework for collision attacks on ARX primitives [BKMP09].
Authors of [BKMP09] proposed to split message into groups of bits according to their
influence on particular internal variables. Then in the first step an adversary “plays” with
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message bits that influence some of the conditions, and in the next step these message bits are
fixed, and the others are modified.
In an amplified boomerang modification [JP07] (also known as a difference δ is applied
to both messages in a pair so that particular bits are changed in the middle of computation
(Figure 8.4). Let us show the effect on the following example. Assume that a message pair must
assign particular bits B in the computation to 0 in order to conform to the trail. However, in
the current computation they are equal to 1. Let the message difference δ result in a differential
trail, which produces difference in B with probability pδ . Then we apply δ to both message
words in our computation, so that B in both executions is changed to 1 with total probability
p2δ . If the latter value is higher than the probability that a random message pair reaches this
round, this method is useful. Notice that this attack relates to a boomerang attack on ciphers
since it creates quartets of states, but the boomerang does not “return”.
Simpler version of these ideas appeared under names tunnel [Kli06, Ste07b] and submarine [NSS+ 06]. A generalization of all the techniques has also been described in Rechberger’s
PhD thesis [Rec09].
NL-part
It is easy to control the internal state in the first rounds, because internal variables can be easily
changed by input variables. As a result, an attack algorithm may admit a more sophisticated
treatment of the first rounds. In the SHA-x hash functions the first rounds are directly affected
by the message words, so it is easy to fulfill more sophisticated conditions in the corresponding
internal states.
As a result, the first part of a differential trail is a subject to a serious modification. In
the case of SHA-x the cryptanalysts separate the first part of the trail (called nonlinear, or
NL-part) from the second linear part. The nonlinear part is chosen so that the probability of
the linear part is maximal. The number of conditions in the non-linear part is less important,
since most of conditions can be fulfilled by a careful choice of input message words.
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The triangulation algorithm is a tool that was developed during the first year of the author’s PhD program. It aims to solve systems of non-linear equations, which appear in many
attacks on symmetric primitives, particularly in differential attacks. Given constraints on the
internal variables of the primitive execution, the algorithm outputs a special set of variables,
called free variables. These free variables can be assigned randomly; and this assignment together with pre-fixed variables completely and efficiently determines the whole execution. The
fewer variables are fixed the better the algorithm works.
No single paper was devoted to the algorithm since for long time it was used only as an
auxiliary tool. It was first published in 2009 [KBN09] where AES-based hash functions were
analyzed, 1.5 years after the development. Later it was reintroduced in [Kho09b,BKN09,AK09].

9.1

Problem and idea

It is a well known and commonly attributed to Shannon fact that a key recovery attack can
be expressed as solving a system of nonlinear equations. However, this problem over GF (2) is
known to be NP-hard, which explains the fact that few primitives were broken in this generic
way.
The author has to admit that generic algorithms still pose a threat to public-key cryptosystems, because mathematics still formulates lower and upper bounds on their security. In
the case of private-key cryptography the security typically relies on the fact that the system
withstands efforts of various cryptanalytics. Moreover, it is flaws in the design that usually lead
to breaks, but not a pure mathematical weakness. That’s why generic algorithms for system
solving are unlikely to succeed as the main instrument in the attack.
However, they are quite useful as tools, especially when a part of the attack can be
automatized, or when it is equivalent to a solution of a well-known mathematical problem.
This is the moment when generic algorithms can help.
There were proposed many of them, a few more dedicated, a few more generic. Commonly,
the more universal is the algorithm, the weaker it is. However, more universal algorithms get
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more respect. The presented algorithm is somewhere in the middle: quite efficient and still
widely applicable.
The area is still the solving systems of equations. Not just any systems, but those that
emerge during a cryptanalysis. Many of them do, you may not notice this because they are
very simple. Or they are actually so hard that the cryptanalyst gives up.
The further algorithm is helpful if systems are structured and derived from primitives
with incomplete diffusion (unfortunately, this is an informal definition, though I am trying to
bypass it in the end). This is the case for many reduced versions of primitives and just poorly
designed ones.
Cipher cryptanalysis did not deal with system solving in 90s, but hash-function cryptanalysis did. Dobbertin [Dob98] extensively solved systems with XORs and additions while
cryptanalyzed MD4 and MD5. Many recent attacks solve equations, especially differential ones.
The primary goal of the triangulation algorithm is to speed up this process and explicitly formulate feasibility conditions. It has been also extended to other problems, such as the CICO
problem.
Idea. Recall the Gaussian elimination process. After a linear system has been transformed
to the row echelon form all the variables are divided into 2 groups: bound variables and free
variables. Free variables are to be assigned with arbitrary values; and bound variables are
derived from the values of free variables. The ideas is to find free variables in a system of
nonlinear equations as follows.
Example 1 Assume we have 7 byte variables s, t, u, v, x, y, and z which are involved in the
following equations:
F (x ⊕ s) ⊕ v = 0;
G(x ⊕ u) ⊕ s ⊕ L(y ⊕ z) = 0;
v ⊕ G(u ⊕ s) = 0;
H(z ⊕ s ⊕ v) ⊕ t = 0;
u ⊕ H(t ⊕ x) = 0.

where F , G, H, and L are bijective functions. Note that y is involved in only one equation so
it can be assigned after all the other variables have been defined. Thus we temporarily exclude
the second equation from the system. Then note that z is involved in only one equation among
the remaining ones, so we again exclude the equation from the system. This Gaussian-like
elimination process leads to the following system:
F (y ⊕ z) ⊕ L(
u⊕
x)⊕ s
z ⊕ H −1 ( t)⊕
v⊕
s
−1
t ⊕ H ( u)⊕
x
u ⊕ G−1 ( v)⊕
s
v ⊕ F ( x ⊕ s)

= 0;
= 0;
= 0;
= 0;
= 0.

Evidently, x and s can be assigned randomly and fully define the other three variables. Thus x
and s are free variables. Varying them we easily get other solutions.
Now assume that the variable u is pre-fixed to a value a. Then the system is transformed
in a different way:
F (y ⊕ z) ⊕ L(
x⊕
a )⊕s
z ⊕ H −1 ( t)⊕
v⊕
s
t⊕ x⊕
H −1 (a)
x⊕ F −1 (v)⊕
s
G−1 (v)⊕
a⊕
s
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= 0;
= 0;
= 0;
= 0;
= 0.

Here only variable s is free.
Now we provide a more formal description of the algorithm.
1. Build a system of equations based on the compression function. The
values defined by the trail are fixed to constants.
2. Mark all the variables and all the equations as non-processed.
3. Find the variable involved in only one non-processed equation. Mark
the variable and the equation as processed. If there is no such variable
— exit.
4. If there exist non-processed equations go to Step 3.
5. Mark all non-processed variables as free.
6. Assign random values to free variables and derive variables of processed
variables.
Depending on the structure of the equations, some heuristics can be applied at step 3.
For example, if there are many linear equations, real Gaussian elimination can be applied. If
there are terms of degree 2, one variable can be fixed to 0, and so on.
Applications to differential attacks
In an attack on a primitive we express all its operations as equations, which link the internal
variables. Variables refer to bits or bytes/words depending on the type of the attack.
In a block cipher the plaintext and the key completely determine all the other variables
and thus the full execution, so they are free variables in the system that describes a cipher.
Analogously, the IV and the message are free variables for the compression function. The
algorithm is aimed to find free variables if some internal variables are fixed, and the attack
requires to find an assignment of the others. Clearly, the number of free variables is lower in
this case.
In the differential attack a set of conditions is imposed on a pair of executions. The
complexity of the attack with a trail is then determined by the probability that a message pair
produce an execution that fits the trail. This probability itself is derived from properties of
nonlinear components (e.g. S-boxes) that affect the propagation of the difference.
The trail conditions on differences are often converted to conditions on actual values, such
as S-box inputs or modular addition arguments. Then the task of finding a pair of executions
conforming to the trail is reduced to finding an execution whose internal variables are partially
specified.
The triangulation algorithm can speed up this process. As a result, many conditions are
satisfied “for free”. Then the complexity of the attack is determined by the conditions that we
do not cover.
Restrictions
Equation properties. There is a desired property of equations: each variable should be
uniquely determined by the other ones. If this is not the case (fixing all but one variable may
not give a bijection) then the last step of the algorithm becomes probabilistic (some values of
free variables do not lead to the solution) or, on the contrary, some variables can be assigned
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by one of a few values. We can also emphasize not a single variable but a group of variables if
it is fully determined by the other variables involved in the equation.
We conclude that under these assumptions the exact functions that link variables do not
matter. The only requirement is that they can be easily inverted, which is typically true for
the internal functions of a block cipher or a hash function. If no heuristics which mix rows are
applied then the algorithm does not need the information about the non-linear functions, only
the variables that are involved in. Thus we consider not a system of equations but a matrix
of dependencies where rows correspond to equations, and columns to variables. The following
matrix represents the system from Example 1:
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Comparison to other methods. Several tools that reduce the search cost by eliminating
some conditions were recently proposed. They are often referred to as message modification (a
notion introduced by Wang in attacks on SHA) though there is often no direct ”modification”.
The idea is to satisfy conditions by restricting internal variables to pre-fixed values and trying
to carry out those restrictions from internal variables to message bits, which are controlled.
Compared to message modification and similar methods, our algorithm may give a solution
even if the restrictions can not be carried out to message bits directly. If a system of equations
is solved, the algorithm produces one or many solutions that satisfy the restrictions. Even if
all the restrictions can not be processed then the most cost-consuming part might be. Thus
we expect our method to work in a wider area compared to more dedicated methods designed
before.
We give a graphical representation of the algorithm performance in Figure 9.1 (before
the triangulation) and in Figure 9.2 (after the triangulation). The non-zero elements are color
pixels with green ones representing the MixColumns transformation.
320 variables

225
equations

Figure 9.1: The matrix of dependencies for an AES trail before the triangulation.
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60 free
variables

260 bound variables

Figure 9.2: The matrix of dependencies for an AES trail after the triangulation.

9.2

Capabilities

Now we try to estimate the number of rounds in an iterative transformation that is needed to
counteract the version of the algorithm with no heuristics.
Assume an invertible transformation f is iteratively applied to an internal state S. We
view S as a set of bits (though any other representation can be used) so that f can be viewed
as a system of bit equations. For simplicity, f is the same in all r rounds, though our analysis
can be carried out to round-dependent transformations. Denote by Si the internal state after r
f

applications of f , so the input is S0 and the output is Sr . We write x
y if x is a variable in
the equation that computes y.
Assume we fix bits in subsets X0 ⊂ S0 and Xr ⊂ Sr , i.e., at the input and the output
of the r-round transformation (cf. the CICO problem in Section 11.3). We shall also write
Yi = Si \ Xi , i ∈ {0, t}. Taking a look at the relation between Sr−1 and Sr , we introduce a set
Xr−1 = {x ∈ Sr−1 | x

f

Xr } .

Clearly, every bit from Yr is involved in only one equation, which computes it, so those equations
will be processed by the TA. After they are removed, elements of Xr−1 are still involved in at
least two equations by definition, while all elements of Yr−1 are involved in only one equation
(with elements of Sr−2 ) each. We then define
Xi−1 = {x ∈ Si−1 | x

f

Xi }

until Xi0 collides with a Si0 , which means that no more equations can be processed by the TA.
Note that the value r − i0 is determined by the diffusion properties of f , and can be roughly
estimated as the number rounds needed for the full backward diffusion of Xr .
We now have to apply the TA to equations at the top. We have to use equations for f −1
in order to understand how many rounds can be covered by the TA in the forward direction.
Indeed, let S0 = f −1 (S1 ). Then we introduce a set
X10 = {x ∈ S1 | x

f −1

X0 } ,

and denote S1 \ X10 by Y10 .
Following the above observations, every element of Y0 is involved in only one f −1 equation
so it will be processed by the TA. After these equations are removed, elements of X1 are still
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involved in at least two equations, while all elements of Y10 are involved in only one equation
f −1

0
(with elements of S2 ) each. We thus simultaneously define Xj+1
= {x ∈ Sj+1 | x
Xj0 } and j0
0
as the first moment when Xj collides with Sj . Again, the value j0 can be treated as the number
of rounds needed for the forward diffusion of X0 .
If j0 ≤ i0 then the TA has no equation to process since every variable is involved in at
least two equations. Otherwise one process may remove equations that can not be processed by
the second one, and then the algorithm may succeed. We conclude that in order to prevent the
algorithm to succeed, a designer should choose the number of rounds exceeding two diffusions
(see Fig. 9.3 as sec:practan illustration). We also note that the efficiency of the triangulation
algorithm on Keccak and on MD6 is determined by their diffusion properties.
In the beginning we assumed that no heuristics are applied. However, if there exist ones,
they can be applied at each step of the process so all Xi and Xj0 may shrink. The designer thus
have to take possible heuristics, e.g., fixing a variable to 0 in nonlinear equations, into account
when building the transformation.
X0

X10

···
Xj00 −1

X0
f −1

Xj00

X10

···
Xj00 −1

Xi0

Xi00 −1

···
Xr−1

Xi00 −1

···
Xr−1

Xr

b)
Xr

a)

Figure 9.3: Triangulation algorithm: a) halts; b) succeeds.

9.3

Performance

The triangulation algorithm is extensively used in the attacks explained in the further text. We
already listed all the generic properties of the algorithm that we have found, and refer to the
following attacks as particular examples:
• Construction of a differential q-multicollision for AES-256 (Section 10.3.1);
• Key recovery in the related-key attack on AES-256 (Section 10.4.2);
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• Collision and preimage search for Rijndael-based hash functions (Section 10.8).
• Solving the CICO problem for MD6 and Keccak (Section 11.3).
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In this chapter we introduce several attacks on the block cipher AES. All our attacks are
differential-based, so we start with describing the crucial feature of our differential trails — the
local collision in AES. We construct a differential trail for the full AES-256 and then use it in
a chosen-key attack and a secret-key attack.
The differential trail is then reused in the boomerang attack on AES-256, and is transformed to a differential trail (and again to a boomerang attack) on AES-192. We finish with
cryptanalysis of hash functions based on AES with modified block and key sizes.
The idea of local collisions in AES-related primitives was proposed in 2007, but published
only in 2009 [KBN09] where AES-based hash functions were analyzed. The first attack on the
full AES-256 was introduced in [BKN09], and boomerang attacks were proposed in [BK09].

Introduction
The Advanced Encryption Standard (AES) is a block cipher which was chosen by NIST from
a set of 15 candidate designs in a thorough evaluation process that lasted from 1997 till 2000.
On November 26, 2001 Rijndael [DR02], a 128-bit block, 128/192/256-bit key block cipher has
become a standard as U.S. FIPS 197 [Nat01]. In June 2003 the US government has approved
the use of 128, 192, 256 bit key AES for SECRET and 192, 256-bit key AES for TOP SECRET
information [Natdf]. In the last ten years AES has been subject to very intensive cryptanalytic
effort, with best currently known attacks breaking 7, 10, 10 rounds for respective keysizes (128,
192, 256), with very high complexities.
In this chapter we present the first attacks on the full versions of AES. The attacks are of
different kind: the boomerang attacks in the related-key model, a simple related-key attack for
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a weak key class, and the non-ideal behavior of AES compared to an ideal cipher. The latter
attack can be performed on a PC.

10.1

Local collisions in AES

The notion of a local collision comes from the cryptanalysis of hash functions with one of the first applications by
Chabaud and Joux [CJ98]. The idea is to inject a difference
Key schedule round
into the internal state, causing a disturbance, and then to
correct it with the next injections. The resulting difference
pattern is spread out due to the message schedule causing
SubBytes
more disturbances in other rounds. The goal is to have as
disturbance
few disturbances as possible in order to reduce the complexShiftRows
ity of the attack.
MixColumns
In the related-key scenario we are allowed to have difference in the key, and not only in the plaintext as in the
correction
pure differential cryptanalysis. However the attacker can
not control the key itself and thus the attack should work
for any key pair with a given difference.
Key schedule round
Local collisions in AES-256 are best understood on a
one-round example (Fig. 10.1), which has one active S-box
in the internal state, and five non-zero byte differences in
the two consecutive subkeys. This differential holds with Figure 10.1: A local collision in
probability 2−6 if we use an optimal differential for an S- AES-256.
box:




0x3e
0x1f
 0  MixColumns  0x1f 
SubBytes



=⇒
0x01 =⇒ 0x1f; 
 0x1f 
 0 
0x21
0
Due to the key schedule the differences spread to other subkeys thus forming the key
schedule difference. The resulting key schedule difference can be viewed as a set of local collisions, where the expansion of the disturbance (also called disturbance vector) and the correction
differences compensate each other. The probability of the full differential trail is then determined by the number of active S-boxes in the key-schedule and in the internal state. The latter
is just the number of the non-zero bytes in the disturbance vector.
Therefore, to construct an optimal trail we have to construct a minimal-weight disturbance
expansion, which will become a part of the full key schedule difference. For the AES key
schedule, which is mostly linear, this task can be viewed as building a low-weight codeword of a
linear code. Simultaneously, correction differences also form a codeword, and the key schedule
difference codeword is the sum of the disturbance and the correction codewords. In the simplest
trail the correction codeword is constructed from the former one by just shifting four columns
to the right and applying the S-box–MixColumns transformation.
An example of a good key-schedule pattern for AES-256 is depicted in Figure 10.2 as a
4.5-round codeword. In the first four key-schedule rounds the disturbance codeword has only
9 active bytes (red cells in the picture), which is the lower bound. We want to avoid active
S-boxes in the key schedule as long as possible, so we start with a single-byte difference in byte
4 and go backwards. Due to a slow diffusion in the AES key schedule the difference affects
k0,0
only one more byte per key schedule round. The correction (grey) column should be positioned
four columns to the right, and propagates backwards in the same way. The last column in
82

Disturbance

Correction

+

=

Key schedule

Figure 10.2: Full key schedule difference (4.5 key-schedule rounds) for AES-256.
the first subkey is active, so all S-boxes of the first round are active as well, which causes an
unknown difference in the first (green) column. This “alien” difference should be canceled by
the plaintext difference.

10.2

Efficient trails for AES

Notations. We denote the subkey of round i by K i , i.e. the first (whitening) subkey is K 0 ,
the subkey of round 1 is K 1 , etc., the last subkey is K 14 . The difference in K i is denoted by
l , where i stands for the row index, and j stands
∆K i . Bytes of a subkey are denoted by Ki,j
for the column index in the standard matrix representation of AES. Bytes of the plaintext are
denoted by Pi,j , and bytes of the internal state after the SubBytes transformation in round r
are denoted by Ari,j .

10.2.1

Constructing a trail for the full AES-256

In this section we describe construction of the trail for the multicollision distinguisher. Except
for the first two rounds it coincides with our related-key and Davies-Meyer distinguishers.
We use the slow diffusion in the backwards direction in the AES key schedule to get a
differential trail with relatively few active S-boxes, see Fig. 10.8. We start with a local collision
in one round: ∆K i injects a one-byte difference to Ai0,0 , then it is expanded by MixColumns to
a four-byte difference in column 0. Those 4 bytes are cancelled by the addition of ∆K i+1 . This
local collision requires that 5 of 32 bytes of ∆K i ||∆K i+1 are non-zero. See also Fig. 10.1. We
note that column 0 in ∆K i+1 should be of special form: it is produced by multiplying a column
(a, 0, 0, 0)T by the MixColumns matrix. We call resulting vectors the MC-columns.
We construct a trail bottom-up and start with the local collision described above. We
can cover six bottom rounds with three local collisions as shown in Fig. 10.8. By the dark blue
color we denote five active S-boxes in these six rounds. Rounds 8, 10, and 12 do not have active
S-boxes. The MC-columns are grey.
The next inverted KeySchedule step produces differences in all columns of K 7 . This
implies that four S-boxes in this KeySchedule step are active and produce differences in column
6 , K 6 , and K 6 are non-zero. Since positions of
0 of K 6 . Additionally, differences in bytes K1,0
2,0
3,0
differences in the subkey are not suitable for a local collision, we assume that a 4-byte difference
6 , K 6 , and
comes from round 6 in column 0. This column cancels 3 active differences in K1,0
2,0
6 so that only 4 S-boxes (row 0) are active in round 7. A difference in row 0 is expanded to
K3,0
the MC-difference in all 4 columns in the block and is cancelled by the injection of K 7 . This
step has four active S-boxes both in the key and in the block.
83

Since we want to reduce the number of active S-boxes, the 4-byte difference that comes
from round 6 is preferred to be an MC-column. Since three bytes of it are to be cancelled by
the subkey addition, column 0 of ∆K 6 must coincide with some MC-column in 3 bytes. Such
a column we call a spoiled MC-column. Note that there is an active S-box in the key schedule
in round 6.
Then we proceed with building a trail and perform 3 inverted KeySchedule steps. Those
steps produce subkeys K 0 –K 5 . The difference in those subkeys are MC-columns and spoiled
MC-columns. Now we define the difference in the internal states of round 1–6.
Since the plaintext has zero difference, and subkey K 0 has difference in all bytes, then all
the S-boxes of the first round are active. In the second round we want to have as few active
S-boxes as possible so we require that a 16-byte difference in the internal state collapses to a
5-byte difference after the addition of K 1 : four active S-boxes are situated on the diagonal and
one is in A10,2 .
After the second MixColumns transformation the difference in the internal state consists
of one spoiled and one usual MC-column: columns 0 and 2. Rounds 3, 4, 5, and 6 have the same
difference in the internal state (in the truncated form) as rounds 9, 11, 13 and 13, respectively.
At the end, we add the final AES round. It does not contain the MixColumns transformation so it is not possible to arrange a local collision here. The subkey K 14 has equal differences
in all the bytes of row 0. Since round 14 has no active S-boxes, those differences will appear in
the ciphertext. The resulting trail has 41 active S-boxes, of these 21 are in the two first rounds.
The actual differences. The actual difference values should satisfy conditions imposed
by the S-box properties, the presence of MC-columns in the subkeys, etc. We also require that
differences in rounds 5 and 7–13 propagate through S-boxes with maximal probability — 2−6 .
We programmed the search for the actual values and validated that those conditions do not lead
to contradictions. The search has a negligible cost. We thus have defined the differences ∆K
(determined by subkeys K 0 and K 1 ) and ∆C (determined by the subkey K 14 ). In the following
subsections we list the actual differences in the trails.
Note on the colors. Differential trails are given in our figures in a truncated form.
However, we marked distinct difference values with different colors. Thus the reader does not
need to care about the actual values in order to understand how the trail is constructed.
The white cell stands for zero difference in a byte, the non-white cells stand for the nonzero differences. The same colors mean the same values except for the green, which denotes
arbitrary differences. The exact relation between the colors and the values can be derived from
the list of the actual differences. Grey and blue columns stand for MC-columns. In a spoiled
MC-column one byte is marked with another color.
Trails for AES-192
Trails for AES-192 are constructed in a similar way. The only important difference is the relative
position of disturbance and correction bytes in subkeys. More details are given in Section 10.7.1.

10.3

Multicollisions for the full AES-256

Definition 1 A set of two differences and q pairs
{∆K , ∆P ; (P1 , K1 ), (P2 , K2 ), . . . , (Pq , Kq ))}
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is called a differential q-multicollision for a cipher EK ( · ) if
EK1 (P1 ) ⊕ EK1 ⊕∆K (P1 ⊕ ∆P ) = EK2 (P2 ) ⊕ EK2 ⊕∆K (P2 ⊕ ∆P ) =

= · · · = EKq (Pq ) ⊕ EKq ⊕∆K (Pq ⊕ ∆P ). (10.1)

We compare the task of constructing a differential q-multicollision for an ideal cipher with
that for AES-256. This task for an ideal cipher, i.e. a set of 2k randomly chosen permutations,
would require treating it as a black-box and making only encryption/decryption queries. We
expect that for a good cipher with no (yet discovered) structural flaws, the task of constructing
a differential q-multicollision would have the same complexity as for an ideal cipher.
Let us compute this complexity measured in the number of queries. Since the cipher is
ideal, an adversary is only given an access to the encryption and decryption oracles, both having
two inputs (a key and a plaintext/ciphertext) and one output. This is the same model of an
adversary as in [BRS02, p. 329].
In the beginning no triplet hplaintext, key, ciphertexti is defined. Then, for each query of
the adversary ”EK (P ) = ?” the encryption oracle takes a random value C from a possible range
−1
(where EK ( · ) is yet undefined) and thus defines EK (P ) = C. Also EK
(C) becomes defined.
The same rule holds for a decryption query.
Lemma 1 To construct a differential q-multicollision for an ideal cipher with an n-bit block an
q−2
n
adversary needs at least O(q · 2 q+2 ) queries on the average.
Proof. Let A be an adversary attacking the cipher, and assume that A asks its oracles
a total of L queries, where L < 2n−1 . Assume that a multicollision of the form (10.1) is found.
Let us compute the probability of this event. First, we rewrite (10.1) as U1 = U2 = · · · = Uq .
With each term Uj = EKj (Pj ) ⊕ EKj ⊕∆K (Pj ⊕ ∆P ) we associate an integer tj such that tj -th
oracle query determines the value of Uj , i.e., computes the last (chronologically) element of the
sum. Without loss of generality, assume that t1 < t2 < · · · < tq . Finally, define t01 as the index
of the query that determines the first element of the sum U1 .
U1

U2

z
}|
{ z
EK1 (P1 ) ⊕ EK1 ⊕∆K (P1 ⊕ ∆P ) = EK2 (P2 )
| {z } |
| {z }
{z
}

queried at t01

queried at t1

queried before t2

}|
{
⊕ EK2 ⊕∆K (P2 ⊕ ∆P ) =
|
{z
}
queried at t2

Uq

= ··· =

z

EKq (Pq )
| {z }

queried before tq

}|
{
⊕ EKq ⊕∆K (Pq ⊕ ∆P ) . (10.2)
|
{z
}
queried at tq

Now compute for every (t01 , t1 , t2 , t3 , . . . , tq ) the probability that this set defines a differential q-multicollision. Before submitting ti -th query, i > 1, the following equation holds:
U1 = U2 = · · · = Ui−1 ,
where terms of U1 , U2 , . . . , Ui−1 are completely determined by a tuple (t01 , t1 , t2 , t3 , . . ., ti−1 ).
Indeed, from t01 and t1 we define K1 , ∆K , P1 , ∆P ; from tj we define Kj and Pj .
Just before the moment ti only one term of Ui is computed — w.l.o.g. let it be EKi (Pi ).
Thus the equality Ui−1 = Ui should hold, i.e.
Ui−1 = EKi (Pi ) ⊕ EKi ⊕∆K (Pi ⊕ ∆P )
|
{z
}
queried at ti
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By our definition, ti is the first moment when EKi ⊕∆K (Pi ⊕ ∆P ) is queried. Then either the
decryption or the encryption oracle is called. Let in the first case the decryption oracle be called
with ciphertext C and key K, which for some i should be equal to Ki ⊕ ∆K . By definition of ti ,
the value value C is chosen from the set where EKi ⊕∆K ( · ) is undefined. To become a part of
a multicollision, there should exist Pi such that C = EKi (Pi ) ⊕ Ui−1 . On the other hand, after
the decryption oracle is called, the following equation should hold:
−1
EK
(C) = Pi ⊕ ∆P .
i ⊕∆K

(10.3)

Since L < 2n−1 , not more than 2n−1 texts were encrypted or decrypted with the key Ki ⊕ ∆K .
So the probability that (10.3) holds does not exceed 1/2n−1 .
In the second case, let the encryption oracle be queried with plaintext P and key K,
which for some i should be equal to Ki ⊕ ∆K . For an answer C, a similar equation should hold:
C = Ui−1 ⊕ EKi (Pi ).

(10.4)

The same probability argument holds for this equation. Thus we get for every i ≥ 2 a multiplier
21−n to the probability
that a tuple (t01 , t1 , t2 , t3 , . . . , tq ) defines a differential q-multicollision.

L
There are q+1 such tuples, each defining a differential q-multicollision with probability at
max 2(q−1)(1−n) . We get the following equation for the number of queries required to get a
q-multicollision with probability 1/2:


L
≥ 2(q−1)(n−1)−1 .
(10.5)
q+1
Let us simplify the left part:


L
q+1



=

L!
L(L − 1) · · · (L − q)
=
≤
(L − q − 1)!(q + 1)!
(q + 1)!

Lq+1
≤
≤
(q + 1)!

Lq+1
(q+1)q+1
eq+1

=



eL
q+1

q+1

. (10.6)

Substitute the result to (10.5):


eL
q+1

q+1

≥ 2(q−1)(n−1)−1 ⇒ L ≥

q−1
q + 1 q−1
(n−1)−1
n
2 q+1
= O(q · 2 q+1 ).
e

(10.7)

This is the bound for the number of queries needed to construct a multicollision with probability
1/2. By a simple probabilistic argument, the average number of queries exceeds this bound
divided by two, so the right part of (10.7) is still a correct lower bound.
Now consider the case when L ≥ 2n−1 . Let K be the set of keys such that there were more
than 2n−1 encryption or decryption queries on each of these keys. Define l = |K|. If l > q − 2
then L exceeds q · 2n−2 , which implies the statement of the lemma. If l ≤ q − 2 then there are
at least q − l sums Ui in (10.2) that do not involve keys from K. So if a q-multicollision has
been found, then a (q − l)-multicollision has too been found such that it does not involve keys
from K. Then all the arguments on the probability of this event can be carried out from the
first part of the proof.
Therefore, we gets the following inequality on L:
L≥

q − l + 1 q−l−1
(n−1)−1
2 q−l+1
+ l · 2n−1 .
e
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For l < q/2 we get the following:
L≥
For l ≥ q/2 we get

q−2
q q−2
(n−1)−1
n
2 q+2
= O(q · 2 q+2 ).
2e

(10.8)

L ≥ q · 2n−2 = O(q · 2n ).

(10.9)

Equations (10.7), (10.8), and (10.9) complete the proof.
Remark 1 The function F∆K ,∆P (K, P ) = EK (P ) ⊕ EK⊕∆K (P ⊕ ∆P ) is a xor of two permutations. Patarin in [Pat08] has shown that the xor of two random permutations can not be
distinguished from a pseudo-random function with less than 2n queries. In [STKT08] it was
1

q−1

n

proven that q-multicollision search for a random function requires at least (q!) q 2 q effort. In
our case we can not use this result. If however the attacker can not distinguish F∆K ,∆P from a
random function he would need at least O(q · 2
for small q.

q−1
n
q

) effort, which is higher than our lower bound

Remark 2 For small q, when the lower bound does not exceed 2n−1 , a better estimate is obtained
q−1
128
(see the proof of the lemma). In our case, for n = 128, an adversary needs at least q · 2 q+1
queries if q ≤ 57.

10.3.1

Differential multicollisions for AES-256

Surprisingly, differential multicollisions for AES-256 can be constructed substantially faster.
Furthermore, we can set ∆P = 0 in a multicollision, so a stronger statement holds.
Theorem 2 A differential q-multicollision with ∆P = 0 for AES-256 can be found with time
complexity q · 267 .
Proof. A q-multicollision is constructed in three steps using the differential trail constructed
in Section 10.2 and its ∆K :
1. Choose the active S-boxes, whose inputs will be fixed in the triangulation algorithm.
Denote this set by S.
2. Run the triangulation algorithm and derive a set of free variables.
3. Produce q pairs (P, K) for (10.1) as follows:
(a) Assign inputs to S-boxes from S with admissible values.
(b) Assign free variables randomly.
(c) Produce (P, K).
(d) Check if (P, K) and (P, K ⊕ ∆K ) fit (10.1).
Let us explain the steps in detail.
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Triangulation algorithm for AES. We consider byte variables: the plaintext (16 variables), the ciphertext (16), the subkeys (32 per message schedule round), the internal states.
We consider two internal states per round: after the SubBytes transformations and after the
MixColumns transformation. Thus we obtain 64 variables per round. The equations are derived
from the following transformations:
I SubBytes◦AddRoundKey transformations: 16 equations in each internal round;
II MixColumns◦ShiftRows transformations: 4 equations in each internal round;
III KeySchedule transformations: 32 equations in each schedule round.
The MixColumns transformation is actually a set of 4 linear transformations. In the latter
ones any 4 of 5 variables uniquely determine the other one. For the MixColumns transformation
as a whole a more complicated property holds: any 4 of 8 variables are determined by the other
ones.
Search for free variables. Our goal is to efficiently produce cipher executions such that
active S-boxes get admissible values. However, the algorithm can not process all active S-boxes
of this trail since they are positioned too far from one another. We thus have to leave some of
them free.
We found that we can fix inputs to 30 out of 41 S-boxes: all the active S-boxes in the
internal states of rounds 1–4 and all the 5 active S-boxes in the key scheduling. The triangulation
algorithm outputs 18 free variables, out of these 11 are in the key and provide freedom in the
choice of the key for the distinguisher. These free variables are listed below.
Key

Internal state

1 , K1 , K1 , K2 , K3
K2,0
3,0
3,1
0,1
0,1
3
3
3
4
5
5
K2,0 , K3,0 , K2,1 , K0,1 , K0,1 , K3,3

2 , B2
A20,1 , B1,1
1,2
2
2
3
B2,3 , B3,3 , A1,1 , A31,2

Constructing a pair. Having assigned 18 free variables randomly and 30 S-box inputs with
an admissible value, we substitute these values to the equations, which have been ordered by the
triangulation algorithm. One by one, all the variables are determined and thus a pair (P, K) is
defined. It fits the trail if and only if the 11 S-boxes not covered by the triangulation algorithm
get admissible values as inputs. For the S-box in round 6 only 2 values are admissible so the
probability is 2−7 while for the other 10 S-boxes 4 values are admissible (see Appendix A for
details). This results in the overall probability 2−(7+10 · 6) = 2−67 . Thus of 267 pairs one fits the
trail. We wrote a program and checked that the distribution of pairs is random enough so the
probability estimates are likely to be correct. We also checked experimentally that bottom 7
rounds of AES produce expected difference after 230 pairs on the average, exactly as predicted
by the trail.
Search for a solution. We produce a pair (P, K) which with pair (P, K + ∆K ) fits the
trail and thus is a part of a differential multicollision (10.1) since all such pairs have the same
difference in the ciphertext. Now note that the trail explicitly states all the non-zero input δI
and output δO differences to S-boxes. According to the S-box properties, there are at max 4
solutions of the equation S(x ⊕ δI ) ⊕ S(x) = δO . This set of solutions we call admissible inputs.
Therefore, (P, K) and (P, K + ∆K ) fit the trail if and only if in the execution EK (P ) all active
S-boxes get admissible inputs. In the next paragraph we explain how to efficiently produce such
executions.
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The complexity of the attack. Recall the scheme of the attack, which was given in the
beginning of the proof. The first four steps are precomputations and actually have negligible
cost. The triangulation algorithm works less than a second. The last step requires only to
substitute the values into the equations one by one, which is computationally equivalent to a
single encryption. Thus to get a right pair we need about 267 operations each equivalent to one
encryption. The attack needs negligible memory and is fully parallelizable.
Thus for q > 3 a differential q-multicollision for AES-256 can be constructed significantly
faster than for an ideal cipher. However, even for q = 3 we are not aware of any algorithm
faster than 22n/3 . Therefore, AES-256 can not model an ideal cipher.

10.3.2

Practical distinguisher

The definition of differential q-multicollision can be further relaxed if we allow arbitrary difference at some byte positions of ∆P , ∆K or ∆C . Although an attacker gets more freedom,
finding such a construction for an ideal cipher becomes easier as well. To get a lower bound,
only a slight modification of Lemma 1 is required.
For example to find this type of differential 5-multicollision, with fixed difference in 14
bytes of the plaintext and fixed ciphertext difference for 13 rounds of AES-256 one’s effort
4 · 112
should be lower bounded by 2 6 = 274.6 computations. For differential 10-multicollision with
half of the plaintext difference fixed, and fixed ciphertext difference on the full 14 rounds the
9 · 64
lower bound is 2 11 = 252.3 computations. These lower bounds are far from being tight. In
practice we expect efforts of 2112 and 264 for finding each extra collision for 13 and 14 rounds
of AES-256 respectively, since the differences are structured and fixed.
We can do it much faster, in just q · 237 in both cases, which allowed us to compute these
distinguishers on a PC. The core of a practical distinguisher is a multicollision trail (Figure 10.8),
where the behavior of S-boxes in the first two rounds is not restricted. Computing from the
middle, we get 14 bytes with fixed difference before the second round, and 8 bytes with fixed
difference before the first round. The triangulation algorithm covers all but six active S-boxes
in rounds 3–14 so that we find a (relaxed) q-multicollision with complexity q · 237 .

10.4

Related-key attack on the full AES-256

In this section we demonstrate two results: a related-key distinguisher and a key-recovery attack
based on this distinguisher for the full AES-256.

10.4.1

Distinguisher

The first two rounds of the multicollision trail can easily be modified to build a related-key
distinguisher with relatively few active S-boxes — see Appendix A for the details of the trail.
The resulting trail has 19 active S-boxes in the internal states. The difference propagates
through 14 S-boxes with probability 2−6 · 14 , and through the remaining five with prob. 2−7 · 5 .
Therefore, we get a distinguisher with probability 2−(14 · 6+5 · 7) = 2−119 . However, the trail has
five additional active S-boxes (each with probability 2−7 ) in the key schedule. As a result, the
distinguisher works for 1 out of 235 related-key pairs on the average.

10.4.2

Key recovery

There are several ways how our trail can be used for the full 256-bit key recovery. Here we
present one possibility. Steps of the attack are illustrated in Fig. 10.3 and are described below.
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First step. We change the trail (see Fig. 10.3 or Appendix) to get more active S-boxes in the
first two rounds which allows us to recover the key bytes at the entrance to these S-boxes. A
new trail has eight active S-boxes in the first round in a ”checkerboard pattern” and two in the
0 , K0 , K0 , K0 , K0 , K0 , K0 , K0 ,
second round. Our goal is to find ten key bytes K0,0
0,2
1,1
1,3
2,0
2,2
3,1
3,3
1 , K 1 so we execute the following procedure for each of the 235 related-key pairs:
K0,0
0,2
1. Repeat 231 times:
(a) Compose two structures of 264 plaintexts as specified below.
(b) Encrypt the 1st structure with K and the 2nd with K ⊕ ∆K .

(c) Sort the ciphertexts and check for a pair with the difference ∆C .

(d) Save a good pair if it is found.
2. For each candidate pair derive 216 variants for the ten key bytes (see details below).
3. Pick the key candidate with the maximal number of votes.
The overall complexity of this procedure is 231+65 = 296 data and time, and 264 memory, and
it finds 80 bits of the key.
Each structure has all the possible values in bytes {Pi,j , (i + j) mod 2 = 0} (these bytes
line up in columns 0 and 2 after the ShiftRows of the 1st round). The other bytes are random
constants with the constraint that the two structures are related by ∆P as in the distinguisher.
For a fixed key, each structure contains 264 pairs with the proper differences after the S-boxes
of the 2nd round (yellow differences in two bytes). The remaining active S-boxes in rounds
3–14 require probability 2−93 for the trail to be fulfilled. Each structure produces a right pair
of ciphertexts with probability 264−93 = 2−29 . Thus 231 structures produce on average 4 right
pairs and 231+128−128 = 231 wrong pairs.
Due to the uniform differential properties of AES S-boxes each active S-box for which
we know input and output differences would suggest to us two candidates for the key byte of
1 and B 1 . We know the
this S-box. For a candidate pair we guess two byte differences at B0,0
0,2
difference in the remaining three bytes of each column, since they should cancel out with the
differences coming from the key. Thus we can undo the MixColumns for each column which
allows us to know the output differences of eight S-boxes of the 1st round. We know the input
differences for these S-boxes from the plaintext. In addition the two guessed difference bytes
serve as inputs to the two active S-boxes of the 2nd round. The output differences for these
S-boxes are known from the trail. Thus we have 10 S-boxes for which we know input and output
differences which gives us 210 · 8 · 8 = 216 possibilities for 80-bits of the key per candidate pair.
The 231 wrong pairs would suggest 216 · 231 = 247 random keys, while the four good ones would
all vote for the correct 80-bit key and some random keys. No wrong key guesses survive this
step and we get 80 key bits as a result.
Second step. We proceed with changing top rounds of the trail to derive other key bytes.
We remove the 2−6 condition on the input to the active S-box (0,0) of the 3rd round. Then we
get five active S-boxes in the second round and 16 active S-boxes in the first round. We prepare
290 pairs with the ciphertext difference as in the trail and decrypt them. We will try to detect
pairs (290−87 = 8 on the average) that pass the conditions in rounds 3–14. We partially encrypt
1
all the resulting plaintext pairs using the known 80-bits and check whether the columns ∆B∗,0
1 follow the trail. This is a 48-bit filter on the pairs and thus we are left with 242
and ∆B∗,2
1 and B 1 (eight possibilities due to
candidate pairs. Then we guess the differences in bytes B1,1
3,3
impossible input/output constraints in five corresponding S-boxes of the 1st and 2nd rounds),
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1 to find the differences in
and undo the MixColumns. We use the knowledge of the key byte K0,0
the green diagonal at the 2nd round. As a result, we have 242+6 = 248 key candidates from all
1 , K 1 ). No wrong
pairs counting on a 64+16 = 80 bit key (64 from K 0 and 16 from bytes K1,1
3,3
key guesses survive this step. We find the remaining 12 bytes of K 1 by exhaustive search in 296
steps. The total complexity of the attack is thus dominated by the 296+35 = 2131 complexity of
the first step.

II with TA

II

I

Determine 141 bits

Determine 80 bits

0
Key

Determine 64 bits

1
SubBytes

SubBytes

2

A1
3
ShiftRows
MixColumns

ShiftRows
MixColumns

4

B1
5

SubBytes

SubBytes

6

2

A

7

2−93

2−87
— fixed variables

B2

— free variables

Figure 10.3: Key recovery steps in the attack on AES-256.

Second step with TA. If we want to avoid the chosen-ciphertext framework, there is a
way to combine the knowledge of 80 key bits on top and 35 key bits in the middle with a bit
higher complexity. The problem is that the fixed bits are positioned far from one another (3 key
schedule rounds apart), so it seems hard to make an efficient exhaustive search on the remaining
part of the key.
We solve this problem by running the triangulation algorithm on the key schedule only,
where 15 bytes are marked as fixed. The algorithm outputs 17 bytes in different subkeys as free
variables. Then we assign these variables randomly, choose admissible values for the remaining
ones, and thus define the key guess. There are 217 · 8+5 = 2141 possible assignments, which
would determine the complexity of the key recovery.

10.4.3

Enlarging the key class

The attack can be actually applied to a wider key class under modified key relations. The
reason is additional degrees of freedom in the differential trail, whose actual values are fully
determined by blue and orange differences.
Indeed, each of these differences define a column difference (of grey and lightblue color,
respectively). On the other hand, the input differences to S-boxes are also determined, because
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for every δO there exists only one δI such that P (δO = S(∆I )) = 2−6 . As a result, all the trail
differences are determined. However, not all combinations are valid because of the five active
S-boxes in the key schedule. Each active S-box reduces the number of valid trails by a factor of
two. Therefore, overall 216−5 = 211 key differences can be used in the related-key attack. Each
key difference works for 1 of 235 keys.
i

Plaintext
0e 0e 0e 0e
07 07 07 07
0
07 07 07 07
09 09 09 09
i After SB
After MC
1f 00 1f 00 3e 00 3e 00
00 00 00 00 1f 00 1f 00
1
00 00 00 00 1f 00 1f 00
00 00 00 00 21 00 21 00

Subkey
0e 0f 0e
07 07 07
07 07 07
09 09 09
Subkey
i After SB
37 00 37 00
07 00 07 00
1f 00 1f 00
00 00 00 00
2
1f 00 1f 00
00 00 00 00
21 00 21 00
00 00 00 00
0f
07
07
09

Ciphertext
01 01 01 01
00 00 00 00
00 00 00 00
00 00 00 00
After MC
0e 00 0e 00
07 00 07 00
07 00 07 00
09 00 09 00

0f
07
07
09

Subkey
01 0e 00
00 07 00
00 07 00
00 09 00

Table 10.1: Related-key distinguisher on AES-256 (the first two rounds)

10.5

Boomerang attack and improvements

A basic boomerang distinguisher [Wag99] is applied to a cipher EK ( · ) which is considered as
a composition of two sub-ciphers: EK ( · ) = E1 ◦ E0 . The first sub-cipher is supposed to have a
differential α → β, and the second one to have a differential γ → δ, with probabilities p and q,
respectively. In the further text the differential trails of E0 and E1 are called upper and lower
trails, respectively.
We denote plaintexts by Xi , their encryption on E0 by Yi , and the ciphertexts by Zi . The
attack works as follows. An attacker takes a pair of plaintexts (X0 , X1 ) with the difference α and
encrypts them. Then he adds the difference δ to both ciphertexts Z0 and Z1 and decrypts them,
which results in new plaintexts X2 and X3 . If X2 ⊕ X3 = α, the four plaintexts form a quartet.
Differences δ in the two pairs (Z0 , Z2 ) and (Z1 , Z3 ) are converted by E1−1 to a difference γ in
pairs (Y0 , Y2 ) and (Y1 , Y3 ) with probability q 2 . If Y0 ⊕ Y1 = β (which happens with probability
p), then on the other side of the boomerang we get Y2 ⊕ Y3 = β. With probability p the pair
(Y2 , Y3 ) is finally decrypted to a pair with difference α. Therefore, a pair results in a good
quartet with probability p2 q 2 . If p2 q 2 > 2−n then we have a boomerang distinguisher for a
block-cipher. It is a chosen plaintext — adaptive chosen ciphertext attack.
The amplified boomerang attack [KKS00] (also called rectangle attack [BDK01]) works in
a chosen-plaintext scenario but relies on a birthday paradox to provide intermediate difference
switching, which results in very high data complexity and complicated final filtering phase. In
the amplified boomerang attack we compose a number of plaintext pairs (X2i , X2i+1 ) with the
difference α, encrypt and store them. Out of N pairs, about pN pairs (Y2i , Y2i+1 ) come out
of E0 with the difference β. Due to the birthday paradox, there are p2 N 2 · 2−n pairs (Y2i , Y2j )
with the difference γ, and thus they form rectangles (Y2i , Y2i+1 , Y2j , Y2j+1 ) with edges β and γ.
With probability q 2 both pairs in a quartet follow the differential γ → δ in E1 and thus form
a good quartet of ciphertexts (Z0 , Z1 , Z2 , Z3 ) where Z0 ⊕ Z2 = Z1 ⊕ Z3 = δ. We thus expect
about p2 q 2 N 2 2−n good quartets.
For a random permutation the expected number of good quartets is N 2 2−2n , since every
quartet should satisfy two n-bit conditions. Therefore, if p̂q̂ > 2−n/2 then we get a distinguisher.
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10.5.1

Related-key attack model

The related-key attack model [Bih94] is a class of cryptanalytic attacks in which the attacker
knows or chooses a relation between several keys and is given access to encryption/decryption
functions with all these keys. The goal of the attacker is to find the actual secret keys. The
relation between the keys can be an arbitrary bijective function R (or even a family of such
functions) chosen in advance by the attacker (for a formal treatment of the general related key
model see [BK03, Luc04]). In the simplest form of this attack, this relation is just a XOR with
a constant: K2 = K1 ⊕ C, where the constant C is chosen by the attacker. This type of relation
allows the attacker to trace the propagation of XOR differences induced by the key difference
C through the key schedule of the cipher. However, more complex forms of this attack allow
other (possibly non-linear) relations between the keys. For example, in some of the attacks
described in this paper the attacker chooses a desired XOR relation in the second subkey, and
then defines the implied relation between the actual keys as: K2 = F −1 (F (K1 ) ⊕ C) = RC (K1 )
where F represents a single round of the AES-256 key schedule, and the constant C is chosen by
the attacker. Note that due to low nonlinearity of AES-256 key schedule such subkey relation
corresponds to a fixed XOR relation in 28 out of 32 bytes of the secret key, and a simple S-box
relation in the four remaining bytes.
Compared to other cryptanalytic attacks in which the attacker can manipulate only the
plaintexts and/or the ciphertexts the choice of the relation between secret keys gives additional
degree of freedom to the attacker. The downside of this freedom is that such attacks might
be harder to mount in practice. Still, designers usually try to build “ideal” primitives which
can be automatically used without further analysis in the widest possible set of applications,
protocols, or modes of operation. Thus resistance to such attacks is an important design goal
for block ciphers, and in fact it was one of the stated design goals of the Rijndael algorithm,
which was selected as the Advanced Encryption Standard.
In the following sections we denote the difference between subkeys in the upper trail by
∆K i , and in the lower part by ∇K i .

10.5.2

Boomerang switch

Here we analyze the transition from the sub-trail E0 to the sub-trail E1 , which we call the
boomerang switch. We show that the attacker can gain 1-2 middle rounds for free due to a careful
choice of the top and bottom differentials. The position of the switch is a tradeoff between the
sub-trail probabilities, that should minimize the overall complexity of the distinguisher. Below
we summarize the switching techniques that can be used in boomerang or amplified boomerang
attacks on any block cipher.
Ladder switch. By default, a cipher is decomposed into rounds. However, such decomposition may not be the best for the boomerang attack. We propose not only to further decompose
the round into simple operations but also to exploit the existing parallelism in these operations.
For example some bytes may be independently processed. In such case we can switch in one
byte before it is transformed and in another one after it is transformed, see Fig. 10.4 for an
illustration.
An example is our attack on AES-192. Let us look at the differential trails (see Fig. 10.9).
There is one active S-box in round 7 of the lower trail in byte b70,2 . On the other hand, the
S-box in the same position is not active in the upper trail. If we would switch after ShiftRows
in round 6, we would “pay” the probability in round 7 afterwards. However, we switch all the
state except b0,2 after MixColumns, and switch the remaining byte after the S-box application
in round 7, where it is not active. We thus do not pay for this S-box.
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Figure 10.4: The ladder switch in a toy three S-box block. A switch either before or after the
S-box layer would cost probability, while the ladder does not.
Feistel switch. Surprisingly, a Feistel round with an arbitrary function (e.g., an S-box) can
be passed for free in the boomerang attack (this was first observed in the attack on cipher Khufu
in [Wag99]). Suppose the internal state (X, Y ) is transformed to (Z = X ⊕ f (Y ), Y ) at the
end of E0 . Suppose also that the E0 difference before this transformation is (∆X , ∆Y ), and
that the E1 difference after this transformation is (∆Z , ∆Y ).
As a result, variable Y in the four iterations of a boomerang quartet takes two values: Y0
and Y0 ⊕ ∆Y for some Y0 . Then the f transformation is guaranteed to have the same output
difference ∆f in the quartet. Therefore, the decryption phase of the boomerang creates the
difference ∆X in X at the end of E0 “for free”. This trick is used in the switch in the subkey
in the attack on AES-192.
S-box switch. This is similar to the Feistel switch, but costs probability only in one of the
directions. Suppose that E0 ends with an S-box Y ⇐ S(X) with difference ∆ If the output of
an S-box in a cipher has difference ∆ and if the same difference ∆ comes from the lower trail,
then propagation through this S-box is for free on one of the faces of the boomerang. Moreover,
the other direction can use amplified probability since specific value of the difference ∆ is not
important for the switch.

10.6

Boomerang attack on the full AES-256

In this section we present a related-key boomerang attack on AES-256. It was the first extension
of the just described related-key attack, which should work for every key. We first used the
lower part of the differential trail

10.6.1

The trail

The boomerang trail is depicted in Figure 10.8, and the actual values are listed in Tables 10.5
and 10.4. It consists of two similar 7-round trails: the first one covers rounds 1–8, and the
second one covers rounds 8–14. The trails differ in the position of the disturbance bytes: the
row 1 in the upper trail, and the row 0 in the lower trail. This fact allows the Ladder switch.
The switching state is the state A9 (internal state after the SubBytes in round 9) and a
special key state KS , which is the concatenation of the last four columns of K 3 and the first
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four columns of K 4 . Although there are active S-boxes in the first round of the key schedule,
we do not impose conditions on them. As a result, the difference in column 0 of K 0 is unknown
yet.
Related keys
We define the relation between four keys as follows (see also Figure 10.5). For a secret key
1 and apply the difference
KA , which the attacker tries to find, compute its second subkey KA
1
1
∆K to get a subkey KB , from which the key KB is computed. The relation between KA
and KB is a constant XOR relation in 28 bytes out of 32 and is computed via a function
0 =k
0
ki,0
i,0 ⊕ S(ki+1,7 ) ⊕ S(ki+1,7 ⊕ ci+1,7 ), i=0,1,2,3, with constant ci+1,7 = ∆ki+1,7 for the four
remaining bytes.
The switch into the keys KC , KD happens between the 3rd and the 4th subkeys in order
to avoid active S-boxes in the key-schedule using the Ladder switch idea described above. We
3 and
compute subkeys K 3 and K 4 for both KA and KB . We add the difference ∇K 3 to KA
3
4
4 and
compute the upper half (four columns) of KC . Then we add the difference ∇K to KA
compute the lower half (four columns) of KC4 . From these eight consecutive columns we compute
the full KC . The key KD is computed from KB in the same way.
K3

KC
KA

K

0

K

1

∆K 1

K4

∇K 3

K2

∇K 4

K3

K4

K5

KB
K1

KD

∇K 3

∇K 4
K3

K4

Figure 10.5: AES-256: Computing KB , KC , and KD from KA .
Finally, we point out that difference between KC and KD can be computed in the backward direction deterministically since there would be no active S-boxes till the first round. The
secret key KA , and the three keys KB , KC , KD computed from KA as described above form a
proper related key quartet. Moreover, due to a slow diffusion in the backward direction, as a
bonus we can compute some values in ∇K i even for i = 0, 1, 2, 3 (see Table 10.4). Hence given
l for K we can partly compute K , K and K .
the byte value ki,j
A
B
C
D
Internal state
The plaintext difference is specified in 9 bytes. We require that all the active S-boxes in the
internal state should output the difference 0x1f so that the active S-boxes are passed with
probability 2−6 . The only exception is the first round where the input difference in nine active
bytes is not specified.
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Let us start a boomerang attack with a random pair of plaintexts that fit the trail after
one round. Active S-boxes in rounds 3–7 are passed with probability 2−6 each, so the overall
probability is 2−30 .
We switch the internal state in round 9 with the Ladder switch technique: the row 1 is
switched before the application of S-boxes, and the other rows are switched after the S-box
layer. As a result, we do not pay for active S-boxes at all in this round.
The second part of the boomerang trail is quite simple. Three S-boxes in rounds 10–14
contribute to the probability, which is thus equal to 2−18 . Finally we get one boomerang quartet
after the first round with probability 2−30−30−18−18 = 2−96 .

10.6.2

The attack

The attack works as follows. Do the following steps 225.5 times:
1. Prepare a structure of plaintexts as specified below.
2. Encrypt it on keys KA and KB and keep the resulting sets SA and SB in memory.
3. XOR ∆C to all the ciphertexts in SA and decrypt the resulting ciphertexts with KC .
Denote the new set of plaintexts by SC .
4. Repeat previous step for the set SB and the key KD . Denote the set of plaintexts by SD .
5. Compose from SC and SD all the possible pairs of plaintexts which are equal in 56 bits
c c c
c
c
c c

.

6. For every remaining pair check if the difference in pi,0 , i > 1 is equal on both sides of the
0 = 0 so ∆k 0 should be equal for both
boomerang quartet (16-bit filter). Note that ∇ki,7
i,0
key pairs (KA , KB ) and (KC , KD ).
7. Filter out the quartets whose difference can not be produced by active S-boxes in the
first round (one-bit filter per S-box per key pair) and active S-boxes in the key schedule
(one-bit filter per S-box), which is a 2 · 2 + 2 = 6-bit filter.
8. Gradually recover key values and differences simultaneously filtering out the wrong quartets.
Each structure has all possible values in column 0 and row 0, and constant values in
the other bytes. Of 272 texts per structure we can compose 2144 ordered pairs. Of these
pairs 2144−8 · 9 = 272 pass the first round. Thus we expect one right quartet per 296−72 = 224
structures, and three right quartets out of 225.5 structures.
Let us now compute the number of noisy quartets. About 2144−56−16 = 272 pairs come
out of step 6. The next step applies a 6-bit filter, so we get 272+25.5−6 = 291.5 candidate quartets
in total.
The remainder of this section deals with gradual recovering of the key and filtering wrong
quartets. The key bytes are recovered as shown in Figure 10.6.
1. First, consider 4-tuples of related key bytes in each position (1, j), j < 4. Two differences
in a tuple are known by default. The third difference is unknown but is equal for all tuples
(see Table 10.4, where it is denoted by X) and gets one of 27 values. We use this fact for
key derivation and filtering as follows.
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0 and k 0 . The candidate quartet proposes 22 candidates for both
Consider key bytes k2,2
2,3
4-tuples of related-key bytes, or 24 candidates in total. Since the differences are related
with the X-difference, which is a 9-bit filter, this step reveals two key bytes and the value
of X and reduces the number of quartets to 291.5−5 = 286.5 .
0 , which is unknown yet and might be different in two pairs
2. Now consider the value of ∆k1,0
0 , and ∇k 0 = 0, so
of related keys. Let us notice that it is determined by the value of k2,7
2,7
0 is the same for both related key pairs and can take 27 values. Each guess of
that ∆k1,0
0 proposes key candidates for byte k 0 , where we have a 8-bit filter for the 4-tuple of
∆k1,0
2,0
0 in all keys and reduce the number of
related-key bytes. We thus derive the value of k1,0
candidate quartets to 285.5 .
0 , which can get 27 possible values and can be
3. The same trick holds for the unknown ∆k1,4
computed for both key pairs simultaneously. Each of these values proposes four candidates
0 , which are filtered with an 8-bit filter. We thus recover k 0 and ∆k 0 and reduce
for k1,1
1,1
1,4
the number of quartets to 279.5 .
0 is completely determined by k 0 , k 0 , k 0 , k 0 , and k 0 .
4. Finally, we notice that ∆k1,4
1,0 1,1 1,2 1,3
2,7
0 , so we get a
There are at most two candidates for the latter value as well as for ∆k1,4
6-bit filter and reduce the number of quartets to 272.5 .
0 , k 0 , and k 0 . Totally,
5. Each quartet also proposes two candidates for each of key bytes k0,0
2,2
3,3
the number of key candidates proposed by each quartet is 26 .

The key candidates are proposed for 11 bytes of each of four related keys. However,
these bytes are strongly related so the number of independent key bytes on which the voting
0 , k 0 , k 0 and k 0 of K
is performed is significantly smaller than 11 × 4. At least, bytes k0,0
A
1,1
2,2
3,3
and KC are independent so we recover 15 key bytes with 278.5 proposals. The probability that
three wrong quartets propose the same candidates does not exceed 2−80 .
We thus estimate the complexity of the filtering step as 277.5 time and memory. We
recover 3 · 7 + 8 · 8 = 85 bits of of KA (and 85 bits of KC ) with 299.5 data and time and 277.5
memory.
The remaining part of the key can be found with many approaches. One is to relax the
condition on one of the active S-boxes in round 3 thus getting four more active S-boxes in round
2, which in turn leads to a full-difference state in round 1. The condition can be actually relaxed
only for the first part of the boomerang (the key pair (KA , KB )) thus giving a better output
filter. For each candidate quartet we use the key bytes, that were recovered at the previous
step, to compute ∆A1 and thus significantly reduce the number of keys that are proposed by
0 and take the candidate
a quartet. We then rank candidates for the first four columns of KA
that gets the maximal number of votes. Since we do not make key guesses, we expect that the
complexity of this step is smaller than the complexity of the previous step (299.5 ). The right
0 that correspond
quartet also provide information about four more bytes in the right half of KA
5
2 3 1 1
0D
5
0D
5

0
3D
4

0

4

0

Figure 10.6: Gradual key recovery. Digits stand for the steps, ’D’ means difference.
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to the four active S-boxes in round 2. The remaining 8 bytes of KA can be found by exhaustive
search.
Trail details. By ∆Ai we denote the upper trail difference in the internal state after the
S-box layer, and by ∇Ai the same for the lower trail.

10.7

Boomerang attack on the full AES-192

The key schedule of AES-192 has better diffusion, so it is hard to avoid active S-boxes in the
subkeys. We construct a related-key boomerang attack with two sub-trails of 6 rounds each.
The attack is an amplified-boomerang attack because we have to deal with truncated differences
in both the plaintext and the ciphertext, the latter would be expensive to handle in a plain
boomerang attack.

10.7.1

The trail

The trail is depicted in Figure 10.9, and the actual values are listed in Tables 10.6 and 10.7.
The key schedule codeword is depicted in Figure 10.7.
Related keys
E0
Disturbance

Correction

Key schedule

E1

Disturbance

+

Correction

=

Key schedule

+

=

Figure 10.7: AES-192 key schedule codeword.
We define the relation between four keys similarly to the attack on AES-256. Assume we
1 and apply the
are given a key KA , which the attacker tries to find. We compute its subkey KA
1
1
difference ∆K to get the subkey KB , from which the key KB is computed. Then we compute
4 and K 4 and apply the difference ∇K 4 to them. We get subkeys K 4 and K 4 ,
the subkeys KA
B
C
D
from which the keys KC and KD are computed.
Now we prove that keys KA , KB , KC , and KD form a quartet, i.e. the subkeys of KC
l = ∆K l , l = 1, 2, 3. The only active S-box is positioned
and KD satisfy the equations KCl ⊕ KD
3
4
3 . However, this S-box gets the same pair of inputs in
between K and K , whose input is k0,5
3 from ∆K 4 ,
both key pairs (see the “Feistel switch” in Sec. 10.5.2). Indeed, if we compute ∇k0,5
3
then it is equal to ∆k0,5 = 0x01. Therefore, if the active S-box gets as input α and α ⊕ 1 in
KA and KB , respectively, then it gets a ⊕ 1 and a in KC and KD , respectively. As a result,
3 = ∆K 3 , the further propagation is linear, so the four keys form a quartet.
KC3 ⊕ KD
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Due to a slow diffusion in the backward direction, we can compute some values in ∇K l
l for K we can partly compute K , K and K ,
even for small l (Table 10.7). Hence given ki,j
A
B
C
D
which provides additional filtration in the attack.
Internal state
c
c c
c
c c c
c c c

The plaintext difference is specified in 10 bytes
, the difference in the other six bytes not
restricted. The three active S-boxes in rounds 2–4 are passed with probability 2−6 each. In
round 6 (the switching round) we ask for the fixed difference only in a60,2 , the other two S-boxes
can output any difference such that it is the same as in the second related-key pair. Therefore,
the amplified probability of round 6 equals to 2−6−2 · 3.5 = 2−13 . We switch between the two
trails before the key addition in round 6 in all bytes except b60,2 , where we switch after the S-box
application in round 7 (the Ladder switch). This trick allows us not to take into account the
only active S-box in the lower trail in round 7. The overall probability of the rounds 3–6 is
2−3 · 6−13 = 2−31 .
The lower trail has 8 active S-boxes in rounds 8–12. Only the first four active S-boxes
are restricted in the output difference, which gives us probability 2−24 for the lower trail. The
ciphertext difference is fully specified in the middle two rows, and has 35 bits of entropy in the
other bytes. More precisely, each ∇c0,∗ is taken from a set of size 27 , and all the ∇c3,∗ should be
the same on both sides of the boomerang and again should belong to a set of size 27 . Therefore,
the ciphertext difference gives us a 93-bit filter.

10.7.2

The attack
c
c c
c
c c c
c c c

We compose 273 structures of type
with 248 texts each. Then we encrypt all the texts with
the keys KA and KC , and their complements w.r.t. ∆P on KB and KD . We keep all the data
in memory and analyze it with the following procedure:
1. Compose all candidate plaintext pairs for the key pairs (KA , KB ) and (KC , KD ).
2. Compose and store all the candidate quartets of the ciphertexts.
0 , k 0 , and k 0 in K ; k 7 in K and K :
3. For each guess of the subkey bytes: k0,3
A
A
B
2,3
0,5
0,5

(a) Derive values for these bytes in all the keys from the differential trail. Derive the yet
unknown key differences in ∆K 0 and ∇K 8 .

(b) Filter out candidate quartets that contradict ∇K 8 .

(c) Prepare counters for the yet unknown subkey bytes that correspond to active S-boxes
0 , k 0 , k 0 , k 0 — in keys K and
in the first two rounds and in the last round: k0,0
A
0,1
1,2
3,0
8
8
8
8
KC , k0,0 , k0,1 , k0,2 , k0,3 — in keys KA and KB , i.e. 16 bytes in total.

(d) For each candidate quartet derive possible values for these unknown bytes and increase the counters.
(e) Pick the group of 16 subkey bytes with the maximal number of votes.
(f) Try all possible values of the yet unknown 9 key bytes in K 0 and check whether it is
the right key. If not then go to the first step.
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Right quartets. Let us first count the number of right quartets in the data. Evidently, there
exist 2128 pairs of internal states with the difference ∆A2 . The inverse application of 1.5 rounds
maps these pairs into structures that we have defined, with 248 pairs per structure. Therefore,
each structure has 248 pairs that pass 1.5 rounds, and 273 structures have 2121 pairs. Of these
pairs 2(121−31) · 2−128 = 252 right quartets can be composed after the switch in the middle. Of
these quartets 252−2 · 24 = 16 right quartets come out of the last round.
Steps 1–2. The first two steps are the most time-consuming part of the attack. We propose
the following approach based on the ideas of [BDK02] and the fact that pairs of plaintexts in a
right quartet should belong to the same structure:
• Having encrypted the data, group all the ciphertexts into buckets according to the 88-bit
ciphertext filter: fixed differences in the middle rows, equal differences in the last row.
• Prepare a two-dimensional table of plaintexts indexed by the indices of structures and a
key.
• For every pair (CA , CC ) of ciphertexts in a same bucket, that were encrypted under KA
and KC , respectively:
– Check if the pair satisfies the additional 5-bit filter in the differences corresponding
to the active S-boxes, where there are only 27 possibilities per byte.
– If yes, detect structures SA and SC , to which the corresponding plaintexts belong,
and insert the pair in a table into a cell indexed by these structures.
• Repeat the previous step for the keys KB and KD .
• For every pair of structures compose all the possible quartets of plaintexts.
• Put all the quartets into a hash table indexed by the two differences ∇c3,0 .
Every bucket contains 2(121−88) · 2−5 = 261 pairs. The overall number of pairs is 288+61 = 2149
pairs, or 23 pairs for a pair of structures. Therefore, we compose 23 · 2+73 · 2 = 2152 candidate
quartets and then rank them according to ∇c3,0 . We thus get 214 groups of quartets each having
2138 candidate quartets.
Step 3(a-b) (filtering). We apply the ∇K 8 filter and analyze 2138 candidate quartets. We
0 from the guess and ∆a1 from the trail, which gives us an 8-bit filter on p , and
know k0,3
0,3
0,3
0 so for both pairs of plaintexts in each of
a 16-bit filter on the quartets. We also know k2,3
remaining 2122 quartets we compute ∆a12,3 . Since ∆a12,3 is a value in the column that should
collapse to one non-zero byte ∆b10,1 by MixColumns, we derive all the values on its diagonal
0 ,
and ∆b10,1 . Actually, the value of b10,1 can be restricted to two options, since we know k0,1
0
2
1
∆k0,1 , and ∆a0,1 . For a given difference in the plaintext and provided with ∆A there exist 8
0 , k 0 , and k 0 , and the probability that any of them matches the
possible combinations of k0,1
1,2
3,0
two options for a10,1 is 1/16. Therefore, the value of ∆p2,3 restricts the other three differences
on its diagonal by 3 + 4 = 7 bits. One more bit comes from the fact that only half of ∆a10,1 can
be converted into ∆a20,1 . Therefore, we consider only 2122−2 · (7+1) = 2106 quartets.
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Step 3(c-e) (counting). Both pairs of plaintexts in a quartet propose key candidates:
the first pair for KA and the second pair for KB . Each pair proposes one candidate for
0 , k 0 , k 0 ) and the two candidates for k 0 , so we have 210 candidates for 16 key bytes.
(k0,1
1,2 3,0
0,0
The probability that 16 false quartets propose the same key candidate can be upper bounded
by 2116 · 16−128 · 15 = 2−64 .
The overall time complexity is the number of quartets analyzed at Step 3 times the number
7 since we
of the key guesses. Now we point out that we do not have to guess all 8 bits of k0,5
3
·
8+2
·
7
38
need only the output S-box difference. Therefore, we try 2
= 2 key guesses, so the
138+38
176
time complexity of the attack is 2
= 2 , and the data complexity is 2123 .

10.8

Attacks on AES-based hash functions

10.8.1

Pseudo-collisions for AES-256 in the Davies-Meyer mode

The Davies-Meyer mode of blockcipher-based hashing has been proven collision-resistant if
instantiated by an ideal cipher [BRS02]. In this section we show a similar proof in the idealcipher model for the q pseudo-collision resistance, when differences in the IV and the message
(∆I , ∆M ) are fixed. We then show that it is relatively easy to find q pseudo-collisions for AES256 in the Davies-Meyer mode. We also point out that we construct one-block pseudo-collisions
and thus the technique of Joux [Jou04] does not apply here.
def

Our goal is for fixed differences ∆I , ∆M to find many pseudo-collisions for the H E (I, M ) =
EM (I) ⊕ I which is the Davies-Meyer compression function with AES-256 as the underlying
cipher. Here I is the 128-bit IV, and M is a 256-bit message block. A pseudo-collision satisfies
the following equality:
H E (I, M ) = H E (I ⊕ ∆I , M ⊕ ∆M )
Let us rewrite it:

EM (I) ⊕ I = EM ⊕∆M (I ⊕ ∆I ) ⊕ I ⊕ ∆I ⇔ EM (I) ⊕ EM ⊕∆M (I ⊕ ∆I ) = ∆I .
While finding many pseudo-collisions with different ∆I , ∆M can be done using the birthday paradox, the same task for fixed ∆I , ∆M is hard. This problem can be expressed as finding
a solution of
EM1 (P1 ) ⊕ EM1 ⊕∆M (P1 ⊕ ∆I ) = EM2 (P2 ) ⊕ EM2 ⊕∆M (P2 ⊕ ∆I ) = · · · =

= EMq (Pq ) ⊕ EMq ⊕∆M (Pq ⊕ ∆I ) = ∆I , (10.10)

which is harder than finding a differential q-multicollision for EK ( · ), because the ciphertext
difference is unrestricted in (10.1). Therefore, Lemma 1 gives us a lower bound on the complexity
of this attack.
Corollary 1 To construct q pseudo-collisions (10.10) with fixed ∆I , ∆M for an ideal cipher
q−2

n

with an n-bit block an adversary needs at least O(q · 2 q+2 ) queries on average.
Theorem 3 For AES-256 in the Davies-Meyer mode q pseudo-collisions (10.10) can be found
in time q · 267 .
Proof.
Pseudo-collision attack on the Davies-Meyer mode requires the difference in the
plaintext P to be equal to the difference in the ciphertext C. The Davies-Meyer feed-forward
would then cancel this difference. Our differential trail needs only to be slightly modified for
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Figure 10.8: AES-256 E0 and E1 trails. Green ovals show an overlap between the two trails
where the switch happens.
this purpose. The first round of the new trail is shown in Fig. 10.10; the other rounds are the
same.
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∇K 8

SubBytes

ShiftRows
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Figure 10.10: The first round of the differential trail for the attack on AES-256 in the DaviesMeyer mode.
The resulting trail has 41 active S-boxes. The triangulation algorithm covers the same
active S-boxes as in the proof of Theorem 2 and outputs 18 free variables. The complexity is
thus the same.
Corollary 2 AES-256 in the Davies-Meyer hashing mode leads to an insecure hash function.
i

Plaintext
01 01 01 01
00 00 00 00
0
00 00 00 00
00 00 00 00
i After SB
After MC
30 0f 44 b0 65 00 2b 00
7c b5 93 08 1f 2c 1f 00
1
78 d6 c2 57 1f 00 e2 00
e7 c3 29 03 21 00 21 33

Subkey
0e 0f 0e
07 07 07
07 07 07
09 09 09
Subkey
i After SB
37 00 37 00
1b 00 07 00
1f 00 1f 00
00 12 00 00
2
1f 00 1f 00
00 00 1a 00
21 00 21 00
00 00 00 16
0f
07
07
09

Ciphertext
01 01 01 01
00 00 00 00
00 00 00 00
00 00 00 00
After MC
0c 00 0e 00
07 00 07 00
07 00 07 00
09 00 09 00

0f
07
07
09

Subkey
01 0e 00
00 07 00
00 07 00
00 09 00

Table 10.2: Davies-Meyer trail for AES-256 (the first two rounds)

10.8.2

Collisions and preimages for wide-block Rijndael

In this section we analyze wide-block versions of Rijndael and hash functions built on them.
AES-256 in the Davies-Meyer mode would be a weak function anyway, since a collision bruteforce search would require only 264 operations. That’s why we investigated properties of hash
functions built on a larger internal state, e.g. 160 bits.
The size of a message block to be hashed should be also increased in order to achieve
better performance. However, there should be a tradeoff between the message length and the
number of rounds. A simple solution is to take the message block equal to 2 internal blocks (320
bits). The 14-round Rijndael-based construction gives us performance comparable to SHA-1.
We will concentrate on this set of parameters though other ones will be also pointed out.
We found a 12-round trail (Figure 10.11) which has 50 active S-boxes (44 in the SubBytes transformations and 6 in the KeySchedule). However, most of the active S-boxes are in the upper
part of the trail, which allows us to use the algorithm.
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We build two trails: for 12 rounds and for 7 rounds. We use a local collision illustrated
in Figure 10.1 as a base for both of them. Following the same principle as in the other attacks,
we build a 7-round trail with only 9 active S-boxes (Figure 10.12). In order to build a longer
trail we swap the left and the right halves of the message block and use some ad-hoc tricks in
the first rounds. As a result, we obtain 12-round trail with 50 active S-boxes (Figure 10.11).
320/160. 5 rounds. The simplest challenge is to build a 5-round collision for the
Rijndael-based hash with 320-bit message block and 160-bit internal state. The trail is derived
by removing the first two rounds from the 7-round trail (Figure 10.12). There are 5 active Sboxes, which fix 5 of the 320 internal variables, and 225 equations in total.
The matrix is easily triangulated (Figure 9.2). We obtain 55 free variables. Any assignment of those variables and 5 fixed S-box inputs fully determine the IV and the message.
320/160. 7 rounds. The trail in Figure 10.12 is a 7-round collision trail with 9 active
S-boxes. Although the triangulation algorithm can not be directly applied to the resulting
matrix, we can run it for the first 5 rounds, which contain 8 of 9 active S-boxes. Since we have
several free variables we are able to generate many colliding pairs. About one of 27 pairs satisfy
the condition on the one remaining active S-box so we repeat the last step of the algorithm 27
times and obtain a 7-round collision.
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Figure 10.11: 12-round differential trail for the Rijndael-based compression function with the
320-bit message block and the 160-bit internal state (Rijndael-hash 320/160).
320/160. 12 rounds. A 12-round trail is presented in Figure 10.11. We swap the left
and the right halves of the message block and use some ad-hoc tricks in the first rounds. As
a result, we obtain a 12-round trail with 50 active S-boxes with only 6 of them in KeySchedule transformations.
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The trail is too long to be processed by the triangulation algorithm directly. Instead we fix
not all S-box inputs. More precisely, we fix the 6 variables that enter the active S-boxes in the
first three KeySchedule transformations (actually all active S-boxes in the message scheduling)
and the 35 variables that are the outputs of active S-boxes in first 4 rounds. There are 9
active S-boxes left unfixed. We have 11 free variables and generate 27∗9 = 263 colliding pairs so
that one of them pass through those 9 S-boxes and gives the 12-round collision. The resulting
complexity is 263 compression function calls.
Fixed IV. So far we considered that the IV is constant but can be freely chosen, mainly
because we do not attack an already existing standard or a particular proposal. Nevertheless,
compression functions with a similar structure, which may be designed later, would require an
attack with the fixed IV.
The algorithm described before may be easily adapted to this case. We just mark all the
input variables in the trail as pre-fixed, which is equivalent to just the removal of the corresponding columns from the matrix of dependencies. The number of equations is not changed so
the probability of successful triangulation can only decrease, not increase. This is the case: now
we are not able to reduce the matrix for the 5-round trail, but for the 3-round one we can still
do this. This fact does not imply that the 3-round collisions is the maximum achieved level.
Actually we just bypass the next two rounds with some probability. If the number of active
S-boxes in the trail after these 3 rounds is not large, this probability may still be reasonable.
For example, we can use the trail for 7-rounds collision and process by the algorithm only
first three rounds. Then we have to bypass through 3 active S-boxes, which requires about 221
evaluations of the compression function and can be done in real time.
512/256. If we just increase the hash length keeping the message/hash ratio we actually
get a much weaker compression function.
For example, a differential trail for 13 rounds with no active S-boxes in the message
scheduling can be easily built from the trail in Figure 10.12. The matrix triangulation algorithm works for 7 rounds, and a 13-round collision can be found after 235 computations of the
compression function, which is substantially faster than the birthday attack.
Second preimage attack
320/160. Here we assume that the message is fixed, the IV is constant but not fixed and we
have to find a message such that it produces the same hash value as the first one. Our goal
is to obtain a second preimage faster than for 2160 calls. We just take any trail such that the
conditions on the message variables do not confuse with the pre-fixed values. For example, the
7-round trail (Figure 10.12) do not impose such restrictions on message variables.
We mark all the message variables as fixed and run the triangulation algorithm on first
three rounds. We obtain 60 − 40 − 6 = 14 variables that can be assigned randomly. We generate
221 pairs (IV, second message) so that one of them passes the three other active S-boxes in
rounds 4-7. The resulting complexity of the second-preimage search is about 221 compression
function calls.
Although we have a longer collision trail (Figure 10.11), it can not be used because the
number of active S-boxes is bigger than the number of the degrees of freedom.

Security in other hash modes
We expect that similar results can be shown for similar blockcipher-based constructions which
are provably secure in the ideal-cipher model [BRS02].
However, those schemes are of less practical interest due to a short output (128 bits) if
being instantiated with AES. The double block length (DBL) hash functions [BRS02] are more
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Figure 10.12: 7-round differential trail for Rijndael-hash 320/160.
practical constructions. The famous examples are MDC-2, MDC-4, Abreast-DM, TandemDM [MM88, CPM+ 90, LM92], for which the security proof has been a separate challenging
task [Ste07a, FGL09, LK09]. So far we do not know how our results can be carried on to these
modes instantiated with AES-256, and expect it to be a separate non-trivial task.

10.9

Summary of weaknesses

Here we summarize the properties of Rijndael that allow us to attack Rijndael-based primitives.
Let us first look at the Rijndael key schedule ((A.1), (A.2)). The weakness that we
exploited is a non-symmetric diffusion. More precisely, one byte in block i affects only two or
three bytes in block i − 1. Furthermore, one can build a trail in a key schedule without active
S-boxes for NK−4 schedule rounds. Full diffusion in key schedule may take up to 4*NK schedule
rounds if we consider one-byte difference in a corner byte and proceed backwards.
Even active S-boxes in a trail give some additional power to an adversary. Due to the
differential properties of the Rijndael S-box non-zero difference ∆a can be converted to any
of about 127 differences ∆b; only half of differences can not be reached. The exact value of the
output difference is guaranteed by the value of the S-box input variable.
The derivation of unknown internal variables from the known ones is also easier than that
in the bit-oriented hash functions such as the SHA-family. In Rijndael if we know two of three
variables in the bitwise addition or four of eight in MixColumns then we can uniquely determine
the other variables. We would not be able to do this if we had equations of type x1 x2 = x3 . So
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Table 10.3: Differential trail for finding multicollisions in AES-256
i
0
i
1

3

5

7

9

11

13

Plaintext
00 00 00 00
00 00 00 00
00 00 00 00
00 00 00 00
After SB
After MC
30 5c e1 b0 65 00 02 00
7c b5 ed 72 1f 25 1f 00
a6 d6 c2 16 1f 00 e2 00
82 eb 29 03 21 00 21 33
1f 1f 00 00 3e 3e 00 00
00 00 00 00 1f 1f 00 00
00 00 00 00 1f 1f 00 00
00 00 00 00 21 21 00 00
1f 00 00 00 3e 00 00 00
00 00 00 00 1f 00 00 00
00 00 00 00 1f 00 00 00
00 00 00 00 21 00 00 00
1f 1f 1f 1f 3e 3e 3e 3e
00 00 00 00 1f 1f 1f 1f
00 00 00 00 1f 1f 1f 1f
00 00 00 00 21 21 21 21
1f 00 1f 00 3e 00 3e 00
00 00 00 00 1f 00 1f 00
00 00 00 00 1f 00 1f 00
00 00 00 00 21 00 21 00
1f 1f 00 00 3e 3e 00 00
00 00 00 00 1f 1f 00 00
00 00 00 00 1f 1f 00 00
00 00 00 00 21 21 00 00
1f 00 00 00 3e 00 00 00
00 00 00 00 1f 00 00 00
00 00 00 00 1f 00 00 00
00 00 00 00 21 00 00 00

Subkey
0e 0f 0e
07 07 07
07 07 07
09 09 09
Subkey
37 00 37 00
1f 00 1f 00
1f 00 1f 00
21 00 21 00
37 37 00 00
1f 1f 00 00
1f 1f 00 00
21 21 00 00
37 00 00 00
1f 00 00 00
1f 00 00 00
21 00 00 00
3e 3e 3e 3e
1f 1f 1f 1f
1f 1f 1f 1f
21 21 21 21
3e 00 3e 00
1f 00 1f 00
1f 00 1f 00
21 00 21 00
3e 3e 00 00
1f 1f 00 00
1f 1f 00 00
21 21 00 00
3e 00 00 00
1f 00 00 00
1f 00 00 00
21 00 00 00
0f
07
07
09

i
2

4

6

8

10

12

14

Ciphertext
01 01 01 01
00 00 00 00
00 00 00 00
00 00 00 00
After SB
After MC
1b 00 07 00 0c 00 0e 00
00 12 00 00 07 00 07 00
00 00 1a 00 07 00 07 00
00 00 00 16 09 00 09 00
07 07 00 00 0e 0e 00 00
00 00 00 00 07 07 00 00
00 00 00 00 07 07 00 00
00 00 00 00 09 09 00 00
07 00 00 00 0e 00 00 00
00 00 00 00 07 00 00 00
00 00 00 00 07 00 00 00
00 00 00 00 09 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00
00 00 00 00 00 00 00 00

0f
07
07
09
0f
07
07
09
0f
07
07
09
01
00
00
00
01
00
00
00
01
00
00
00
01
00
00
00

Subkey
01 0e 00
00 07 00
00 07 00
00 09 00
0e 00 00
07 00 00
07 00 00
09 00 00
01 01 01
00 00 00
00 00 00
00 00 00
00 01 00
00 00 00
00 00 00
00 00 00
01 00 00
00 00 00
00 00 00
00 00 00
00 00 00
00 00 00
00 00 00
00 00 00
01 01 01
00 00 00
00 00 00
00 00 00

we claim that equations in Rijndael are actually pseudo-linear rather that non-linear. Though
we do not know how to exploit this fact in attacks on Rijndael as a block cipher, it is valuable
if we consider a Rijndael-based compression function.
Finally we note that our attacks are only weakly dependant on some Rijndael parameters
such as actual S-box tables, the MixColumns matrix coefficients and ShiftRows rotation values.
For example, we only need a row that is not rotated by the ShiftRows but it does not matter
matter where it is exactly located.
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Table 10.4: Key schedule difference in the AES-256 trail.
? 00 00 00 3e 3e 3e 3e
? 01 01 01 ? 21 21 21
0
1
? 00 00 00 1f 1f 1f 1f
? 00 00 00 1f 1f 1f 1f
00 00 00 00 3e 00 00 00
00 01 00 00 21 00 00 00
3
4
00 00 00 00 1f 00 00 00
00 00 00 00 1f 00 00 00
? ? ? ? ? ? ? 00
X X X X 1f 1f 1f 00
0
1
? ? ? ? 1f 1f 1f 00
? ? ? ? 21 21 21 00
? 01 01 01 3e 3e 3e 3e
X 00 00 00 1f 1f 1f 1f
3
4
? 00 00 00 1f 1f 1f 1f
? 00 00 00 21 21 21 21
01 00 00 00 3e 00 00 00
00 00 00 00 1f 00 00 00
6
7
00 00 00 00 1f 00 00 00
00 00 00 00 21 00 00 00

∆K i
00 00 00 00 3e
00 01 00 01 21
00 00 00 00 1f
00 00 00 00 1f
00 00 00 00 3e
00 01 01 01 ?
00 00 00 00 1f
00 00 00 00 1f
∇K i
? 01 ? 00 ?
X 00 X 00 1f
? 00 ? 00 1f
? 00 ? 00 21
01 00 01 00 3e
00 00 00 00 1f
00 00 00 00 1f
00 00 00 00 21
01 01 01 01 ?
00 00 00 00 1f
00 00 00 00 1f
00 00 00 00 21

00
00
00
00
3e
?
1f
1f

3e
21
1f
1f
3e
?
1f
1f

00
00 00
00
00 01
2
00
00 00
00
00 00
3e
?
1f
1f

00
01
00
00

00
00
00
00

3e
21
1f
1f

3e
21
1f
1f

00
00
00
00

?
1f
1f
21
00
00
00
00
?
1f
1f
21

00
00
00
00
3e
1f
1f
21
?
1f
1f
21

00
? ? 00 00 ? 00 00 00
00
X X 00 00 1f 00 00 00
2
00
? ? 00 00 1f 00 00 00
00
? ? 00 00 21 00 00 00
00
01 01 00 00 3e 3e 00 00
00
00 00 00 00 1f 1f 00 00
5
00
00 00 00 00 1f 1f 00 00
00
00 00 00 00 21 21 00 00
?
1f
1f
21

Table 10.5: Non-zero internal state differences in the AES-256 trail.

∆P

∆A7

∇A13

? 00 00 00
? 00 00 00
00 00 00 00
? ? ? ?
1f
?
1f
1f
00 1f 00 1f
∆A1
∆A3
∆A5
? 00 ? 00
00 00 ? 00
00 00 00 00
? 00 00 ?
00 00 00 ?
00 00 00 00
00 00 00 00
1f 1f 1f 1f
1f 00 1f 00
00 1f 00 00
00 00 00 00
00 00 00 00
∇A7
∇A9
∇A11
00 00 00 00
00 00 00 00
00 00 00 00
00 00 00 00
00 00 00 00
00 00 00 00
1f 00 00 00
00 00 00 00
00 00 00 00
00 00 00 00
∆C
00 00 00 00
00 00 00 00
00 00 00 00
00 00 00 00
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00
00
00
00
1f
00
00
00

00
1f
00
00
1f
00
00
00

00
1f
00
00
00
00
00
00

00
00
00
00
00
00
00
00

00
00
00
00

Table 10.6: Internal state difference in the AES-192 trail.

∆P

∆A4

∇A6

∇A10

?
1f
1f
?
00
00
00
00
1f
00
00
00
00
00
00
00

?
1f
1f
21
00
00
00
00
1f
00
00
00
00
00
00
00

3e ?
? 1f
1f ?
21 21
00 1f
00 00
00 00
00 00
1f 1f
00 00
00 00
00 00
1f 00
00 00
00 00
00 00

∆A1

∆A5

∇A7

∇A11

1f
00
00
?
00
00
00
00
00
00
00
00
00
00
00
00

?
00
00
00
00
00
00
00
00
00
00
00
00
00
00
00

00
?
00
00
00
00
00
00
1f
00
00
00
00
00
00
00

1f
00
?
00
00
00
00
00
00
00
00
00
00
00
00
00

∆A2

∆A6

∇A8

∇A12

00 1f 00
00 00 00
00 00 00
00 00 00
00 1f 1f
00 00 00
00 00 00
00 00 00
1f 00 00
00 00 00
00 00 00
00 00 00
? ? ?
00 00 00
00 00 00
00 00 00

00
00
00
00
1f
00
00
00
00
00
00
00
?
00
00
00

∆A3

∆A7

∇A9

∆C

00
00
00
00
00
00
00
00
1f
00
00
00
?
1f
1f
?

1f 1f 00
00 00 00
00 00 00
00 00 00
00 00 1f
00 00 00
00 00 00
00 00 00
1f 00 00
00 00 00
00 00 00
00 00 00
? ? ?
1f 1f 1f
1f 1f 1f
? ? ?

Table 10.7: Key schedule difference in the AES-192 trail.

∆K 0

∆K 3

∇K 0

∇K 3

∇K 6

00 3e 3e 3f 3e 01
00 1f 1f 1f 1f 00
00 1f 1f 1f 1f 00
? 21 21 21 21 00
00 3e 00 01 01 01
00 1f 00 00 00 00
00 1f 00 00 00 00
00 21 00 00 00 00
? ? ? 3e 3f 3e
? ? ? 1f 1f 1f
? ? ? 1f 1f 1f
? ? ? ? 21 21
3e 00 01 01 3f 01
1f 00 00 00 1f 00
1f 00 00 00 1f 00
? 00 00 00 21 00
3e 3e 01 00 00 00
1f 1f 00 00 00 00
1f 1f 00 00 00 00
21 21 00 00 00 00

∆K 1

∆K 4

∇K 1

∇K 4

∇K 7

00 3e 00 3f 01 00
00 1f 00 1f 00 00
00 1f 00 1f 00 00
00 21 00 21 00 00
00 3e 3e 3f 3e 3f
00 1f 1f 1f 1f 1f
00 1f 1f 1f 1f 1f
? ? ? ? ? ?
? ? 3f 01 3e 00
? ? 1f 00 1f 00
? ? 1f 00 1f 00
? ? ? 00 21 00
3e 3e 3f 3e 01 00
1f 1f 1f 1f 00 00
1f 1f 1f 1f 00 00
21 21 21 21 00 00
3e 00 01 01 01 01
1f 00 00 00 00 00
1f 00 00 00 00 00
21 00 00 00 00 00
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∆K 2

∇K 2

∇K 5

∇K 8

00
00
00
00

3e
1f
1f
21

3e
1f
1f
21

01
00
00
00

00
00
00
00

00
00
00
00

? 3e 01 00 3e 3e
? 1f 00 00 1f 1f
? 1f 00 00 1f 1f
? ? 00 00 21 21
3e 00 3f 01 00 00
1f 00 1f 00 00 00
1f 00 1f 00 00 00
21 00 21 00 00 00
3e 3e 3f 3e 3f 3e
1f 1f 1f 1f 1f 1f
1f 1f 1f 1f 1f 1f
? ? ? ? ? ?
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This chapter is devoted to the cryptanalysis of hash functions. Most of them are wordoriented stream-based functions, so we extensively use truncated differentials and trail backtracking methods.
We start with the analysis of RadioGatún with linear truncated differentials, providing collision and preimage attacks. Then we introduce a novel method — cryptanalysis
with structures, which leads to a more efficient attack on RadioGatún, and new attacks on
Grindahl and Fugue.
We proceed with detecting nonrandomness behaviour of MD6 and Keccak by solving
the CICO problem. The last section deals with meet-in-the-middle attacks on EnRUPT and
Edon-R.
The attacks with linear truncated differentials and structures were designed in the beginning of 2008, but were published significantly later [Kho08, Kho09a]. The triangulation
algorithm was adapted to the CICO problem in early 2009 [AK09, Kho09b], but these results
have not been published in proceedings.

Introduction
In this chapter we analyze seven hash functions: RadioGatún, Grindahl, Fugue, EnRUPT,
Keccak, MD6, Edon-R. The first three are stream-based, i.e. they process relatively small
message blocks with relatively small round function, and the message block is simply injected to
the internal state. Typical attacks on such functions involve a tricky differential trail [Pey07],
which is, however, treated in a rather simple way: the next message block to be injected is
computed by a simple formulae or just exhaustively tried. Another feature is the extensive use
of truncated differentials due to a byte-oriented structure of the primitives.
We show that better attacks can be mounted if we consider less trivial truncated differentials (Section 11.1). Also, the search for a conforming message pair (so called trail backtracking
process) can be improved if the trail admits to compose execution pairs into structures (Section 11.2).
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Then we investigate the diffusion properties of MD6 and Keccak by solving for them
the CICO problem.

11.1

Linear truncated differentials and RadioGatún

RadioGatún [BDPA06] is a design of hash functions proposed by a group of researchers,
later called the Keccak Team, at the Second Cryptographic Hash Workshop in 2006. Though
having been presented as a so called iterative mangling function it also have much common
with the sponge framework later proposed by the same authors [BDPA07, BDPArg]. Later it
was explicitly stated that RadioGatún is not a sponge function, so it is more correct to put
it to the family of stream-based functions.
The stream-based hash function (as well as the sponge) is an iterative construction, which
is an alternative to the Merkle-Damgård design. The latter approach consists of the iterated
application of the compression function, which gets a message block as the input and assumed to
be collision-resistant. The sponge construction operates on smaller message blocks and a round
function. After a message is fully processed the sponge generates output of infinite length by
just consecutively applying the round function and taking a block in an internal state as a new
output block.
The Keccak Team proved [BDPA07] that the sponge is resistant against collision and
(second-)preimage attacks of complexity lower than the birthday bound assuming that the
round function is a randomly chosen permutation which properties are not exploited by an
adversary. A stream-based hash function operates with a weaker round function, so designers
claim a reduced security level (see the next section for careful explanation).
RadioGatún is a family of hash functions with the size lw of the building block — word
— as a parameter. Although the internal state of the hash function is rather big (58 words), the
performance is quite impressive. For example, RadioGatún with lw = 32, which is claimed to
be as secure as SHA-256, is twice faster [BDPA06]. However, the SHA-3 competitor Keccak,
by the same team, is slower due to increased security level.
This section presents two attacks on RadioGatún: semi-free-start (or chosen IV) collision
search and the second preimage search. First, we describe the RadioGatún hash function
and discuss on the claimed security level: why it is much lower than an intuitive bound with
respect to the size of the internal state. In Section 11.1.1 we investigate the differential-based
collision attacks on RadioGatún using the notion of differential trail. We introduce trails with
truncated differentials of linear form, which are extremely suitable for RadioGatún due to its
slow diffusion.
Then we present collision and second-preimage attacks based on the trails discussed above.
Both attacks use the invertibility of the round function and the abscence of the message scheduling in order to apply the meet-in-the middle approach. Collisions are found in the chosen IV
framework though a bit slower second-preimage attack can be also converted to the collision
search. The complexities of both attacks are in the gap between the claimed security level and
the bound given by the birthday paradox. We also provide some theoretical observations on
the lower bound on the complexities of the attacks which can be maintained with the truncated
differential trails and the meet-in-the-middle approach.
Description.
RadioGatún operates on words of some integer length lw (the parameter is fixed for a concrete
hash function). An internal state of RadioGatún consists of two substates also called belt (B)
and mill (A) of size 39lw and 19lw respectively. The round function treats them differently.
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The belt is updated by a simple linear transformation and fed with 12 words of the mill and
with 3 words of the message block in a linear way. The mill is fed with 3 words of the belt and
3 words of the message block in a linear way and afterwards is updated by a nonlinear function.
The resulting round function is invertible.
Denote the injected block by M = (M1 , M2 , M3 ). Following this notation, the round
function of RadioGatún transforms a state S = (A, B) to a new state S 0 = (A0 , B 0 ) as follows:
Message injection (M ) and shift

• B ←−−−−−−−−−−−−−−−−−−− B;
Message injection (M )

• A ←−−−−−−−−−−−−−− A;
Mill2Belt feedforward (A)

• B 0 ←−−−−−−−−−−−−−−−− B;
Mill function

• A ←−−−−−−−− A;
Belt2Mill feedforward (B 0 )

• A0 ←−−−−−−−−−−−−−−−− A.
The belt is represented as an array of height 3 and width 13. A message block is added
modulo 2 to the column 0: B[i, 0] ← B[i, 0] ⊕ M [i], then the belt is rotated one column to
the right: Anew [i, j] = A[i, j + 1] (here and later all indices are taken modulo 19). The same
message words are added to three words of the mill: A[i + 16] = A[i + 16] ⊕ M [i]. Then 12
words of the mill are added to the belt:
B[i + 1, i mod 3] = B[i + 1, i mod 3] ⊕ A[i], 0 ≤ i ≤ 11;

B 0 = B;

The Mill function is a composition of transformations: ι ◦ θ ◦ π ◦ γ, and the only non-linear
transformation is γ:
γ:
a[i] = A[i] ⊕ A[i + 1]A[i + 2].
Here A[i] denotes the i-th word of A. Let us note that γ is a bitwise transformation.
The π, θ, and ι transformations are defined by the following expressions:
π:

A[i] = a[7i] ≫ i(i + 1)/2;

θ:

a[i] = A[i] ⊕ A[i + 1] ⊕ A[i + 4];

ι:

A[0] = a[0] ⊕ 1;

A[i] = a[i], 1 ≤ i ≤ 18.

Here ≫ stands for rotation.
Security.
The output of RadioGatún can be considered as a pseudorandom generator, which generates
2 words per step. The designers assume that each application will choose its own length of the
hash digest. While for short l-bit outputs the complexity of collision search can be estimated
as 2l/2 RadioGatún calls, this is evidently not for longer ones. As a result, a common security
level should have been defined thus providing an upper bound on the complexity of a particular
attack.
The designers introduced the notion of capacity. The capacity of the ideal iterative mangling function is the size of internal state minus the size of the message block to be injected.
However, since the RadioGatún round function is not ideal, the security level of RadioGatún was indicated by a smaller capacity of 19lw . This means that both collision and secondpreimage attacks are slower than 29.5lw . The best non-trivial attack found by the designers
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Belt

Mill
Message
block
···

···

Mill2Belt

Mill function

...

Belt2Mill

Figure 11.1: One round of RadioGatún.
1
2
4
5
7
8
9
12 13 15 16 17
#{∆i ∈ R} 145 134 116 141 115 122 109 134 132 138 129 106
i

Table 11.1: Distribution of differences in the output of the Mill function.
requires 246lw hash function calls and is substantially slower than the birthday attack, which
requires about 227.5lw hash queries. The internal state contain 58 words, but a 3-word flexibility
is provided by the injection of a message block not used before.
So we conclude that there is a big gap between the birthday bound with respect to the
internal state and the security level. Any attack in this gap, though not breaking the security
level, could be nevertheless interesting because it should point out weaknesses in the internal
transformations.

11.1.1

Truncated differentials and linear space of differences

The key idea is to consider truncated differentials of linear form and exploit the linearity of
transformations in the belt. We take a linear subspace R ⊆ Z2lw of dimension r. Let us also
consider the first round such that the difference is injected by the message block. Let these
injected differences belong to R.
If the Mill function provided an ideal diffusion then the probability that the difference
in any word of the mill after applying the Mill function belongs to R would be about 2r−lw .
However, words 0, 3, 6, 10, 11, 14 and 18 of the mill are not affected by the message injection, so
there will be zero difference in them after the first round. Thus 8 of the 12 mill words that are
feedforwarded to the belt are affected by the message injection. The difference in them is not
randomly distributed but one can find R such that the R-difference appears with probability
2r−lw . The inverse of the Mill function provides the diffusion close to uniform.
An example of R for RadioGatún-8 might be the following space: R = {b7 b6 . . . b1 b0 b7 =
b6 = b5 = 0}. Let A and A0 be random mills such that A[16] ⊕ A0 [16], A[17] ⊕ A0 [17], and
A[18] ⊕ A0 [18] belong to R. Apply the Mill function to both mills and compute the difference
∆A = {∆0 , ∆1 , . . . , ∆18 }. We made 1000 experiments and observed that the probability that
∆i ∈ R is close to 1/8 = 125/1000 (see Table 11.1).
Thus we assume that 8 words enter the Mill2Belt feedforward with the difference from
R with probability 28(r−lw ) . One of these differences is added to the difference imposed by the
message injection. Since any linear space is closed under addition, all 10 non-zero differences
(8 from the mill and 2 from the message injection) in the belt belong to R (see also Table 11.2,
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round 1). We assume the independency of the separate events, which seems to be the case for
non-trivial R and quite big (> 7) n.
Now we describe how this idea can be used in attacks.

11.1.2

Collision search

In this section we show how to find a state S and the two different messages m and m0 that
convert S to the same state. Following the notation from [BDPA07] there exist two paths p 6= q
from one state to another one, which gives a emphsemi-free-start collision attack [MvOV96]. In
other words, we build a collision for messages with a chosen IV. Although the IV is fixed to 0 in
RadioGatún, the IV that we get in the attack can be any intermediate internal state, which
makes the attack interesting.
First we describe a simplified version of the attack, and then introduce several tricks,
which lead to a full attack. We apply the meet-in-the-middle approach, because the initial state
can be arbitrarily chosen, there is no message schedule, and the round function is invertible. As
a result, we can start with a final state and step back.

Pair of states
···
5 rounds

Birthday space
Point in
the birthday space:
mills are equal,
belt differences are equal

4 rounds
···

Figure 11.2: Outline of the meet-in-the-middle collision search.
We start from a set of arbitrary chosen pairs of identical states. We vary injected message
blocks during 5 rounds and difference in them and thus get set S1 of pairs. 5 rounds are required
to fill 38 of 39 belt words with differences. The sixth message injection fills the last belt word.
We also start from another set of arbitrary chosen pairs of identical states and step backwards
for 4 rounds varying message blocks and difference in them as well. As a result, we get set S2 of
pairs. If a pair belongs to both sets then we obtain a collision. The complexity of this approach
is about 258lw hash function queries. This process is briefly illustrated in Figure 11.2.
The differential trail is described in Table 11.2. It covers 9.5 rounds (after the 10th
message injection all the words have zero difference).
In order to compare this approach with the birthday attack we introduce the notion of
the birthday space. Assume that in order to get a collision we need to obtain two states that fit
a particular relation (in the simplest case — two equal states). Then each class of equivalency
is a point in the birthday space. The complexity of an attack that uses a birthday paradox is
thus the square root of the size of the birthday space. If an adversary seeks an internal collision
using the birthday paradox, the coincidence of all the words is not necessary. Since there is no
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Round

2

Mill
1, 2, 4, 5, 7, 8,
9, 12, 13, 15,
16, 17
All

3

All

4
5
6
7

All
All
All
All

8

All

9

12–18

1

Words with differences
Belt
[1,0], [1,1], [1,2]

[1,0], [1,1], [1,2], [2,0], [2,1], [2,2], [4,2], [5,1],
[7,2], [8,1], [9,0], [12,0]
[0,0], [1,0], [1,1], [1,2], [2,0], [2,1], [2,2], [3,0],
[3,1], [3,2], [4,2], [5,1], [5,2], [6,0], [6,1], [7,2],
[8,1], [8,2], [9,0], [9,1], [10,0], [10,2], [11,1], [12,0]
All except [0,1], [0,2], [6,0], [9,0]
All except [0,2]
All
All except [1,2], [2,1], [3,0], [4,2], [5,1], [6,0],
[7,2], [8,1], [9,0], [10,2]
[0,0], [0,1] ,[0,2], [1,1], [2,0], [3,2], [4,1], [5,0],
[6,2], [7,1], [8,0], [9,2], [10,1], [11,0], [12,0], [12,1],
[12,2]
[0,0], [0,1], [0,2]

Table 11.2: Full trail. Words with differences after the round function is applied
round

···

Mill
belt2mill
feedforward

Belt

···

Figure 11.3: Scheme of the belt recovery.

message scheduling, and each message block can be chosen independently, it is enough to obtain
two states colliding in all words not affected by the message injection and in three more words,
which are the sums of words affected by the corresponding message words. Thus we have the
birthday space of dimension 55lw , and the complexity of the birthday attack is 227.5lw , which is
smaller than our naive meet-in-the-middle attack, where the dimension of the birthday space is
2 ∗ 19lw + 2 ∗ 39lw = 116lw .
Next we show that pairs may not completely coincide. First we relax restrictions on the
belt and show that the equality of the difference in the belt is enough.
Proposition 3 The belt-to-mill feedforward in n ≤ 13 consecutive rounds can be considered as
injection of n independently chosen 3-word blocks.
Proof. Indeed, one can recover the belt from any n ≤ 13 3-word blocks without contradiction.
This can be proved by the following observation. Let us derive the values of the belt words
consecutively while iterating one round after another. At each step we derive 3 more known
words and use the known message and mill values to carry out the known values to the next
116

step. Due to slow rotation new values cover consecutive columns in the belt. This process is
briefly illustrated in Figure 11.3.
Formally, denote the belt in the beginning of the trail by B and in the end by B 0 . It is
easy to see that belt words are not mixed with each other, only message and mill words are
added. Thus B 0 [i, j] = B[i − n, j] + f (i, j) where n is the trail length and f is a function of
the message and the mills. The belt words that are feedforwarded to the mill are derived from
distinct B words. Thus giving any set of feedforward blocks, the mill values and message blocks
one can recover the original B without contradiction.
Let us return to the 9-round trail. If a state from S1 and a state from S2 coincide in the
mill and in the difference in the belt then the corresponding parts of the trail can be combined
into one trail. At the same time, 27 words of the initial belt are recovered. The other 12 words
can be assigned randomly. The dimension of the birthday space is 2 ∗ 19lw + 39lw = 77lw so the
complexity of the second version of the attack is about 238.5lw .
Linear truncated differentials. In order to reduce the birthday space we impose restrictions
on the differences that are fed to the belt. We choose integer r ≤ lw (the exact value of r will be
defined later) and a linear space R ⊂ Z2lw of dimension r that fits the assumptions of uniformity
(see section 11.1.1). In order to obtain a desired difference we vary the injected messages. We
choose the first message block in the pair randomly thus having 3lw degrees of freedom. The
second message should have the R-difference with the first one so we have 3r more degrees of
freedom. Thus the probability that we find the words to be injected such that a given pair pass
through the next round with R-restriction is 28r−8lw +3r+3lw = 211r−5lw (if this value exceeds 1
then we just obtain more pairs).
The latter value can be also considered as a multiplier c such that if N pairs enter the
round then c · N pairs with R-difference can be obtained from them after one iteration.
We need 5 rounds and one more message injection to fill the 39 words of the belt (we
use the trail presented in Table 11.2) with R-differences. Let (A, B) denote the internal state
as a pair of the mill and the belt in the beginning of sixth round. We also require that the
12 words of A that are feeded to the belt in the sixth round should also have R-difference
(this is arranged by the message injection in rounds 4 and 5). To sum up, we need 56 Rdifference words in the mills during five rounds while the freedom provided by injections is
5 ∗ (3r + 3lw ) = 15r + 15lw . Additionally, we randomly choose the words that are feedforwarded
from the belt (see Proposition 3) in rounds 1-4 thus having 12lw more degrees of freedom. As
a result, if we start with 2n1 pairs then 2n1 +15r+27lw +56r−56lw = 2n1 +71r−29lw pairs pass through
five rounds.
Now we consider the second part of the trail and proceed back from the aero-difference
state. Only 3 message injections are needed to fill the belt with R-differences. However, the
difference in the mill would coincide with the difference in the 12 words of the belt. We add
one more round. Thus 48 words with R-difference should be obtained during the process. The
multiplier is
24∗(12r−12lw +3r+3lw +3lw ) = 260r−24lw .
Finally, let us calculate the dimension of the birthday space. Recall that we need that
pairs should coincide in the value of the mill, in the difference of the mill, and in the difference of
the belt. The dimension of the resulting birthday space is 19lw + (12r + 7lw ) + 39r = 51r + 26lw .
However, we have not used the freedom that is provided by the message injection in round 6
and the bell-to-mill feedforward in round 5 yet. This freedom allows us to further relax the
restriction on the coincidence of pairs: we do not care of values of the mill in 6 words and of 3
word differences. Finally, the resulting birthday space is of dimension 20lw + 48r.
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Now we compute r such that the number of pairs throughout the attack is minimal.
Let us denote by 2n1 and 2n2 the number of pairs that we start with from the first round
and from the last round, respectively. Then the number of pairs and the complexity of the
attack is bounded by max(2n1 , 2n1 +71r−29lw , 2n2 , 2n2 +60r−24lw ). The second requirement is that
the number of pairs in the middle round should be enough to perform the birthday attack:
(n1 + 71r − 29lw ) + (n2 + 60r − 24lw ) = 20lw + 48r. The best solution is provided by the r equal
to 0.4lw . This implies the equation n1 + n2 = 39.8lw . The resulting complexity is 219.9lw . We
assume that the search for appropriate message blocks and belt words is of negligible cost and
can be maintained with a lookup table.
After relaxation

Before relaxation
R

*
R

*

R

*
R

*

R

R

R

— R-difference

*

— arbitrary difference

Figure 11.4: Idea of the relaxation.

Relaxation. Further we note that several words in the belt are updated by the mill words
twice during the first 5 rounds. Since we need R-difference only in the middle state, arbitrary
difference can be injected at the first time and later converted to the R-difference. As before,
we expect the probability of getting an R-difference as 2r−lw . After this relaxation we have no
restrictions on the difference in the message injection in the first round (the idea is illustrated
in Figure 11.4). Furthermore, we have no restrictions on the mill difference in the first round.
The only difference that should be maintained by the first injection is the difference in 3 mill
words after round 2.
Following this approach we obtain probability 248r−6lw for a random pair to come out of
the first part of the trail. The probability for the second part of the trail (reverse process) is
248r−12lw . However, the number of pairs is no longer a monotonic function of the round number,
so we adjust the value of r in order to keep the number of considered pairs minimal during the
attack. The resulting complexity is about 218lw hash function queries with r = 4/13lw and the
birthday space of dimension 48r + 20lw ≈ 34lw . The number of pairs after every round is given
in Table 11.3.
Strengthening. The fact that the number of pairs is not a monotonic function of the round
number means that degrees of freedom are not properly used. Here we notice that after relaxation most words with R-differences are not added to each other so we can omit the restriction
on linearity. One may consider a group of differences (instead of a linear space) of arbitrary
size between 1 and 2lw .
In order to flatten the function of the number of pairs we consider particular words in the
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Round
0
1
2
3
4
5
Round
10
9
8
7
6

Degrees of freedom
6lw
9lw
9lw
9lw
9lw
Degrees of freedom
9lw
9lw
9lw
9lw

Word conditions
3
10
11
13
13
Word conditions
10
10
13
15

Number of
pairs (log2 )
12.5lw
14.5lw
16.6lw
18lw
18lw
18lw
Number of
pairs (log2 )
13.8lw
15.9lw
18lw
18lw
16lw

Table 11.3: The complexity of the collision search after the relaxation (r = 4/13lw ).

mill and strengthen the restriction on differences in them taking another space R for a particular
word. As a result, we deal with several different R’s, each with its own size.
The benefit is given as follows. Suppose we work with a two-round trail. The number of
pairs is N before the first round, 2l N (l > 0) before the second round, and N after the second
round. Then the the overall complexity is bigger than both the initial and end values and is
equal to 2l N . If we follow the idea of strengthening and add l more conditions on the difference
after the first round (and in the end) then the number of pairs is reduced to N after the first
round and to N
in the middle. The dimension of the middle space is also decreased by l. In
2l
order to maintain the birthday attack we must increase the initial number of pairs from N to
N 2l/2 . The complexity of the attack is thus reduced to N 2l/2 .
Theoretical lower bound. One may ask the question what the smallest complexity is that
we can achieve following the ideas of linear differences, relaxation and strengthening. Let us
recall that the dimension of the middle space without restrictions on differences is 77lw . If we
impose P linear restrictions on differences then the dimension will be 77lw − P . On the other
hand, we have 51lw degrees of freedom (provided by 6 message blocks and belt2mill feedforward
blocks) to compensate the restrictions. Thus the multiplier of the first part of the trail is 251lw −P .
The lowest complexity is achieved if the multiplier is equal to 1, so we obtain P = 51lw and the
dimension of the middle space is 26lw . The number of pairs required by the birthday attack is
213lw which is the lower bound.

11.1.3

Second preimage search

The idea of the second-preimage attack is similar to a simple collision one. While we looked
for collisions with arbitrary pairs, in the second-preimage attack the first element of every pair
is fixed and is equal to the original internal state. We pull a number of states through the
iteration process from both ends and look for the coincidence in the middle round. We vary
injected messages in order to obtain R-differences in the middle round. The trail is similar to
that is given in Table 11.2, but the zero differences are now arbitrary differences.
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Let us consider 10 rounds of the hash iteration to which we want to find a second preimage
(called below the original iteration). Where these rounds should be located will be discussed
later. Denote the internal states of the original iteration in the beginning of 11 consecutive
rounds: I0 , I1 , . . . , I10 . Suppose we also have N1 states (the exact value will be also defined
later) that are resulted from iteration of the original zero state with some random message.
Then we consider N1 differences between these states and the state I0 as the first difference in
the 10-round trail, which is obtained from the trail in Table 11.2 by adding one more round
in the beginning and replacing zero differences with arbitrary differences. Next for each of N1
states we look for the 6-block messages that provide an R-difference state in the middle round
(a state that has an R-difference in every word with the state I6 ). As a result, we obtain a set
S1 of internal states. See also Figure 11.5 as an illustration.
Original
iteration
Initial
state
···

···
···

···
Middle
round

R-difference

Collision search

···

···

···

···

Figure 11.5: Outline of the second preimage search.
Similarly, suppose we have N2 states that are resulted from reverse iteration of the last
internal state of the original iteration. We treat them in the similar way and look for the 4-block
messages that provide an R-difference state in the middle round. Thus we obtain a set S2 of
internal states. Then we look for a state that is presented in both sets. Such a state implies a
parallel iteration, which gives the same hash value.
Now let us estimate what are N1 , N2 and the complexity of the attack. The injection
in round 0 controls 4 mill words in the end of round 1 such that the resulting difference belong to R. The injections in rounds 1-4 control 12 words and the last one control 8 words.
Thus the probability that a state can be pulled to the middle state with R-differences is
2(4+12∗4+8)(r−lw )+3∗6r = 278r−60lw . The same idea holds for reverse steps. We start with N2
states and the proportion 24∗(12r−12lw +3r) = 260r−48lw of them comes out of the iteration.
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The dimension of the birthday space in the beginning of 6-th round is 7lw + 51r (12 words
of the mill and all the words of the belt must have R-difference, and the other 7 mill words
may have arbitrary difference). Given 3r more degrees of freedom from the message injection
in round 6 we derive that 23.5lw +24r internal states are required to perform the birthday attack.
The optimal complexity is given by the r = 0.8lw that converts the multiplier 260r−48lw
to one. Thus we derive
N1 = 23.5lw +24r+60lw −78r = 220.3lw ;

N2 = 23.5lw +24r+48lw −60r = 222.7lw .

If we follow the method of relaxation and strengthening as described in Section 11.1.2
then the complexity about 220lw could be achieved. This is actually the lower bound for these
meet-in the middle attacks with 10-round trails, which can be checked following the method in
Section 11.1.2.

11.1.4

Implementation of attacks

Though optimal r might be non-integer, we can take concrete values just to check whether our
approach works in real life. Due to high complexity of the attack even with small number bits
in a word we can not perform the attack as a whole but we tested the RadioGatún round
function on different spaces R and encountered good distribution of differences in the output
(see Table 11.1), especially in reverse steps. We also checked that values in the belt words
and message blocks to be injected can be chosen such that the desired differences appear in
the output of the non-linear function. Thus we substantiated the main assumptions made
throughout the description of the attack.
One may also argue that RadioGatún with reduced number of words in the belt and
in the mill may be considered as an easier object for the attack. However, the reduced round
function and its inverse do not provide good differential characteristics (close to random) anymore. We checked this for the internal state that is reduced threefold. This (non-uniformity) is
also the case with small lw (the number of bits in a word), which makes our attack inefficient.
We also note that the attack becomes trivial for RadioGatún-1 since there are only two
options for R, and both of them give high complexity.
Attack
Free-start collisions

Type
Time Complexity
Origin
19.9l
w
R-difference
2
Section 11.1.2
18l
w
After relaxation
2
Section 11.1.2
18l
w
Collisions
2
Section 11.2.5
Symmetric trails
246lw
[BDPA06]
27.5l
w
Birthday
2
27.5l
w
Birthday
2
22.7l
w
Second preimage search
R-differences
2
Section 11.1.3
After relaxation
∼ 220lw
Section 11.1.3∗
∗ – hypothetical.
Table 11.4: Summary of attacks on RadioGatún.

11.2

Structures in the attacks on hash functions

In this section we investigate another tool from block cipher cryptanalysis: structures. A
structure is originally a set of plaintexts that pairwise have some property (e.g., zero difference
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in particular bytes). Since the number of pairs with desired properties in a structure is much
larger than the structure size, such constructions are widely used in order to save memory and
time in attacks on block ciphers [BS93, DKR97].
Intuitively, structures can be used in attacks on the hash functions built on block ciphers [PGV93]. However, we are aware of only one such attack: a recent attack on Snefru [Bih08], though Snefru does not directly fit the constructions from [PGV93].
We have found that structures are especially useful in attacks on stream-based hash
functions, where parts of a message can independently be controlled. We analyze the hash
functions Grindahl and Fugue. For Grindahl-256, we improve the best known attack by
Peyrin [Pey07], while for Grindahl-512 this paper presents the first known collision attack.
The hash function Fugue [HHJ08] is a strengthened successor to Grindahl, so we did not
manage to break its security claims. However, our attack is substantially faster than a trivial
internal-collision attack.
This section is organized as follows. First we briefly explain how the use of structures
reduce the cost of collision search. Then we investigate how structures follow the differential
trail and collapse to pairs in some step (Section 11.2.1) so that the standard differential approach
can be applied afterwards. We also estimate the time and memory complexities of the attack.
Then we attack Grindahl, Fugue, and RadioGatún with structures. The number of
computations required ro find a collision for Grindahl-256 is reduced compared to the attack
by Peyrin [Pey07]. We also present the first collision attack on Grindahl-512 and the first
external analysis of Fugue .

11.2.1

Idea in brief

In many attacks on compression functions a cryptanalyst deals with a set of pairs that are to
follow a particular differential trail. Here the trail is a sequence of differences in the internal
state of the hash function. (see [BDPA06] for a more formal approach). At some steps an
adversary may vary a message part to be injected thus increasing the number of pairs that
follow the trail (the attack by De Canniére and Rechberger on SHA-1 [CR06] is an example). If
there is not enough freedom to satisfy round conditions, the number of candidate pairs tends to
decrease. We show that this effect can be postponed if a differential trail allows to incorporate
pairs into structures.
In order to distinguish the approach when a cryptanalytic deals with pairs from our
approach we call the former one the standard differential attack. It is also known as the trail
backtracking [BDPA06]. Our attack is later called the structural approach, or the structural
attack.
Now assume that the trail deals with truncated differentials, and the possible differences
form a linear space R of differences. Then if a pair of states (S1 , S2 ) fits the trail, and a pair
(S2 , S3 ) fits the trail, then the pair (S1 , S3 ) fits the trail too. Such a group of states is called a
structure.
Suppose at some step a structure of size Q enters the round with probability P . Then
every state Si will have a desired difference with P Q other states thus composing a smaller
structure. Therefore the initial structure splits into 1/P smaller structures. If the structure
collapses into separate pairs then the differential attack is launched.
Suppose there is now freedom from the message injection, i.e., for a pair of messages
(M, M 0 ) there are V possibilities for M and D more possibilities for M 0 (V D pairs at all). So
if a round differential has probability P then of T pairs about V · D · P · T pairs survive. See
Figure 11.6 for the outline of the situation.
When we work with structures, the value of the injected message can be chosen freely
only for the first state of a new structure, or the leader state; the messages injected to the other
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states should have a desired difference with a first one. Consequently, the message freedom
results in structures of size ≈ D · P · Q. The number of states remains the same; however, it
can be increased if we take other states as leading ones.

Figure 11.6: Comparative view on the structural and the differential approaches. F is a round
function. In the first case the number of states remains stable till structures collapse to pairs
(middle round ).

Analysis of structure fission
In order to benefit from the number of pairs in a structure an adversary should keep the size of
the structure as big as possible. Let us estimate the size as a function of the round probability
and the freedom given by message injections. Denote by ∼ the desired binary relation between
two states, which can be also interpreted as the fact that the difference in the state satisfies the
trail conditions. The particular relation is usually clear from the context. Then a structure is
a set of internal states such that any two states of the set satisfy the binary relation ∼. In our
attacks the relation is of form “bytes (respectively, words) i1 , i2 , . . . , ik are equal”.
No freedom in the message injection. Suppose a structure of size Q = 2q states enters
a round with probability 2−p . First consider the case where there is no freedom in message
injection due to the differential trail or the message schedule. After the application of the
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round function any state has a desired difference with 2q−p other states, which form a structure
of size 2q−p . Therefore, the initial structure splits into about 2p smaller structures of average
size 2q−p .
It is easy to prove that the partition of a structure into structures of equal size gives a
lower bound on the overall number of pairs. If p is high enough then the structure collapses to
separate pairs. Since there were 22q−1 pairs in the structure, about 22q−1−p pairs come out of
one round. Then the pairs are processed by the standard differential attack.
Value freedom in the message injection. Suppose now there is some freedom in message
injections but the differential trail does not allow to introduce a difference, or the value of
the difference is fixed. Then every state can be transformed to at most one element of a new
structure, so the structures do not grow in this case. However, one may increase the number of
structures and thus the number of considered states.
The latter approach increase the memory complexity so we do not use it except for the
round when all structures collapse to pairs. Given V = 2v possibilities for an injected message
we get 22q−1+v−p pairs after the round.
Difference freedom in the message injection. Assume that 2d possible differences can
be injected, and they form a linear space. Then we get larger structures because we have more
freedom in steering a state into the structure.
Suppose that state Si has already transformed to state Si0 by message vi : Si [vi ] = Si0 .
Let us compute the probability that a randomly chosen state Sj can be transformed to some
state with the desired difference with Si0 by some message m0 , which follows the trail too. The
probability can be expressed as P(∃m0 : Sj [m0 ] ∼ Si0 , m0 ∼ m | Si ∼ Sj ).
Assuming that the events for particular messages are independent we obtain the following
expression:
P(∃m0 : Sj [m0 ] ∼ Si0 , m0 ∼ m | Si ∼ Sj ) =
Y
d
=1−
P(Sj [m0 ]  Si0 | Si ∼ Sj ) = 1 − (1 − 2−p )2 ≈ 2d−p . (11.1)
m0 ∼m

Consequently, one structure splits into structures of average size Q0 = 2q+d−p . Analogously, if q + d − p < 0 the structure collapse to pairs. Since 22q−1+v+d pairs can be composed
about 22q−1+v+d−p come out of the round.
Size of the initial structure. By degrees of freedom we understand the base 2 logarithms
of the number of admissible values. Suppose that at round i there are vi degrees of freedom in
the values of the injected message, di degrees of freedom in the differences in injected messages,
and pi (bit) conditions to be satisfied. In the standard differential attack we start with 2c pairs
and leave with one pair in the end. Therefore, we obtain the following equation:
c+

T
X
i=1

(vi + di − pi ) = 0.

Here T stands for the number of rounds covered by the trail. We also denote by c(t) the
logarithm of the number of pairs after t-th round:
c(t) = c +

t
t
t
t
X
X
X
X
vi +
(vi + di − pi ) = c +
di −
pi .
i=1

|i=1
{z }
v(t)
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|i=1
{z }
d(t)

|i=1
{z }
p(t)

Suppose we start with a structure of size 2q , which collapse to pairs after l + 1 rounds, l < T .
states/
pairs of states
logarithmic scale

c

c(t) = c + v(t) + d(t) − p(t)

c+v(t)+1
2

q

q(t) = q + d(t) − p(t)

l

l+1

T

rounds

Figure 11.7: Memory complexity of the collision search with structures.
The structure splits to 2p(l)−d(l) smaller structures after l rounds. Each structure is of size about
2q+d(l)−p(l) . Therefore, about 22q+d(l)−p(l)−1 pairs come out of round l.
In order to continue the collision search and obtain one pair in the end the following
equation should hold:
2q + d(l) − p(l) − 1 = c(l) ⇔ 2q = c + v(l) + 1 ⇔ q =

c + v(l) + 1
.
2

The memory complexity is thus determined by the maximum of 2q and 2c(l+1)+1 . It can
be finally expressed as
c+v(l)+1
min max(2 2 , 2c(l+1)+1 ).
(11.2)
0≤l<T

The plot of the memory complexity of the attack with structures compared to a standard
differential attack is drawn in Figure 11.7. There c stands for the logarithm of the number of
pairs required by the differential attack, q stands for the logarithm of the size of the structure
that is used for the structural attack.

11.2.2

Analysis of complexity

The time complexity analysis is much harder because we have to arrange states into structures
as fast as possible.
We consider only one structure, because this process is independently applied for all
structures. To obtain the whole complexity one should multiply the derived values by the
current number of structures.
No freedom in message injection. States Si0 and Sj0 belong to the same structure if Si0 ∼ Sj0 .
On the other hand, if ∼ defines set R of linear differences then the condition can be expressed
in terms of projections to space R⊥ that is orthogonal to R:
Si0 ∼ Sj0 ⇔ prR⊥ Si0 = prR⊥ Sj0 .

As a result, we compute the ordered set of projections of structures and use binary search to
derive the structure a state belongs to. Assuming the sorting and search costs are negligible
comparing to the round iteration we derive the complexity roughly equal to the number of
states.
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Value freedom in message injection. The fact that there is the value freedom in message
injection does not affect the complexity of the attack if structures do not collapse into pairs
yet. The exact value of the complexity in this case is just the number of states after the round
iteration.
Consider the case where structures are collapsed to pairs and single states. As mentioned
in Section 11.2.1, the structure contains 22q−1+v pairs. The further steps depend on whether
we can exploit properties of the round function.
• If the round function is viewed as a black box, we just derive pairs for each possible
message m. The complexity is about 2q+v .
• If we can quickly find solutions m for the equation
prR⊥ Si [m] = prR⊥ Sj [m]

(11.3)

then it is solved for all possible pairs about 22q−1 times.
• If there exist not only a fast algorithm for solution (11.3) but also function f such that
(11.3) has a solution iff f (Si ) = f (Sj ). Then we compose the ordered set of f (S) and
for each new state look for a pair with negligible cost. The complexity would be equal to
the maximum of the size of the initial structure (2q ) and the number of resulting pairs
(22q−1+v−p ).
Difference freedom in message injection. Again, first, we investigate the case where
structures do not collapse to pairs. Suppose states S10 , . . . , Si0 have been already distributed into
just created structures. We also require that every leader state is obtained by the same injected
message m0 . A state Si+1 can be distributed to the structure with the leader state S 0 if there
exist a message mi+1 such that m0 ∼ mi+1 and prR⊥ S 0 = prR⊥ Si+1 [mi+1 ]. Denote by S the set
of all such states Si+1 [mi+1 ]. Then the question is whether prR⊥ S 0 belongs to prR⊥ S.
If S is an affine space, and the linear space does not depend on Si+1 then we can easily
compute the projection and find the corresponding structure using the ordered set approach.
The complexity would be equal to the number of states. If S is not an affine space but can be
represented as a union of affine spaces then we compute the projection for each space. In the
worst case the complexity is equal to 2d multiplied by the number of states.
Now consider the case where a structure collapse to pairs. This is actually the most
complicated case and can be considered as a bottleneck. Indeed, about 22q−1+v+d pairs are
composed from a structure with 2q states. About 22q−1+v+d−p pairs come out of the round
iteration. The possible approaches are similar to the case where there is no freedom in difference.
If the round function is a black box, the complexity varies from 2q+v to 2q+v+d . If there exists
a function f such that (11.3) has a solution iff f (Si ) = f (Sj ), then the complexity is between
2q and 22q−1+v+d−p ).
How to construct a trail
The trails used in our attacks on Grindahl and Fuguehave been obtained by a simple backtracking process. The idea is to start with zero-difference state and step back with introducing
differences by all message injections. The differences spread to the internal state till every
byte (or another building block) contains the difference. The number of steps is subject to the
diffusion properties of the internal transformations.
126

11.2.3

Attacks on Grindahl

Description.
Grindahl is a family of hash functions proposed by Knudsen, Rechberger and Thomsen at
FSE 2007 [KRT07] as a stream-based hash function. The round function of Grindahl uses
the design components of AES [DR02]: SubBytes and the MixColumns operation. Since
the internal state of Grindahl is wider than that of AES (Grindahl-256 can be viewed as a
byte matrix of 4 rows and 13 columns) it uses a modified ShiftRows transformation in order
to obtain better diffusion. The other message-independent transformation is AddConstant,
which adds a constant to a particular byte.
In Grindahl-256 the message injection is just the overwriting of the first column with
4-byte message block. The round function is defined as the following composition of transformations:
P (α, M ) = MixColumns ◦ ShiftRows ◦ SubBytes◦

◦ AddConstant ◦ InjectMessage(α, M ).

Here α denotes the state to be iterated, and M the message block to be injected. Every message
block is used only once.
In order to obtain a hash value the state filled with zeros is iterated till the message is
ended. Then eight blank rounds (no message injection) are applied and the resulting state is
truncated to 256 bits, which is the hash value.
Security.
The designers of Grindahl-256 claimed the security level of 2128 operations against both
collision and second-preimage attack. Peyrin in [Pey07] found a differential trail, which leads
to a full collision in an internal state before the blank rounds are applied. The trail deals with
two values of byte differences: non-zero and zero. It starts with a pair of states that differ in all
bytes and after 9 message injections leads to a collision. Following our notation, he had 55 byte
conditions, 21 byte degrees of value freedom, and 20 byte degrees of difference freedom thus
obtaining complexity 2(55−21−20) · 8 = 2112 message pairs. In early steps there was more freedom
that is required by the trail so there was no clear difference between the value freedom and the
difference freedom. However, the structural approach benefits from the difference freedom so
we first exploit the latter one. The memory complexity of Peyrin’s attack is estimated as 232
internal states. There is also an attack on the prefix-MAC built on Grindahl [GLP08].
Although Grindahl-256 is already broken, the goal of our attack is not only the illustration of structural technique. Peyrin provided some ad-hoc observations on the fact that his
attack is one of the best dealing with the truncated-differential approach, and 2104 is the lower
bound on the complexity of such attack. Our attack breaks this bound.
Attack.
In order to apply the structural approach we first have to modify a bit the class of truncated
differentials. Here and later we consider two-valued byte-difference: ∗ (random difference,
including 0) and 0 (bytes coincide). They are marked as grey and white cells in Figure 11.8,
respectively. One can easily check that this not only barely affect the probability of the trail
and the complexity of the collision search but also simplify computations.
The second barrier is that the trail used by Peyrin for collision search is badly suited
for the structural approach due to the distribution of probabilities among the iterations, which
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helps the standard differential attack but does not provide the best results for the structural
attack. Table 11.5 (a) shows that we would have to start with a structure if 212.5 · 8 = 2100
states, which does not offer enough advantage against Peyrin’s attack.
The better complexity is provided by the second trail from [Pey07], which was proposed
for the second-preimage search. However, there is a mistake in Peyrin’s paper: the byte C
inserted before the k-th iteration does not affect column 11 in the k + 1-th iteration. As a
result, the complexity of a simple truncated differential attack is 221 · 8 = 2168 pairs. However,
the structural attack needs only a set of 210.5 · 8+0.5 = 284.5 states (Table 11.5 (b)), which is also
the memory complexity of our attack.
The attack works as follows. Iterate Grindahl-256 for 10 rounds with randomly chosen
messages and obtain a structure with 284.5 states. Then we keep the size of the strcture after
the first iteration thanks to the 4-byte difference freedom. After the second round the structure
collapses to 272 pairs, and only one pair comes out of the next iteration.
i
Start
1
2
3
4
5
6
7
8−9

vi di pi c(i)
−
0
3
4
4
4
4
2
0

−
2
4
3
2
3
4
2
0

−
2
7
7
7
9
14
9
0

14
14
14
14
13
11
5
0
0
(a)

c+v(i)
2

q(i)

7
7
8.5
10.5
12.5
14.5
16.5
17.5
17.5

12.5
12.5
9.5
5.5
1.5
−
−
−
−

i
Start
1
2
3
4−5

vi di pi c(i)
−
0
4
4
0

−
4
4
3
0

− 21
4 21
20 9
15 0
0 0

c+v(i)
2

q(i)

10.5 10.5
10.5 10.5
12
−
14
−
14
−

(b)

Table 11.5: Parameters of differential trails for Grindahl-256. Measurement in bytes.

Time complexity of the attack. Since some message bytes pass several SubBytes transformations it is not clear how costly the steps when we deal with structures are. A trivial
upper bound is 2q+max(di ) ≈ 2116 . We propose some optimizations, which lead to a complexity
about 2100 operations though the technique can probably be improved. The reader may refer
to Table 11.14 for better understanding.
In the first step there are 4 bytes of difference freedom and 4 bytes where the difference
should be canceled. The leader state of a new structure is defined by iterating the round
function with a random message block. For each next state S in the structure we must find the
message bytes (A, B, C, D) to be injected (we keep this notation in the further text) that lead to
a state colliding in particular 4 bytes with the leader state. First consider column 7 before the
MixColumns transformation in the second iteration. Three bytes of column 7 are not affected
by the message injection and can be derived explicitly. On the other hand, one byte after the
MixColumns transformation is known because a collision there is needed. Thus, compute both
the input and the output of the MixColumns transformation of column 7 and thus derive the
value of D and the value of second byte in column 9 in the next iteration.
Then try all the values of C. For each value derive one more byte in column 9 in the third
iteration. As a result, two bytes in column 9 are known before the MixColumns transformation
and two bytes are known due to the fact of collision. As a result, derive the values of A and B
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and check the MixColumns transformation in column 3 of the second iteration with the latter
two values. On average, 27 trials of C are required.
The second step is actually the bottleneck of our attack, though we believe that the
complexity may be reduced. First vary B and C for each state thus obtaining 2100.5 states.
Then the 16 bytes in the third iteration where zero difference is desired are fully determined
by 6 bytes that are affected by A and D. This gives us 16 − 6 = 10 byte conditions, which can
be used to divide the set of states into structures. One more condition we get from the second
iteration, where the byte was affected by just fixed B. Therefore, we obtain 2(10+1) · 8 = 288
blocks each of size 212.5 . In every block we have 6 variables and 6 conditions; the other conditions
are provided by constants. Since we process the blocks independently, the memory complexity
is not increased.
Then consider the unknown bytes in columns 3, 5 and 11 that are affected only by A.
Consider two random states in a block and denote by xA and x0A the message byte A after the
SubBytes transformation. Then the fact of zero difference in those columns can be expressed
as the following system of equations:

0
0
0

a12 S(a21 xA + c1 ) + c2 = a12 S(a21 xA + c1 ) + c2 ;
a11 S(a31 xA + c3 ) + c4 = a11 S(a31 x0A + c03 ) + c04 ;


a14 S(a41 xA + c5 ) + c6 = a14 S(a41 x0A + c05 ) + c06 .
Here aij are coefficients of the MixColumns matrix and ci are state-dependent constants. Due
to properties of the AES S-box xA and x0A are uniquely determined (if there is a solution) by
constants c = (c1 , c2 , c3 , c4 , c5 , c6 ) and c0 = (c01 , c02 , c03 , c04 , c5 , c6 ). Furthermore, this property is
transitive, so that we precompute the function f : c → xA .
As a result, a block of 212 states splits to 28 blocks with 24 states each where A, B and
C are fixed. In order to obtain the value of D repeat the same trick in columns 7, 11, and 12
thus getting one pair per 24 states, or 296 pairs at all. Only 272 pairs of them pass through 3
conditions in column 9 in the fourth iteration.
In the last third step we have to pass 15 byte conditions given 6 byte degrees of freedom.
Since we deal with separate pairs, the filtering process be maintained with precomputations
(see [Pey07]).
Grindahl-512
The hash function Grindahl-512 is defined similarly to Grindahl-256, but the internal state
is twice as big as that of Grindahl-512: it has 8 rows and 13 columns. Each injection of a
message block substitutes the first column with 8 bytes of a message. The row offset values are
defined by the following expression:
ci = i + 1; 0 ≤ i ≤ 7.
The MixColumns matrix is also redefined but the exact coefficients are irrelevant to our attack.
The only property we use is that this matrix is MDS with branch number 9.
So far there is no collision attack on Grindahl-512 though a weakness of using Grindahl512 as the base of prefix-MAC was shown [GLP08].
Attack.
We use a 3-round differential trail, which is shown at Figure 11.9. The trail is obtained by
iterating Grindahl-512 backwards from the zero-difference state. It is assumed that the last
truncation (before the injection) deletes a column with 6 byte differences, while the first two
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truncations delete the full-difference column. The parameters of the trail are listed in Table 11.6
at the left. However, the second step becomes so time-consuming that the resulting complexity
overcomes the brute-force one. The reason is that structures are too large to be quickly recomposed into pairs. On the other hand, if we test all the possible injections, the time complexity
increases as well.
We choose to decompose the second round into two sub-rounds with only slight increase of
the complexity. The idea is as follows. We first process the zeros that are the result of the second
MixColumns transformation and that are affected by the second message injection. These are
21 zeros in columns 1–8. For any two states that follow the trail before the second injection the
condition of having zero difference in these positions is equivalent to 21 linear equations with
the differences in the internal state after the S-box application as variables. Since the message
injection can be equivalently swapped with the S-box transformation we obtain that the 21
equations are 21 linear conditions on 8 differences in the message block.
Therefore, 213 · 8 structures of size 215 · 8 split into 2(13+21−8) · 8 = 226 · 8 structures of size
22 · 8 . These structures collapse to pairs and are partly filtered out due to the remaining 28
byte conditions though 8 byte degrees of freedom are still available. Then we compose all
possible 230 · 8 pairs and filter them out. The desired values to be injected can be derived
from pre-computed tables, which are applicable since we already deal with pairs. The resulting
complexity is 2240 computations and still 2224 memory. The complexity of the last step is
negligible. We also modify the memory complexity table taking into account the considerations
discussed above (Table 11.6).
i vi di pi c(i) q(i)
−
1 8
2 8
3 2

−
8
8
2

− 48 28
21 43 15
49 10 −
14 0 −

i

vi di pi c(i) q(i)

−
1
8
2-I 0
2 - II 8
3
2

−
8
8
0
2

−
21
21
28
14

48 28
43 15
36 2
10 −
0 −

Table 11.6: Parameters of the differential trail for Grindahl-512. The second table is obtained
by splitting the second step into two substeps. Measurement in bytes.
M2

Iteration 2

M3

Iteration 3

M4

Iteration 4

M5

Iteration 5

Figure 11.8: Differential trail for Grindahl-256 (Table 11.5 (b)).
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Figure 11.9: Differential trail for Grindahl-512 (Table 11.6 (b)).

11.2.4

Attacks on Fugue

Hash family Fugue [HHJ08] has been recently submitted to the SHA-3 contest [NIS08], and has
been recently chosen to the second round. It was designed by a group of researchers in IBM.
The design of Fugue resembles that of Grindahl with several improvements, that should
have increased the security. However, Fugue is slower than Grindahl, which can be a serious
disadvantage during the competition.
We analyze Fugue with the structural approach and show that its security is much higher
than that of Grindahl. Though we do not break the Fugue security claims, the our attack is
significantly faster than a trivial internal-collision attack.
Description
Fugue-256. Fugue-256 has internal state, denoted by S, of 120 bytes, which is viewed as a
4 × 30 array. We denote by Si (i = 0 . . . 29) the i-th column of S. A message, appropriately
padded, is split to 4-byte blocks. Each block I is an input to the round transformation of S,
which is defined in pseudo-code as follows:
• TIX(I);
• Repeat 2 times:
– ROR3;
– CMIX;
– SMIX;
TIX, ROR3 and CMIX are linear transformations. TIX consists of the following steps:
S16 + = S0 ;

S0 = I;

S8 + = S0 ;

S1 + = S24 ,

where + stands for XOR. CMIX is linear as well:
S0 + = S4;

S1 + = S5 ;

S2 + = S6 ;

S15 + = S4 ;

ROR3 rotates the state three columns to the right.
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S16 + = S5 ;

S17 + = S6 .

SMIX is a more complicated transformation. It process bytes in columns S0 –S3 . First,
the AES S-box is applied to those 16 bytes. Then they are composed into a 16-byte vector, that
is multiplied by matrix N , which is an almost-MDS matrix with branch number 16.
After all the blocks have been processed, the final round transformation is applied, and
then eight columns of S are taken as hash output. Since we produce a collision before the final
round, we skip its description (see full details in [HHJ08]).
Fugue-512. Fugue-512 follows the same philosophy, but has a stronger design: 36 columns
(instead of 30) and twice as many operations as Fugue-256 per round:
• TIX’(I);

• Repeat 4 times:
– ROR3;
– CMIX’;
– SMIX;

The CMIX’ and TIX’ operations have more column additions compared to Fugue-256, and
column indices are different. TIX’:
S22 + = S0 ;

S0 = I;

S8 + = S0 ;

S1 + = S24 ;

S4 + = S27 ; S7 + = S30 .

S1 + = S5 ;

S2 + = S6 ;

S18 + = S4 ;

S19 + = S5 ;

CMIX’:
S0 + = S4 ;

S20 + = S6 .

Properties of internal transformations.
We consider truncated differentials, where difference in one byte may be either zero or random.
We assume that two columns have equal differences with probability 2−32 , so every column
addition in CMIX and TIX operations costs us 232 if producing a zero column from two random
ones. The SMIX transformation is more complicated. The matrix N is not MDS but is so called
almost MDS with the branch number equal to 13. As a result, when constructing a trail in the
backward direction, we get no benefit from having few active S-boxes in the input of S-Mix so
we always assumed that any active S-Mix output was produced by the input where all the 16
bytes are active. We certainly assume that this approach may not be optimal though we do not
see any properties of the S-Mix transformation which may lead to other possibilities.
Column
Depend on

0–6
-1

Column
Depend on

7–12
-2

13
-3

14–17
-1

0–12
-1

13–17
-2

18–23
-2

18–26
-1

24–29
-3

27–35
-2

Table 11.7: Column dependencies in Fugue-256 and Fugue-512. Value −i for column j means
that before r-th round the last message block that affected column j is Mr−i .
The designers provide several arguments for the resistance of Fugue to pure and truncated differential attacks and even provide lower bounds for several attack modes, which unfortunately do not cover the mode that we use. We only point out that the complexity of the
trivial internal collision attack on Fugue is about 229 · 8 · 2 = 2464 for Fugue-256 and 2560 for
Fugue-512.
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Analysis of Fugue-256.
The optimal trail that we found for Fugue-256 is a 6-round trail depicted in Table 11.9.
Although differences in round r + 2 can theoretically be managed with a message injection in
round r, this is not the case for this trail. We use the r-th message injection to get proper
differences in only rounds r and r + 1 (mostly in round r).
We start with a structure of internal states of size 244 · 8 = 2352 . It splits into 2320
structures of 232 states each after three rounds (Table 11.8). About 224 · 8 = 2192 pairs come
out of the next round, and we get one colliding pair after two more rounds. Due to big memory
complexity of the attack, we assume that we are allowed to run much precomutation and store
the results in tables. We thus assume that we spend negligible time complexity per each state
and each pair, so the resulting time complexity should be about 2352 as well. This complexity is
clearly much larger than the birthday bound (2128 ) though it is at the same time much smaller
than a birthday bound for the internal collision (2448 ). We would also like to point out that we
have not found any non-trivial differential attack with a comparable complexity.

i
Start
−6
−5
−4
−3
−2
−1

vi di pi c(i) q(i)
−
0
4
4
4
4
0

−
4
4
4
4
4
4

−
4
16
32
32
32
4

80
80
72
48
24
0
0

44
44
32
4
−
−
−

i
Start
−4
−3
−2
−1

vi di pi c(i) q(i)
−
4
4
4
0

−
4
4
4
4

− 116 60
28 96 36
56 48 −
56 0 −
4 0 −

Table 11.8: Parameters of differential trails for Fugue-256 and Fugue-512

Analysis of Fugue-512.
The optimal trail that we found for Fugue-512 is a 5-round trail depicted in Table 11.11.
Here we use a message injection to get proper differences in the same round. We start with a
structure of internal states of size 260 · 8 = 2480 . It splits into 2192 structures of 2288 states in
the next round (Table 11.8), and collapse to 2352 pairs after two rounds. Following the same
observation, we again assume that we spend negligible time complexity per each state and each
pair, so the resulting time complexity should be about 2480 , which is still much larger than the
birthday bound (2256 ) and smaller than a birthday bound for the internal collision (2560 ).

11.2.5

Attacks on RadioGatún

The description and security issues of RadioGatún were given in Section 11.1
Attack.
Consider a differential trail with truncated differentials. The word difference is two-valued: ∗
(random difference, including 0) and 0 (words coincide). These values are marked as grey and
white cells in Figure 11.10, respectively.
133

R\C 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29
−5
−4
−3
−2
−1
0

∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ −− ∗ ∗ ∗ ∗
∗ ∗ ∗ − ∗ −−− ∗ ∗ ∗
∗ ∗ −− ∗ −−− ∗ − ∗
∗ −−−−−−−−− ∗
−−−−−−−−−− −

∗
−
−
−
−
−

∗
∗
−
−
−
−

∗
∗
∗
−
−
−

∗
∗
−
−
−
−

∗
∗
−
−
−
−

∗
∗
−
−
−
−

∗
∗
−
−
−
−

∗
∗
∗
−
−
−

∗
∗
∗
−
−
−

∗
∗
∗
−
−
−

∗
∗
∗
−
−
−

∗
∗
∗
−
−
−

∗
∗
∗
−
−
−

∗
∗
∗
∗
−
−

∗
∗
∗
∗
−
−

∗
∗
∗
∗
−
−

∗
∗
∗
∗
−
−

∗
∗
∗
∗
−
−
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Table 11.9: Trail for Fugue-256

Hash function

Attack

Memory complexity

Time complexity

Grindahl-256

Truncated differential [Pey07]
Structural

232
284

2112
2100

Grindahl-512

Structural

2224

2240

Fugue-256

Internal collision
Structural

2464
2352

2352

Internal collision
Structural

2560
2480

2480

Fugue-512

-

Table 11.10: Summary of attacks with structures on Grindahl and Fugue.

The trail starts with two states with no restrictions on difference in the state (grey cells in
all positions). After six message injections the states has zero difference. At each step convert
to zero some differences in the belt, and each word is affected only once. We also require zero
difference in all the mill words after the last message injection. Overall, there are 58 word (or
58lw bit) conditions in the trail.
Careful analysis shows that the Mill function does not provide ideal diffusion. More
precisely, words 0, 3, 6, 10, 11, 14 and 18 of the mill are not affected by the message injection.
The distribution of differences in the other words is not completely random either, however we
assume that the contents of the belt is distributed randomly, which allows us to maintain the
attack.
Then vary the message injection words in order to obtain particular differences in words
1, 2, 4, 5, 7, 8, 9, 12 in the mill in the current iteration and in words 3, 6, 10, 11 in the next
iteration. Under our assumption the conditional probability at each step (Section 11.2.1) is
equal to 2−(number of bit conditions at the step) . A condition corresponds to the message injection
that affects it last. The indices of injections are inserted to the cell, where zero difference has
been just obtained (Figure 11.10). The distribution of the probabilities and degrees of freedom
are provided in Table 11.12.
Therefore, a standard differential attack would require 228lw pairs, while we start only
with a structure of size 217lw +1 (we later omit this 1 for simplicity). These states can be taken
randomly because no restrictions on difference are imposed in the beginning.
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R\C 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26–30
-4
-3
-2
-1
0

∗∗∗∗∗∗∗∗∗∗
∗∗ - - ∗ - ∗∗∗∗
∗∗ - - ∗ - - ∗∗ ∗- - - - - - - - ----------

∗
∗
∗
∗
-

∗
-

∗
∗
∗
-

∗
∗
-

∗
∗
-

∗
∗
-

∗
∗
-

∗
∗
-

∗
∗
-

∗
∗
-

∗
∗
-

∗
∗
-

∗
∗
-

∗
∗
-

∗
∗
∗
-

31–35

∗ ∗∗∗∗∗∗∗∗∗∗
∗ ∗∗∗∗∗∗∗∗∗∗
∗ ∗∗∗∗∗∗∗∗∗∗
- --------- ---------

Table 11.11: Optimal trail for Fugue-512

i

vi

di

pi

c(i)

c+v(i)
2

q(i)

Start
1
2
3
4
5
6

−
0
3
3
3
3
0

−
3
3
3
3
3
3

−
3
10
11
15
13
6

28
28
24
19
10
3
0

14
14
15.5
17
18.5
20
21.5

17
17
10
2
−
−
−

Table 11.12: Parameters of the differential trail for RadioGatún (lw is omitted).
Time complexity. The main question is the time complexity of the attack. The analysis
depends on either we divides a structure into structures, or a structure collapse to a pair, or
pairs are filtered. We ask the reader to refer to Figure 11.10 for better understanding.
We begin with a structure of 217lw +2 states. In the first step we have 3 word degrees of
difference freedom and 3 word differences that should be erased in the third iteration in the
belt. However, the resulting differences are non-linear functions of the injected differences so
that some states can not be steered into the new structure no matter what difference is injected.
As a result, only 1/e of all states survive. The filtering is maintained as follows. We fix the
value of the second injected word and mark the other injected values as 2lw variables. The
output of the γ transformation is thus linear with respect to these variables. As a result, the
mill words in the output of the round function form an affine space c + L of dimension 2lw . We
also remark that the coefficients of the variables are fully determined by only 3 mill words (with
indices 15, 17, and 0). This implies that there are only 23lw possible subspaces L.
On the other hand, the desired values of three mill words in the third iteration are fully
determined by the 13 mill words entering the γ transformation in the second round. Thus
about 210lw 13-word vectors produced the desired values. If the projection of a vector to L⊥
⊥
is equal to cL then there exists the injection that satisfies the trail condition. Since there are
only 23lw possible projections they can be precomputed, sorted and stored in the table of size
213lw +3lw = 216lw . The search in this table is of negligible cost. Thus the complexity of the first
step is 218lw +2 . The resulting structure is of size 217lw +1 .
In the second step we do not have value freedom either. We first take only 3 conditions
in the third iteration and find the difference in the message injection that leads to collision in
these three words. We try all the possible values for the second word of the message injection
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so that the collision conditions are provided by the linear equations. As a result, we have the
structure of size 217lw +1 . The other 7 conditions of the second step divide the structure into
27lw smaller structures. The same trick holds for the third step.
In the fourth step 215lw structures with 22lw +1 states each collapse to 210lw pairs. Here
there is the value freedom, which should be exploited, so the previous approach does not work.
For each structure we try all possible C for all states in the structure and compute the part
of the internal state that is not affected by M1 and M1 . This area contains the three message
words, where zero difference is desired. These conditions divide the set of 23lw +1 states to
average 23lw pairs. In order to define M1 and M2 for each pair we note that belt words (1, 2),
(2, 4), and (3, 5) in the fifth iteration are linear functions of M1 and M2 (with fixed M3 ). Then
the requirement on zero difference in these words can be expressed as a system of 3lw linear
equations, and lw more equations are provided by the simple condition in word (0, 1) in the belt
in the fourth iteration. These 4lw equations fully determine M1 and M2 . The other 8 conditions
reduce the number of pairs to 210lw . This step is actually the bottleneck and, the complexity is
about 218lw operations. Some matrices may be singular, which leads to either zero solutions or
many solutions. We believe that the average number of solutions is 1.
In the last two steps we deal with significantly smaller number of pairs, which allows to
perform exhaustive search on message words to be injected.
The overall time complexity is 218lw operations.

Implementation aspects
Due to high complexity of both attacks we did not fully launch them. The reduced version of,
say, RadioGatún (with the smaller belt and mill) does not directly fit the framework of the
attack because the output of the resulting round function are highly non-uniform and requires
much more careful and complicated attack in spite of smaller prospective complexity.
However, the basic assumptions on the behavior of a structure and the possibility that an
appropriate difference can be chosen were checked on RadioGatún with small lw . For example,
the theoretical implication that the size of the structure after the first round of the attack on
RadioGatún decreased (e/(e − 1))-fold was precisely confirmed by the calculations.
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Figure 11.10: Differential trail for RadioGatún.

11.3

Nonrandomness and the CICO problem

Assume we try to detect non-randomness in a function f with n-bit input and m-bit output.
Consider the problem of finding a relation
f (x) = y,

(11.4)

such that the first q bits of x and y are zero, q ≤ min(n, m). Bruteforce search, which works for
any f , requires about 2q computations of f . This bound holds as well when n = m and when
f is invertible.
One expects that for a good hash transformation, this problem should have the same
workload. Although non-trivial solutions do not imply collision and preimage weaknesses, they
are a first sign of non-ideal behavior. The finding of such a relation can be seen as a known-key
distinguisher [KR07].
A more general problem has been proposed by the designers of Keccak [BDPA09]. Assume that n = m and define X ⊆ {0, 1}n as a set of possible inputs and Y ⊆ {0, 1}n as a set
of possible outputs. Then find a solution to Eq. (11.4) with (x, y) ∈ X × Y ; [BDPA09, §§4.2.4]
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calls this the CICO problem (Constrained-Input Constrained-Output). Our triangulation algorithm can be used to solve certain instances of the CICO problem, as shown below on MD6 and
Keccak.

11.3.1

Solving the CICO problem for MD6

Description
The hash function MD6 [Riv08] shows originality in both its operation mode—a parametrized
quadtree—and its compression function, which repeats hundreds of times a simple combination
of XOR, AND, and wordwise shift: the r-round compression function of MD6 takes as input
an array A0 , . . . , A88 of 64-bit words, recursively computes A89 , . . . , A16r+88 , and outputs the
16 words A16r+73 , . . . , A16r+88 :
for i = 89, . . . , 16r + 88
x ← Si ⊕ Ai−17 ⊕ Ai−89 ⊕ (Ai−18 ∧ Ai−21 ) ⊕ (Ai−31 ∧ Ai−67 )
x ← x ⊕ (x  ri )
Ai ← x ⊕ (x  `i )
return A16r+73,...,16r+88
A step is one iteration of the above loop, a round is a sequence of 16 steps. The values Si , ri ,
and `i are step-dependent constants
External cryptanalysis of MD6 demonstrated key-recovery attacks on reduced versions
of the compression function with up to 15 rounds [ADMS09], non-randomness on up to 18
rounds [ADMS09], and collisions on up to 16 rounds [ADMS09]. The proposed versions of MD6
make at least 80 rounds.
We consider reduced-round versions of the MD6 compression function. Diffusion in MD6
is slow, so relatively many rounds can be attacked with the triangulation algorithm. Indeed,
the only nonlinear transformation in MD6 is a bitwise AND, which can be made linear if we fix
values of some variables. Since there are about 5000 free variables, we can repeat this process
a number of times and thus partly linearize the system.
The more bits we fix, the fewer rounds we can attack. If we fix two bits at both ends,
only 32 rounds can be attacked. The weakest attack, where we fix only one bit both in the
input and in the output of the compression function, works on up to 33 rounds. Table 11.13
summarizes our results (since each attack has more than 5000 free bit variables, we do not list
them in the paper, but one can easily generate solutions with our publicly available program,
see Section 11.3.3).
Since we can attack 33 rounds with the triangulation algorithm, the MD6 compression
function clearly exhibits slow diffusion. Let us investigate it with respect to the TA properties
(Sec. 9.2).
First, we note that the MD6 internal state can be viewed as a set of 89 words with a
Feistel-like update of one word at each step. Now assume we fix just one bit in the input of the
compression function, so |X0 | = 1. The inverse of one MD6 step has very similar description to
the forward step, so if the word with a fixed bit is not updated, then |X10 | = |X0 |. Otherwise at
max 4 bits are affected so the upper bound for |X10 | is four. Then the size of |Xi0 | is stable until
the word is used in the nonlinear transformation. The same observation hold for the backward
direction.
A further analysis becomes complicated without computer aid. We however can estimate
from the TA performance that the number of rounds needed for full diffusion in MD6 exceeds
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Table 11.13: Results on the reduced MD6 compression function using the triangulation algorithm.
Fixed bits
Rounds
Input Output
22
26
30
32
33

>9
6
2
2
1

>9
6
2
2
1

Figure 11.11: Solution for 32 rounds of MD6. Free variables (red and blue) among the other
variables (green). Axis: X — steps (-89 – 512), Y — bits in Ai and two other temporary
variables (3 × 64).
33/2 = 16.5. The MD6 documentation lists several applications of statistical tests, with some
showing a non-ideal behaviour even after 20 rounds. We thus assume then using better heuristics
with the triangulation algorithm one may attack up to 40 rounds of MD6, and thus furthermore
shrink the MD6 security margin.

11.3.2

Solving the CICO problem for Keccak

Description
Keccak follows a sponge construction [BDPArg] and thus relies on a permutation of a large
state. Like MD6, the core algorithm of Keccak is a permutation that only makes XOR, AND,
and shift operations. Unless otherwise stated, we consider the Keccak permutation used in
the Keccak submission to SHA-3, that is, the function called Keccak-f [1600] in [BDPA09].
The Keccak permutation operates on a 1600-bit state, seen as a three-dimensional array
of 5×5×64 bits, in which one-dimensional arrays have a particular terminology:
• A row is a set of five bits with constant y and z coordinates.
• A column is a set of five bits with constant x and z coordinates.
• A lane is a set odf 64 bits with constant x and y coordinates.
Fig. 1 in [BDPA09] provides a clear description of the Keccak state as a 3D array.
Five transformations compose the Keccak permutation: θ, χ, π, ρ, and ι. The linear θ
is applied first: all bits of a same row are XORed with a same bit that depends on the adjacent
columns; the nonlinear χ operates on rows, and corresponds to the composition with a sparse
algebraic equation of degree two; π and ρ transformations are respectively a transposition of the
lanes, and a set of translations within the lanes; finally, ι XORs round constants to the state.
Attack
Recall that in a round of the Keccak permutation, only two transformations (χ and θ) contribute to diffusion, and that only χ is nonlinear. The θ transformations just XORs 11 bits
into one, and every bit affects eleven more by θ. Surprisingly, the inversion of θ, though not so
efficient, has much better diffusion properties. For example, a change in one bit in the whole
state results in a change in about a half of the state. This significantly reduces the efficiency of
139

Figure 11.12: Main window of our triangulation tool, as used on Keccak.
the triangulation algorithm, since only one and a half rounds are needed for the full diffusion
in the backward direction.
TA can process χ both as a set of independent equations and as a single invertible transformation. We observed that the exact form of the equations has a low influence on the performance
of the algorithm, unlike the nonlinearity degree.

11.3.3

Triangulation tool

For both MD6 and Keccak we created a program with a graphical user interface to use the
triangulation algorithm (see Fig. 11.12). These programs allow one to easily define many parameters, and to obtain a visual representation of the results. We make our programs publicly
available as a Windows executable binary file and source codes, at the following URL:
https://cryptolux.uni.lu/mediawiki/uploads/0/03/Keccak-tool.zip
https://cryptolux.uni.lu/mediawiki/uploads/f/f4/MD6.zip

11.4

Meet-in-the-middle attacks

Hash functions with invertible compression function become susceptible to preimage attacks if
the size of the internal state is too small. Preimages can be obtained by performing a meetin-the-middle attack on the compression function. In this section we will describe this generic
scenario in more detail.
Let F : D → D and G : D → D be two random permutations and H = G ◦ F the
composition of these permutations. In our setting, the function H is the hash function, F is
defined as the compression function with a fixed IV and G is the inverse of the compression
function for a fixed target value. Furthermore, we define auxilliary functions π1,2 : D × D → D
that map tuples to their first respectively second component.
Assume we want to perform a meet-in-the-middle attack on h. The standard technique
is to compute two sets
S1 = {(F (x), x) : x ∈R D}

and
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S2 =




G−1 (y), y : y ∈R D

such that |S1 | · |S2 | = |D|. Either sorting these two sets in their first component or computing
them in such a way that they are already ordered in this component allows us to easily find
colliding values

π1 ((F (x), x)) = π1 (G−1 (y), y)
by comparing the elements of the two sets in linear time. Each collision gives us a pair (x, y)
such that H(x) = y. How to balance the size of the sets S1 and S2 depends on the relative cost
of the function G−1 compared to an evaluation of the function F . It may for instance be that
G is easily invertible, meaning an evaluation of G−1 costs about the same number of operations
as anl evaluation
of the function F . In this case we choose the sets S1 and S2 to be of equal
p m
size
|D| . However, if the evaluation of G−1 is k times more expensive than the evaluation
p
p
of F , we should choose the set |S1 | to be of size k · |D| and S2 of size k −1 · |D| to obtain a
minimum number of overall operations. The memory
of this
 naive approach is nonp complexity
√
√
−1
|D|( k + k
elements of the domain
neglible however: We need to store a total of 2 ·
D to carry it out. Storing both sets is not really necessary: Only the smaller should be stored,
the values of the larger can be computed on the fly and compared against the elements of the
smaller set.
In some cases the memory requirement can be completely eliminated by a technique based
on Floyd cycle finding first described in an article by Morita, Ohta and Miyaguchi [MOM91].
Although several works on hash functions refer to memoryless variants of meet-in-the-middle
attacks [Pre93,MPR+ 08], all of them cite either one or both papers by Quisquater and Delescaille
on collision search for DES [QD89b,QD89a]. These two papers however do not directly deal with
meet-in-the-middle attacks, but describe the technique of using distinguished points for collision
search. Oorschot and Wiener describe the same technique for memoryless meet-in-the-middle
later in [vOW94].
Eliminating the memory requirement
Assume we are given another function r : D → {0, 1} which maps elements of the domain D to
a single bit in a random fashion. Using this switching function we can define a step function s
that evaluates x either to F (x) or to G(x), depending on the value of x:
s : D → D,


x 7→

F (x)
G(x)

if r(x) = 0
if r(x) = 1

This function s can then be used in a Floyd cycle finding algorithm: We start from a random
value x ∈ D and use just two elements a = s(x) and b = s2 (x). In each step we then update
a by applying s to it and b by applying s2 to it. Upon finding a cycle, we must check whether
we really have found a pair F (x) = G−1 (y) or whether we have found a cycle in F or in G. If
the output of r is equidistributed, for each cycle we find Pr(F (x) = G−1 (y)) = 0.5. In case of
encountering a cycle in F or G we restart the algorithm with another random element x ∈ D.
Significant problems can arise if the output of r is not equidistributed, for instance if G
is very costly to compute relative to F and we want to simulate the case of |S1 | = k · |S2 | with
k large.
For the hash functions that we attack we define two functions F and G that are used in
the memoryless approach. The F function is used for the forward direction and the G function
is used for the backward one. The switching function r is defined as the parity of x.
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Reduced state principle
The meet-in-the-middle (MITM) attack needs a collision in the intermediate state. However,
the state may be so large that a straightforward application of the MITM approach would
require more than 2n computations for a n-bit hash digest. Thus the generic principle we use
further is to generate intermediate states only from a smaller subspace (where some bits are
fixed to zero) thus reducing the birthday dimension and the complexity of the attack.
The generic framework is defined as follows. A hash function with an n-bit digest has
an internal state of size k bits. We manage to get intermediate states with t bits fixed to 0.
Then to get a MITM connection we need to get two states that collide in (k − t) bits so that
the birthday space D has size 2k−t . This implies that we must get two sets S1 and S2 such that
|S1 | · |S2 | = 2k−t . The exact ratio between S1 and S2 is defined by the complexity of inverting
the compression (round) function.
For the memoryless version of the MITM attack, we need to tweak the attack slightly
such that we can define the functions F and G. Each of the functions is a composition of two
functions, first projecting the birthday space into the state space, the second mapping the state
space into the birthday space again (fixing some bits to zero). In other words, let F = f ◦ µ
and G = g ◦ ν. When memoryless meet-in-the-middle is possible in our attacks we will define
these functions accordingly.

11.4.1

Edon-R

The hash family Edon-R [GOM+ 08] uses the well known Merkle-Damgård design principle.
The intermediate hash value is rather large, two times the digest length. For an n-bit digest
the chaining value Hi of Edon-R is composed of two block of n bits each, i.e. Hi = (Hi1 , Hi2 ).
The message input Mi for the compression function is also composed of two blocks, i.e. Mi =
(Mi1 , Mi2 ). Let Edon be the compression function. Then the new chaining value is produced as
follows:
1
2
Hi+1 = (Hi+1
, Hi+1
) = Edon(Mi1 , Mi2 , Hi1 , Hi2 )

The hash value of a message is the value of second block of the last chaining value.
Internally, the state of Edon-R has two n-bit blocks, A and B. The compression function
of Edon-R consists of eight updates, each being an application of the quasigroup operation
Q(x, y) (the definition of the quasigroup operation can be found in [GOM+ 08]), of one of these
blocks. With Ai and Bi we will denote the values of these blocks after the i-th update in the
compression function (please refer to Fig. 11.13. Hence, each input pair (Hi , Mi ) generates
internal state blocks (A1 , B1 ), (A2 , B2 ), . . . , (A8 , B8 ). The new chaining value (the output of
the compression function) Hi+1 is the value of the blocks (A8 , B8 ).
Let us present a simple observation that is used in the attack.
Observation. The quasigroup operation Q(x, y) of Edon-R is easily invertible, i.e. if A
and C (B and C) are fixed then one can easily find B (C) such that Q(A, B) = C.
Preimage attack on Edon-R-n
The internal state of Edon-R-n (the chaining value H = H1 ||H2 ) has 2n bits. We will show
how to fix H1 = 0. Then the preimage attack can be mounted using the MITM approach
(Section 11.4), where k = 2n and t = n. The backward step is time-consuming so we will use
the memory MITM attack with sets of different sizes (see below).
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Fixing H1 in forward direction. We need only one message block to get a desired H1new = 0.
Both initial value blocks are fixed as well. We claim that for each M1 we can find M2 such that
this message input and the initial value blocks will produced a zero value in H1new .
Indeed, let M1 be set to some random value. Then we obtain the value of A6 since
A7 = H1new = 0 and the function Q is invertible. Then we consecutively obtain the values of
A5 , A4 , A3 , A2 , and A1 (keep in mind that the initial chaining value is fixed). Given A1 and M1 ,
we derive M2 by inverting the first application of Q. Then we obtain all B’s and thus a pair
(H1new = 0, H2new ).

Fixing H1 in backward direction. Again, we need only one step (one message block) to get
a pair of form (0, H2 ) from a given hash value H = H2new . However, this step is time-consuming.
We get each pair with another memoryless MITM procedure.
First, we set M1 to some predefined value m. Then we assign A8 with some random value
and consecutively obtain the values of the following internal variables (in this order): A7 , B7 ,
B6 , A6 (using M1 ), A5 , B5 , B4 , A4 , A3 , B3 . We repeat this step 2n/2 times for different values
of A8 and store pairs (A8 , B3 ).
Now we set M2 to some random value and obtain the values of A1 , A2 , and B2 using
the value of M1 . We repeat this step 2n/2 times and store pairs (M2 , B2 ). Note that H2 is left
undefined in both steps.
With high probability there are two elements (one from each set) such that B2 = B3 .
Then we obtain H2 from A3 and A2 with complexity about 2n/2 . The memory complexity can
be assumed to be negligible since we can apply the memoryless approach (Sec. 11.4).

Complexity of the Attack
Since the backward direction is time consuming we will use the memory MITM attack. Going
backwards from the target hash value we create a set S2 of 2s different chaining values with
H1 = 0. To create this set we need 2n/2 · 2s = 2n/2+s computations. Then, starting from the
initial value, we generate 2n−s different chaining values with H1 = 0. Note, we do not store
these values. Then, with high probability, we can expect that one of these values will be in
the set S2 . Hence, the total complexity of the attack is max(2n−s , 2n/2+s ) computations and 2s
memory.
A time-memory tradeoff can be applied if we ask for 22n/3 pairs in forward direction and
2n/3 pairs in backward direction. The latter set can be obtained with 22n/3 complexity by
trying 22n/3 options for M2 and A8 . However, the memoryless approach can not be applied
here (at least we could not find out to do this) so the memory requirements are the same as the
complexity one.

11.4.2

EnRUPT

The family of hash functions EnRUPT [ONH08] is a member of a set of cryptographic primitives
first presented at SASC 2008 [O’N08].
The 512-bit version of EnRUPT, called ı̈rRUPT-512, is a stream-based design. For
details we refer the interested reader to [ONH08].
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For k = 0 to 7
t ← (9 · ((2 · x(r⊕1) mod 48 ⊕ x(r+4 mod 48) ⊕ dr&1 ⊕ r) ≫ 16)
x(r+2) mod 48 ← x(r+2) mod 48 ⊕ t
dr&1 ← dr&1 ⊕ t ⊕ xr mod 48

r ←r+1

d1 ← d1 ⊕ p
In the pseudo-code all indices are taken modulo 16, all multiplications are performed
modulo 264 , ≫ stands for cyclic rotation to the right, and ⊕ denotes XOR. Now let us define
and explain some points that are further used in the attack on ı̈rRUPT-512.
Equation invertibility. The accumulators di are updated by a non-invertible function, which
can be expressed as x ⊕ g(x ⊕ y) (see pseudo-code). Given the output of the function and the
value of x a solution does not always exist. However, if we assume that the output and y are
independent then the probability that the function can be inverted can be estimated by 1 − 1/e.
We did statistical tests that support this estimate.
Furthermore, while there is no solution for some input there are two (or more) solutions
for other inputs (one solution on average). Thus when we perform backtracking we actually do
not lose in quantity of solutions.
Look-up tables. We use look-up tables in order to find a solution for the equations arising
from the round functions. All the tables used below refer to functions that have space of
arguments smaller than the complexity of the attack, e.g., when we try to solve an equation
f (x ⊕ C) = x (where C is one of 264 possible constants) we use 264 precomputed tables that
contain values of f (x ⊕ C) ⊕ x for all C and x.
Solving a system of equations is more complicated. Below we solve systems of form


x = f (x, y, z, C1 );
y = g(x, y, z, C2 );


z = h(x, y, z, C3 ),
where Ci are constants. We precompute for all possible x, y, z, Ci (2384 tuples) the sums x ⊕
f (x, y, z, C1 ), y ⊕ g(x, y, z, C2 ), and z ⊕ h(x, y, z, C3 ) and then sort them so that it is easy to
find a solution (or many) given Ci .
We also estimate that the time needed to find a solution is given by the complexity of the
binary search which is negligible compared to the table size.
Inverting the updates in ı̈r8(pi ). The compression function of ı̈rRUPT-512 consists of
the update of the state words x0 , x1 , . . . , x15 , and the update of the accumulators d0 and d1 .
Inverting the update of the state words x0 , x1 , . . . , x15 is trivial:
new
xold
r+2 = xr+2 ⊕ f.

The accumulator d0 (similar formula holds for d1 ) is updated by the following scheme:
old
dnew
= f (xr⊕1 , xr+4 , dold
0
0 , r) ⊕ d0 ⊕ xr

Instead of solving this equation for dold
0 , we simply use a table look-up (see above). Since
the arguments of f are xored, we solve an equation of form f (x ⊕ C1 ) ⊕ x = C2 . We spend
(264 )2 = 2128 memory and effort to build this table for all x and C1 .
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Preimage Attack on ı̈rRUPT-512
The preimage attack is mounted using the MITM approach (Section 11.4). The internal state
of ı̈rRUPT-512 has 18 words, hence 1152 bits. We will show how to fix x3 and x11 in forward
and backward directions. Also, since EnRUPT does not have a message schedule and just adds
the message block, we can reduce the birthday space D for an additional one word. Hence,
the parameters for MITM are k = 1152 and t = 192. Getting states in both directions in not
time-consuming. Therefore we will define the functions f (x) and g(x) and launch a memoryless
MITM attack.
Defining µ - fixing x3 and x11 in forward direction. We will fix the values of these
two words in two consecutive application of the compression function. We will fix the value
of x3 to zero by changing the previous input message word p0 . In the following compression
function iteration this value is not changed. In this iteration, we fix the value of x11 by setting
the value of p1 .
From the definition of x3 (notice that x3 is updated second in the iteration but does not
depend on x2 and d0 , which has been updated before) we have:
xnew
= 9[(2x0 ⊕ x7 ⊕ d1 ) ≫ 16] ⊕ xold
3
3
We want to fix the value of x3 to zero. Hence we require:
0 = 9[(2x0 ⊕ x7 ⊕ d1 ) ≫ 16] ⊕ xold
3
In this equation the value of d1 can be chosen freely. Simply, in the previous iteration of the
compression function, the message word p, which is added to d1 (dnew
= dold
1
1 ⊕p) can be changed
without affecting the values of the state words and d0 .
Therefore, by using a predefined table for this equation, we can find the necessary value
of d1 so that the equation holds. To build this table we spend (264 )4 = 2256 memory and
computations. Notice that after the value of x3 is fixed then, in iteration that follows, this
value is not changed. In this iteration, we fix the value of x11 using exactly the same method.
Hence, in two sequential rounds, we can fix the value of exactly two state words: x3 and x11 .
Defining f (y) for the memoryless MITM attack. The birthday space D has 15 words.
We denote y = y1 ||y2 || . . . ||y15 . Then f (y) can be defined as compression of the input words
yi , i = 1, . . . , 15 in the first 15 applications of the compression function. Thus when fixing x3
and x11 in forward direction, we first compress y, and then we start with our technique for
fixing these two words to zero.
Defining ν - fixing x3 and x11 in backward direction. When going backwards we have
to take into account two things: 1)the output hash value is produced in 8 iterations, and 2)the
input message words in the last 17 iterations are fixed. Let us first address 1). When the
hash value is given (as in a preimage attack), it is still hard to reconstruct the whole state of
ı̈rRUPT-512. This is made more difficult by outputting only a small chunk of the state (the
value of d1 ) in each of the 8 final iterations (and not at once). So, not only we have to guess
the value of the rest of the state, but we have to guess it so that in the following iterations the
required values of d1 will be output. Yet, this is possible to overcome.
t+7
t
Let the hash value be H = (dt1 , dt+1
1 , . . . , d1 ). Consider a state where d1 = d1 and all of
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the other words of the state are left undefined. Then, we take 2 different values for the rest of
the state and iterate forward for 7 rounds, while producing an output word at each round. With
t+7
overwhelming probability, one of these outputs will coincide with (dt+1
1 , . . . , d1 ). After we find
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the state that produces the required output, we go backwards through the blank iterations
and the message length iteration. In total there are 17 iterations which is 136 rounds. The
accumulators are updated non-bijectively. Therefore one may argue that the cost of inverting
the accumulators through these rounds should be (1 − 1/e)136 . Yet, if in some cases solution
for the accumulator doesn’t exist in other cases there is more then one solution. Hence, if we
start with two internal states, we can pass these iterations with a cost of two times hashing in
forward direction.
Now after we have passed the output, blank rounds and message length iterations, and
obtained one state, we can fix x3 and x11 in two backward applications of the compression
function. The following lemma holds:
new
new
new
0
Lemma 2 Given a state S = (xnew
0 , . . . , x15 , d0 , d1 ) one can build a state S = (x0 , . . . , x15 , d0 , d1 )
0
and a message p such that x3 = 0 and ir8(S , pi ) = S.
new
new
new
new
new
new
Proof.
Let (xnew
0 , x1 , x2 , x3 , . . ., x15 , d0 , d1 ) be our starting state. We want
to invert backwards one iteration of the compression function. Hence, we want to obtain the
new old old
new
old
old
old
previous state (xnew
0 , x1 , x2 , x3 , . . . , x15 , d0 , d1 ) where x3 = 0. From the description
of ı̈rRUPT-512 we get:
old 0
old
xnew
= f (xnew
2
1 , x6 , d0 , r) ⊕ x2

xnew
3

=

old 1
f (xnew
0 , x7 , d1 , r

|

+

{z

1) ⊕xold
3 ,

f3

=

old 3
f (xnew
2 , x9 , d1 , r

|
xnew
6
xnew
7

=
=

xnew
8
xnew
9

=
=

+

{z

+ 4) ⊕ xold
6
+

f9

5) ⊕xold
7 ,
}

f7

{z

d51

= f5 ⊕

d31

+ 6) ⊕ xold
8
+

7) ⊕xold
9 ,
}

⊕

xnew
1

⊕

xnew
3

(11.6)
(11.7)

}

{z

new 6
f (xnew
7 , x12 , d0 , r
new 7
f (xnew
6 , x13 , d1 , r

|

3) ⊕xold
5 ,

f5

new 4
f (xnew
5 , x10 , d0 , r
new 5
f (xnew
4 , x11 , d1 , r

|

= f3 ⊕

d11

}

old 2
old
xnew
= f (xnew
4
3 , x8 , d0 , r + 2) ⊕ x4

xnew
5

(11.5)
d31

(11.8)
(11.9)

d71

= f7 ⊕

d51

⊕

= f9 ⊕

d71

(11.10)

xnew
5

(11.11)
dnew
1

⊕

xnew
7

⊕p

(11.12)

With di1 we denote the value of the accumulator d1 used in the update of the state word
xi . We need to fix xold
3 to zero. Hence, from (11.6), we get the equation:
old 1
xnew
=f3 = f (xnew
3
0 , x7 , d1 , r + 1) =
1
=9 · ((2xnew
⊕ r ⊕ (xold
0
7 ⊕ d1 )) ≫ 16).
1
In the upper equation we can denote by X = xold
7 ⊕ d1 . Since, all the other variables are
already known, a table can be built for this equation, and solution for X can be found. Let
1
old from (11.10) then we get the following
C1 = X = xold
7 ⊕ d1 . If we express the value of x7
equation:
xnew
⊕ f7 ⊕ d11 = C1 .
(11.13)
7

Further, from (11.6), (11.8), (11.10), and (11.12), this equation can be rewritten as:
xnew
⊕ f7 ⊕ f3 ⊕ f5 ⊕ f7 ⊕ f9 ⊕ xnew
⊕ xnew
⊕ xnew
⊕ xnew
⊕ p = C1 .
7
1
3
5
7
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new new new
new
Since, xnew
1 , x3 , x5 , x7 , and f3 are all constant (the value of f3 is equal to x3 ), the
upper equation can be rewritten as:

f5 + f9 + p = K,

(11.14)

where K = xnew
⊕ xnew
⊕ f3 ⊕ C1 . So given the values of f5 and f9 from (11.14) we can easily
3
5
find the value for the message word p such that xold
3 = 0 holds. Let us try to find the values of
f5 and f9 .
3
The value of f5 (from (11.8)) depends, in particular, on xold
9 and d1 . From (11.12) we get
old
new
that x9 = f9 ⊕ x9 . From (11.6) and (11.13) we get:
d31 = f3 ⊕ xnew
⊕ d11 = f3 ⊕ xnew
⊕ xnew
⊕ f7 ⊕ C1 .
1
1
7

(11.15)

Therefore, for the value of f5 we get:

3
f5 = 9 · ((2xnew
⊕ (r + 3) ⊕ xold
2
9 ⊕ d1 ) ≫ 16) =

= 9 · ((K1 ⊕ f7 ⊕ f9 ) ≫ 16), (11.16)

where K1 = 2xnew
⊕ (r + 3) ⊕ xnew
⊕ f3 ⊕ xnew
⊕ xnew
⊕ C1 .
2
9
1
7
Similarly, for f7 from (11.10), we can see that depends on d51 . For this variable, from
(11.15) and (11.8), we get:
d51 = f5 ⊕ xnew
⊕ d31 = f5 ⊕ xnew
⊕ f3 ⊕ xnew
⊕ xnew
⊕ f7 ⊕ C1 .
3
3
1
7

(11.17)

Hence, for f7 we get:

5
f7 = 9 · ((2xnew
⊕ (r + 5) ⊕ xnew
4
11 ⊕ d1 ) ≫ 16) =

= 9 · ((K2 ⊕ f5 ⊕ f7 ) ≫ 16), (11.18)

new ⊕ f ⊕ xnew ⊕ xnew .
where K2 = 2xnew
⊕ (r + 5) ⊕ xnew
3
4
11 ⊕ x3
1
7
Finally, for f9 from (11.10)), we get that it depends on d71 . From (11.17) and (11.10), for
the value of d71 we get the following:

d71 = f7 ⊕ xnew
⊕ d51 =
5

= f7 ⊕ xnew
⊕ f5 ⊕ xnew
⊕ f3 ⊕ xnew
⊕ xnew
⊕ f7 ⊕ C1 =
5
3
1
7

For the value of f9 we get:

= xnew
⊕ f5 ⊕ xnew
⊕ f3 ⊕ xnew
⊕ xnew
⊕ C1 .
5
3
1
7

7
f9 = 9 · ((2xnew
⊕ (r + 7) ⊕ xnew
6
13 ⊕ d1 ) ≫ 16) = 9 · ((K3 ⊕ f5 ) ≫ 16),

(11.19)

new ⊕ xnew ⊕ f ⊕ xnew ⊕ xnew ⊕ C .
where K3 = 2xnew
⊕ (r + 7) ⊕ xnew
3
1
6
13 ⊕ x5
3
1
7
As a result, we get a system of three equations ((11.16),(11.18), and (11.19)) with three
unknowns f5 , f7 , and f9 :


f5 = 9 · ((K1 ⊕ f7 ⊕ f9 ) ≫ 16);
f7 = 9 · ((K2 ⊕ f5 ⊕ f7 ) ≫ 16);


f9 = 9 · ((K3 ⊕ f5 ) ≫ 16).

We can build a table that solves this system. There are six columns in the table: three unknowns
and three constants: K1 , K2 , and K3 .
After we find the exact values of f5 and f9 we can easily compute the value of p from
(11.14).
The same proposition can be applied to x11 . Since the compression function in one
application changes either x3 or x11 , then in two consecutive backward applications of the
compression function we can fix the values of these two words.
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Defining g(y) for the memoryless MITM attack. The function g(y), where y = y1 ||y2 || . . . ||y15 ,
is defined as 15 consecutive backward rounds of the input phase with inputs yi . The starting
state of these 9 rounds is the state obtained after the inversion of the output, blank rounds and
message length iterations (as described above).
Complexity of the Attack
We spend at most 2384 computations to build pre-computation tables so it is not a bottleneck.
To compose a valid state after blank rounds that give the desired hash we need about 2448 trials.
We also pass blank rounds for free since the absence of solutions for some states is compensated
by many of them for other ones. Thus the most computations-consuming part is the memoryless
960
MITM attack. It requires 2 2 = 2480 computations. The memory requirement is determined
by the precomputed tables, hence it is 2384 .
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2
3
7
1
2
3
5
6
7
8
9
10
11
12
3
9
11
12
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1
1
1
2
2
3
3
3
2
2
2
2
2
1
3
3
3
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2
B

1
B

3

A
D
A
B
B
C

A
C

A
B
D
C

C

D
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BD
D
D

A
B

D

B
C

D

AC

A
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D

A
B

Table 11.14: Dependencies of the message block in the differential trail for Grindahl-256.
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Figure 11.13: Outline of the Edon-R compression function.
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B8

It

Index

1
Mill

3
Belt

4
Belt

5
Belt

(2,1)
(1,2)
(0,3)
(2,4)
(1,5)
(0,6)
(2,7)
(1,8)
(0,9)
(2,10)
(1,2)
(0,3)
(2,4)
(1,5)
(0,6)
(2,7)
(1,8)
(0,9)
(2,10)
(1,11)
(0,3)
(0,6)
(2,10)
(1,11)

A
ABC

C

A

B

B

A

ABC
C
C
AB
ABC
ABC

A
ABC
ABC

ABC
C
C
AB
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ABC
ABC
ABC
ABC
ABC
Index

4
Belt

(0,1)
(2,1)
(1,2)
(2,4)
(3,5)
(2,7)
(1,8)
(0,9)
(0,12)
0
3
6
10
11
14

5
Mill

ABC
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It

5
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Message words
2
3
Belt Mill Belt Mill Belt

A

Message words
4
5
Mill Belt Mill Belt
A
C
A
B
ABC
ABC
C
C
AB
ABC
ABC
ABC
ABC
ABC
ABC
ABC

Table 11.15: Dependencies of the state words on the message words in the differential trail for
RadioGatún.
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In the last chapter we introduce the hash function Cheetah, which was designed in LACS
by Alex Biryukov, Ivica Nikolić and the author. Cheetahis based on AES (Rijndael) with the
modified key schedule in order to resist attacks described in previous chapters. We also use the
HAIFA framework to counteract generic attacks on iterative hash functions.
We start with the description of the hash mode, proceed with the compression function,
and then discuss the design rationale and resistance to attacks. We finish with software and
hardware performance estimates.

Introduction
We have started the development of Cheetah in summer of 2008 for the SHA-3 competition.
Our goal was to design both a fast and a secure primitive. It was quite natural to modify AES
since we were well aware of weaknesses of its key schedule, and we would be able to use speed
tricks from fastest AES implementations. As a result, we decided to construct an AES-based
block cipher and use it in the Davies-Meyer mode, where the key becomes the message block
to be hashed. We also knew that this mode admits relatively large message blocks, and thus
provides high speed, as one may see on the example of SHA-1.
The AES round function is still secure, so we kept its structure and only modified the
state size in order to match SHA-3 requirements. The main question was the message block
size. 512 bits would require fewer schedule rounds for the full diffusion, but would provide
lower speed. A 2048-bit block would require too many schedule rounds, so we stopped at the
value 1024. Represented as a 8 × 16 byte matrix, it would require 3 AES-like rounds for the
full diffusion. For a 256-bit compression function, this would mean 16 message injections, or 16
internal rounds, which was enough for the internal diffusion. To be sure, we proved that any
differential trail for the full compression function would involve too many active S-boxes and
thus would make any simple differential attack infeasible.
Resistance to generic attacks should have been provided by a series of countermeasures.
One of them, the last block permutation was intended to prevent the length-extension attack.
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However, we miss the fact that any such permutation should not have a fixed point, while the
original permutation did have. This fact was exploited by Gligoroski [Gli08].
In the summer of 2009 Shuang Wu presented his attack on the compression function of
12-round Cheetah-256. Though it does not violate the security properties of the hash function,
the security margin is not so high. Since Cheetah is still very fast design, we have decided to
increase the number of rounds slightly. The new design is called Cheetah V2.
This was a short story of the Cheetah design. Now I formally describe its internal structure
and prove the security bounds.

12.1

Hash Function Cheetah V2

Cheetah supports salt, a method for randomized hashing, which prevents a few types of generic
attacks (see Section 12.3). The salt is a randomly chosen parameter, which shall be fixed just
before hashing. The salt, if used, is a 128-bit value in Cheetah-224 and Cheetah-256, and a
256-bit value in Cheetah-384 and Cheetah-512. If salt is used it is inserted to each message
block. Since it affects performance we propose two separate procedures for hashing: with and
without salting.
Let us define the message padding using the size s of salt as a parameter (0 bits stand for
hashing without salt). A message to be hashed is padded to the multiple of (1024 − s) bits using
the following procedure. First, bit 1 is appended to the end, and bits 0 are appended. Then
the message length (8-byte value) and the digest size (2-byte value) are added. The number of
zero bits is minimal such that the resulting bit length is divisible by (1024 − s). The padded
message is divided to n + 1 (1024 − s)-bit blocks. Each block is concatenated with the salt value
if it is used. With respect to the salt size, the padding defines procedures FreshPadding and
SaltyPadding, which are a part of the Cheetah pseudo-code (see below).
The compression function is the core of the Cheetah hash function, which takes the current
message block and its index (8-byte value), the intermediate hash value, and the salt (optionally)
as an input and outputs the next intermediate hash value. The first hash value is set to zero by
default. After the last message block has been processed the resulting value is used to produce
the final digest. This can be summarized in the following pseudo-code:
Cheetah_Fresh_Hash(Message, InitialValue) {
MessageBlocks[0..n] = FreshPadding(Message);
IntermediateHashValue = InitialValue;
for(i=0; i<n; i++)
IntermediateHashValue += CheetahCompress(IntermediateHashValue, MessageBlock[i],i);
LastBlockPermutation(IntermediateHashValue);
IntermediateHashValue += CheetahCompress(IntermediateHashValue, MessageBlock[n], n);
if(Cheetah-224 or Cheetah-384)
return Truncate(IntermediateHashValue);
else
return IntermediateHashValue;
}
Cheetah_Salty_Hash(Message, Salt, InitialValue) {
MessageBlocks[0..n] = SaltyPadding(Message,Salt);
IntermediateHashValue = InitialValue;
for(i=0; i<n; i++)
IntermediateHashValue +=
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Figure 12.1: The outline of Cheetah.
CheetahCompress(IntermediateHashValue, MessageBlock[i], i);
LastBlockPermutation(IntermediateHashValue);
IntermediateHashValue += CheetahCompress(IntermediateHashValue, MessageBlock[n], n);}
if(Cheetah-224 or Cheetah-384)
return Truncate(IntermediateHashValue);
else
return IntermediateHashValue;
}
The versions of Cheetah differ in these functions as follows. First, the InitialValue and
the IntermediateHashValue are 32-byte (256-bit) vectors in Cheetah-224 and Cheetah-256, and
64-byte (512-bit) vectors in Cheetah-384 and Cheetah-512. The LastBlockPermutation function
first swaps the first and the second halves of the IntermediateHashValue, i. e. column 0 is
swapped with column 4, column 1 with column 5, column 2 with column 6, column 3 with
column 7 and then xores the constant 1 to the first byte.
Finally, the Truncate function removes the last 32 bits of the input in Cheetah-224 and
the last 128 bits of the input in Cheetah-384.

12.2

Design rationale

12.2.1

Hash function

The Cheetah design is the improved Merkle-Damgard construction [Dam89, Mer89], which is
now resistant to the generic attacks that appeared recently. The countermeasures we use have
been summarized in a recently proposed HAIFA framework [BD07]. Salt is used to prevent
generic attacks mounted off-line. As a result, the attacks on real applications that require a lot
of precomputations have to be mounted only after the salt has been chosen by a user.
Since salt can be chosen independently of the message it should be carefully mixed with
the hash value and the ”salt schedule” must not be exploited. Thus we decided to insert salt
to each message block so that message and salt are treated in the same way, and the analysis
becomes easier. The block counter is treated in the same way.
We also added the permutation before the last message block is processed in order to
prevent length-extension attacks (see Section 12.3).
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12.2.2

Compression function

The design of the Cheetah compression function is inspired by AES. We use the standard DaviesMeyer approach [PGV93] to build a compression function from a block cipher: the key becomes
the message, the plaintext is the IV, the ciphertext is the hash value. The feedforward operation
is also applied. In order to fit the digest length the internal state has been enlarged. The size
of the internal state is now 256 or 512 bits with respect to the desired digest size.
The original key schedule of Rijndael [DR02], which might become the message schedule
in the Rijndael-based compression function, seems to be rather weak for our purpose. We
made a modified message schedule somewhat similar to that of Rijndael so that diffusion is
quite fast and trails with small number of byte differences are impossible (see the next section).
However, the performance would substantially drop if a message block were of the same size as
the internal state. That is why we use a larger message block.
Now we explain this in more details. The internal state is chosen as a multiple of 256
bits such that it can be used directly as the resulting hash value or should be truncated. The
message block is a 1024-bit state. The smaller message block would reduce the speed, the bigger
one might require tables that would not fit the first-level cache of some CPU.
Since the internal state is bigger than that of AES more rounds are required for good
diffusion. The exact number of rounds has been determined by the message schedule. The
message schedule should provide full diffusion: difference in one byte in the message block
should affect all bytes in the last block of the expanded message. This requires 3 rounds of
message schedule. Thus 4096 bits should be added to the internal state, which is of size 256
bit for Cheetah-224 and Cheetah-256. As a result, 16 rounds are required. The Cheetah-384 and
Cheetah-512 versions have more thorough message schedule and faster diffusion so fewer rounds
are enough. We take 20 rounds for Cheetah-224 and Cheetah-256 and 16 rounds for Cheetah-384
and Cheetah-512 as a security margin.
Round primitives
Irreducible polynomial. To the best of our knowledge there is no attack motivated by the
choice of an irreducible polynomial used for creating the Galois field. The polynomial was used
in the design of Rijndael [DR02].
ShiftRows offsets. When a state is treated as a matrix with 4 rows and 8 columns we use
the offset values defined in the s pecification of Rijndael, which provide the best diffusion for
such a matrix [DR02]. When a state is represented by a matrix with 8 rows and 8 or 16 columns
we use the offset values which provide full diffusion after 3 rounds.
Diffusion matrices. In order to get the best possible diffusion we use MDS matrices, which
provide the maximum branch number. Although the choice of the matrix does not influence the
software implementation on a PC (an optimized implementation treats the whole round function
as a sum of precomputed functions), it is of importance on low-cost platforms. We used two
additional criteria: the number of ones and the number of distinct elements in the matrix.
These criteria affect the number of XOR operations and table lookups in the implementation
on, e.g., 8-bit platforms [JV04].
The 4 × 4 matrix follows the design of Rijndael. The 8 × 8 matrix was first proposed
by the designers of Grindahl [KRT07]. The latter matrix is optimal in terms of the number of
ones (24) and close to optimal in terms of the number of distinct elements (6). For more details
we refer to [JV04].
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Message schedule. We avoided possible weaknesses of the Rijndael-like key schedule by the
use of a block cipher for the message expansion. Although three rounds provide full diffusion the
versions Cheetah-384 and Cheetah-512 have more message rounds in order to make 12 message
injections to the internal state.
We also a bit modified the 8 × 8 matrix for the message schedule in order to avoid possible
attacks based on their identity. The MixColumn matrix used in the message schedule is obtained
by that of Cheetah-512 internal transformation by swapping the rows.

12.2.3

Number of rounds as tunable parameter

Although we fix the number of internal rounds for all the versions of Cheetah, it can be changed
in order to get a better security or performance. While we do not expect that the current
versions are weaker than versions with more rounds, reduced-round versions may suffer from
attacks. However, we believe that Cheetah-224 and Cheetah-256 with 12 rounds are as strong
as Cheetah-256 truncated to 160 bits. We also believe that Cheetah-384 and Cheetah-512 with
10 rounds are as strong as Cheetah-256. We do not recommend to reduce the number of rounds
further because Rijndael-specific properties (such as the Square property) might be exploited
for theoretical attacks.

12.3

Resistance to attacks

12.3.1

Generic attacks

Herding attacks
The herding attacks were proposed by Kelsey and Kohno [KK06]. The attacker presents a hash
value before she gets the information that is converted to the hash value. After the information
is known she seeks a ”garbage” string that should be added so that the resulting hash value
coincides with the declared one. The amount of strings to be tried can be significantly reduced
if the hash value is a kind of a multicollision: 2t different IVs can be ”herded” to the hash value
under appropriate messages. If the multicollision is organized in a form of so called diamond
structure, the whole attack costs less than the exhaustive search.
If an application uses salt then the attack requires the salt value to build the diamond
structure. If salt is at least an n/2-bit value (n — size of the internal state) there is no benefit
from trying all possible salts.
We also claim that the diamond structure can not be easily rebuilt for another salt value.
This is derived from the fact that there is no direct evidence how to build pseudo-collisions with
fixed IV and random message and salt.
Fast second preimage attack
A generic second preimage attack on the Merkle-Damgard construction was proposed by Kelsey
and Schneier [KS05]. The key idea is to use so called expandable messages. As soon as the
attacker finds two collided expandable messages of different length, collisions with messages of
the same size can be derived fast. As a result, the padding of the message with its length does
not prevent from second preimage attacks.
The attack is prevented in our construction by the use of the block counter in each iteration
of the compression function. Since the underlying Rijndael in the compression function is
invertible, the compression function as a function of block counter as an argument (the other
input is constant) is an injection. As a result, an expandable message becomes not-expandable
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unless more sophisticated ideas are proposed. So far there is no evidence how to carry out the
Kelsey-Schneier attack to the construction with the block counter.
Multicollisions
The multicollision attacks were proposed by Joux [Jou04]. The idea is to build collisions one
after another, which leads to 2k colliding messages after only k trials of the collision search. If
a hash function has an iterative structure, the attack can be always maintained. The actual
complexity, however, depends on the size of the internal state. Since the internal state of
versions Cheetah-256 and Cheetah-512 is of the same size as the corresponding digests these are
susceptible to multicollisions. However, the real threat is the use of multicollisions in the fast
second preimage search (see above), but such attack is prevented by the use of block counter.
Length-extension attacks
The well-known weakness of the original Merkle-Damgard construction is a length extension
property: if digests of messages M and M 0 collide than adding a common suffix also lead to a
collision: h(M ||M ) = h(M 0 ||M ) (see [BCK96, FS03] for more details). Even if we concatenate
an original message with its length (M 0 = M ||length(M )) the attack is valid because M 0 can
be itself considered as an extendable message.
We prevent this attack by applying a trivial permutation to the intermediate value before
the last message block is processed (the idea was proposed in [HPY07]). If there is a collision
after the last iteration of the compression function then adding any data to the end of colliding
message will change the input of the compression function that led to a collision.
Remark 3 The first version of Cheetah used a weak permutation that has many fixed points of
form (a||a), which allows length-extension attacks for one out of 2n/2 messages.

12.3.2

Attacks on the compression function

Collisions
Most collision attacks on dedicated hash functions are based on differential cryptanalysis, which
originates from block ciphers. The idea is to consider a differential trail (or path, or characteristic) — a sequence of differences in the internal state throughout the iteration (or several
iterations) of the compression function. If the trail ends with zero difference then any message pair, such that the two iterations provide the desired difference during the iteration, gives
a collision. The workload of the attack is usually determined by the round probabilities, or
the proportion of pairs which gives the output difference providing the input difference. The
probabilities are partly compensated by the freedom in the choice of a message pair.
Attacks on AES [DR02] and AES-based hash functions (such as Grindahl [Pey07]) deal
mostly with XOR differences. The differences form either the 256-value set (all possible 8-bit
values) or 2-value set (either zero and non-zero difference or zero and any difference). We
denote these attacks by the attack with standard differentials and the attack with truncated
differentials, respectively.
Now we claim that any differential trail in the Cheetah compression function has very low
probability and provide some observations in support of this claim.
Standard differentials. The only non-linear transformation in Cheetahis the SubBytes transformation. The probability that a non-zero byte difference δ1 is converted by the S-box to a
difference δ2 is upper bounded by 2−6 . Thus upper bound on the probability of a differential
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trail is determined by the number of non-zero differences entering S-boxes, or the number of
active S-boxes.
The following observation gives us the minimum number of active S-boxes in a one-block
differential trail for Cheetah-256. Such a trail has zero difference in the input and in the output
of the compression function. Let us denote the number of non-zero differences in InternalState
before the SubBytes transformation by si , 1 ≤ i ≤ 16. The last si is equal to zero. Let us
also denote by ci the number of non-zero differences in InternalState after the MixColumn4
transformation. The last ci is equal to 0 as well. Finally, we denote by mi the number of
non-zero differences in RoundBlock that is xored to InternalState in the beginning of a round.
These differences either cancel non-zero differences in InternalState or create them. Thus the
following condition holds
si + ci−1 ≥ mi
(12.1)
Due to the branch number of the MixColumn4 transformation ci is upper bounded: ci ≤
4si . Thus we obtain the following:
si + 4si−1 ≥ mi ⇒

X
i

si +

X
i

4si−1 ≥

X
i

mi ⇒ S ≥

M
,
5

where S is the number of active S-boxes in the internal state of the compression function, and
M is the number of non-zero byte differences in ExpandedBlock.
Now we estimate the minimum number of non-zero byte differences in the message scheduling only. First we note that this number is equal to the number of the active S-boxes in the
message scheduling extended to 4 rounds. Such a 4-round transformation is actually a Rijndael-like block cipher, which can be investigated using the theory proposed by Daemen and
Rijmen [DR01].
They estimated the minimum number of active S-boxes in 4 rounds of a Rijndael-like
block cipher. The sufficient condition to apply their theorem is that the ShiftRows8 should
be diffusion optimal: bytes from a single column should be distributed to different columns,
which is the case. Thus the number of active S-boxes can be estimated as the square of the
MixColumn8 branch number (9). As a result, any pair of different message blocks has difference
in at least M = 81 bytes of ExpandedBlock. This implies the lower bound 17 for S.
Thus we obtain the following proposition.
Proposition 4 Any 1-block collision trail of Cheetah-224 and Cheetah-256 has at least 17 active
S-boxes in the internal state.
Though any real trail with only 17 active S-boxes would probably lead to a collision
attack, we expect that the values of M close to minimal do not give actual collision trails due
to the following reasons:
• Small number of active S-boxes in the internal state implicitly assumes many local collisions;
• The distribution of non-zero differences in the message scheduling is not suitable for local
collisions due to high diffusion;
• The MixColumn matrix in the message scheduling differs from that of the internal transformation so, e.g., 4-byte difference collapse to 1-byte difference may only happen in one
of the two transformations.
157

Truncated differentials. The complexity of collision search with truncated differentials is
estimated in a different way. Recall that we deal with two types of byte differences: zero
difference and non-zero difference.
Consider such a trail. While the SubBytes transformation keeps these values unchanged
the additions can modify them. More precisely, addition cancels the non-zero difference with
probability 2−8 . Every zero difference in an active column after the MixColumn transformation
costs the same. The multiple of these probabilities gives the trail probability, which can be
treated in several ways with respect to the type of the attack. Generally, the lower the probability is the harder the attack is. Thus we try to compute an upper bound on the probability,
or the lower bound on the byte weight — the number of non-deterministic non-zero to zero
transformations.
Let us estimate first the round weight pi — the number of the zero differences in the
internal state that are the result of linear transformation of non-zero differences. Here i stands
for the round index. Two effects contribute to pi : zero differences after MixColumn and zero
difference due to the injection of RoundBlock.
The idea is to consider various possibilities for the number ki of active columns in the
MixColumn transformation in round i. Indeed, non-active columns in round i + 1 are equivalent
to diagonal zeros after round i. If these diagonals intersect with active columns in round i then
the resulting number of zeros in the intersection contribute to pi . One can make the following
table, which lists the minimum number of pi as a function of ki and ki+1 for Cheetah-256:
ki \ki+1
0
1
2
3
4
5
6
7
8

0
0
4
8
12
16
20
24
28
32

1
0
3
6
9
12
16
20
24
28

2
0
2
4
7
10
13
16
20
24

3 4 5
0 0 0
1 0 0
3 2 1
5 3 2
7 4 3
10 7 5
13 10 7
16 12 9
20 16 12

6
0
0
0
1
2
3
4
6
8

7
0
0
0
0
0
1
2
3
4

8
0
0
0
0
0
0
0
0
0

Table 12.1: Byte weight of round transformation with truncated differentials as a function of
the number of active columns (Cheetah-256).
Let us now estimate the probability of a k-round trail with truncated differentials. First,
we introduce the notion of a subtrail. A subtrail is a trail such that it covers only internal states,
the first and the last internal state have zero difference, and the other internal states have at
least one active column. Using Table 12.1 we obtain the lower bounds for subtrails. They are
given in Table 12.2.
Rounds 2 3 4 5 6 7 8 9 10 11 12−
Weight 4 7 10 13 16 19 22 25 28 31 32
Table 12.2: Minimum subtrail weight for Cheetah-256.
One may notice that the weight of a k-round subtrail is bounded by 3k − 2. An example
of such subtrail is provided in Figure 12.2.
However, a good trail may be composed of several subtrails. More precisely, internal
state may have zero difference in the middle of the trail, not only at rims. It is unlikely that
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SubBytes
ShiftRows4
MixColumn4

SubBytes
ShiftRows4
MixColumn4

···

new zeros

RoundBlock

RoundBlock

RoundBlock

Figure 12.2: An example of an optimal subtrail.
two such states may appear consecutively due to good diffusion properties in message schedule.
Assuming that we obtain that a k-round trail has at least weight 2k.
In our observations we did not consider trails in message schedule. We expect that any full
trail (message schedule+internal transformation) has worse properties than the corresponding
internal trail due to the following:
• Trails in the message schedule are likely to have low probability;
• Good message trails may impose bad internal ones, and vice versa — due to different
round functions.
The same observations hold for Cheetah-384 and Cheetah-512 though weight values in
Tables 12.1 and 12.2 are different (Table 12.3).
Rounds 2 3 4 5 6 7 8 9 10−
Weight 8 15 22 29 36 45 52 59 64
Table 12.3: Minimum subtrail weight for Cheetah-512.
Thus the weight of an k-round subtrail can be lower bounded by 7k − 6. An internal
k-round trail with no two consecutive zero-difference states has weight at least 4k.
Preimages and second preimages
The most powerful preimage attacks on blockcipher-based hash functions are meet-in-the-middle
attacks with the splice-and-cut technique [SA08b,SA09a,AS09]. No such attacks were applied to
Cheetah, to the best of our knowledge, probably due to strong message schedule. The message
schedule also prevents from the attacks similar to recent preimage attacks on SHA [CR08],
where slow diffusion was exploited.

12.4

Software and hardware implementation

12.4.1

Software

Cheetahcan be seen as two instances of Rijndael running in parallel. The first instance,
Rijndael-256, is used in the compression function to update the state of the function, which
is 4 × 8 matrix of bytes. The second instance, which transforms the much bigger matrix 8 × 16,
is used for the message expansion. Hence, for all of the transformations of Cheetah, software
implementation tricks of Rijndael can be used. It is well known that SubBytes, ShiftRows, and
MixColumns can be implemented as simple table lookups and xors. Let us give an estimate for
the efficiency of Cheetah-256. Later, an estimate for Cheetah-512 will be given. One round of
the compression function of Cheetah-256, which works with 4 × 8 matrix, requires 32 table lookups, and 32 xors. Hence, the whole 20 rounds will take 640 table look-ups, and 640 xors. The
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message expansion, on 32-bit platforms, needs 256 table look-ups and 224 xors for one round.
In the compression function of Cheetah-256, four rounds of this message expansion are required.
Therefore, only for the message expansion 1024 table look-ups and 996 xors are needed. So
for the whole compression function of Cheetah-256, one needs 1664 table look-ups and 1636
xors. This effort is spent to process a 128 bytes of message. Let us try to compare the speed
of Cheetah-256 with the speed of AES (Rijndael-128). AES uses 4 table look-ups and 4 xors
per column per round. Therefore for processing 16 bytes, AES uses 160 table look-ups and 160
xors. For processing 128 bytes, AES requires 1200 table look-ups and 1200 xors. Hence, the
speeds of Cheetah and AES are quite similar.
The optimal implementation of Cheetah requires 4KB for the tables and 160 bytes for the
internal value and the message expansion. Hence, in total, it requires around 4 KB of memory.
Memory speed trade-offs are possible. Since the look-up tables are rotated versions of each
other, an implementation with only one table, and a total memory of around 1KB is achievable.
Cheetah-512. The longer digest functions are best implemented on 64-bit platforms. Optimal
implementation of Cheetah-512 requires 16KB for 8 look-up table with 2KB each. The same
trade-off is possible as for Cheetah-256. An implementation with only 2KB of memory is possible.
The summary of the Cheetah speed is given in Tables 12.4, and 12.5.
Platform: Atmel 8-bit AVR ATmega128, 16 MHz, 128Kbytes of flash program memory and 4K
SRAM.
Digest size (bits)
One message digest
Algorithm setup

224
21000
32

256
21000
32

384
34000
64

512
34000
64

Table 12.4: Estimates on 8-bit processors.
Digest size (bits)
32-bit
64-bit
8-bit

224
19
13
131

256
19
13
131

384
25
21
206

512
25
21
206

Table 12.5: Speed in cycles/byte (optimized implementation).

12.4.2

Hardware

Since there are many hardware architectures the gate complexity of crypto implementations
varies dramatically. Speak generally, there is a tradeoff between gate count and speed. Moreover, special tricks can drastically reduce the gate complexity as compared to the reference
implementation. As a result, AES can be implemented in 104 gates as well as in 1.7 · 105
gates [KV01]. Taking the latter result as a reference one, we can roughly estimate the hardware
requirements for Cheetah.
Cheetah-256 has an internal state, which is twice bigger than that of AES-128. Providing
the number of rounds be equal to 20, we derive that the internal operations should require four
times bigger hardware implementation than those of AES. Analogously, the message expansion
is roughly equal in the number of operations to the sum of internal rounds so we estimate its
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gate count as the same as of the latter one. Finally, we estimate that an implementation of
Cheetah-512 on an ASIC platform [KV01] would require about 8 · 105 gates.
The same analysis for Cheetah-512 gives an estimate of 12 · 105 gates.

12.5

External analysis of Cheetah

There was presented only one type of attack on the compression function — rebound attack.
The IAIK team announced an attack on 8.5 rounds of Cheetah-512, though did not provide
details.
A more efficient attack is mounted on the 12-round version of Cheetah-256, providing
a semi-free start collision [WFW09]. The attack uses two main improvements over the first
rebound attack. First, a non-trivial truncated differential trail is used in the message schedule,
which reduces the number of active S-boxes in the first rounds of the outbound phase. However,
the differences spread to the whole message block quickly, which makes the outbound phase
rather short.
The second improvement is a careful exploit of freedom degrees in the message injection
with a variant of a message modification. In the original paper on the rebound attack [MRST09],
k independent message injections give k rounds of the inbound phase for free. In the attack on
Cheetah-256 one more round is gained for free because not all bytes are active in that round.
Another nice idea is that the message bytes, that correspond to non-active S-boxes, actually
influence active S-boxes via several message schedule rounds. The technique can be viewed
as an alternative to improvements of the inbound phase (Section 4.3). All the tricks together
provide a collision with complexity 224 . We note that it is hard to extend the attack on more
rounds, because not only the internal state diffusion, but also due to differences in the message
schedule.
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Appendix A

Additional materials
A.1

AES

AES has a 128-bit (16-byte) internal state, which is typically represented as a square of 4 × 4
bytes. All the AES versions have the same round function, but the number of rounds and the
key schedule is different.
AES starts with a bytewise XOR of the plaintext with the first 128 bits of the key. Then
10 (12, 14) rounds are performed in the version with 128-(192-, 256-)bit key. The round function
consists of four operations: SubBytes, ShiftRows, MixColumns, and AddRoundKey.
The SubBytes is a bytewise operation defined as the following bijection:

X1 \X2
0
1
2
3
4
5
6
7
S:
8
9
a
b
c
d
e
f

0
63
ca
b7
04
09
53
d0
51
cd
60
e0
e7
ba
70
e1
8c

1
7c
82
fd
c7
83
d1
ef
a3
0c
81
32
c8
78
3e
f8
a1

2
77
c9
93
23
2c
00
aa
40
13
4f
3a
37
25
b5
98
89

3
7b
7d
26
c3
1a
ed
fb
8f
ec
dc
0a
6d
2e
66
11
0d

4
f2
fa
36
18
1b
20
43
92
5f
22
49
8d
1c
48
69
bf

S(X1 X2 ) = Y
5
6
7
6b 6f c5
59 47 f 0
3f f 7 cc
96 05 9a
6e 5a a0
f c b1 5b
4d 33 85
9d 38 f 5
97 44 17
2a 90 88
06 24 5c
d5 4e a9
a6 b4 c6
03 f 6 0e
d9 8e 94
e6 42 68

8
30
ad
34
07
52
6a
45
bc
c4
46
c2
6c
e8
61
9b
41

9
01
d4
a5
12
3b
cb
f9
b6
a7
ee
d3
56
dd
35
1e
99

a
67
a2
e5
80
d6
be
02
da
7e
b8
ac
f4
74
57
87
2d

b
2b
af
f1
e2
b3
39
7f
21
3d
14
62
ea
1f
b9
e9
0f

c
d
e
f e d7 ab
9c a4 72
71 d8 31
eb 27 b2
29 e3 2f
4a 4c 58
50 3c 9f
10 f f f 3
64 5d 19
de 5e 0b
91 95 e4
65 7a ae
4b bd 8b
86 c1 1d
ce 55 28
b0 54 bb

f
76
c0
15
75
84
cf
a8
d2
73
db
79
08
8a
9e
df
16

The ShiftRows rotates each row of the internal state to the left over the row index:
Anew
i,j ← Ai,(j+i)%4 .
The MixColumns operation processes each column of the state independently. A column
is treated as an 4-element vector m over GF(28 ) and is multiplied by the following matrix over
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GF(28 ):
03
01
M =
01
02


mnew ← Am;

01
01
02
03

01
02
03
01


02
03
.
01
01

The multiplication is performed in GF(28 ).
The AddRoundKey operation XORs the next subkey to the internal state bytewise.
Bytes of the plaintext are denoted by Pi,j , and bytes of the internal state after the Subr denote a byte in position
Bytes transformation in round r are denoted by Ari,j . Let also Bi,j
(i, j) after the r-th application of MixColumns.
Key schedule. The l-bit key is represented as an 4 × Nk byte matrix, where Nk = l/32. It
is processed by d(Nr + 1)/Nk e key schedule rounds to get Nr + 1 subkeys.
One key schedule round of AES-128 and AES-192 consists of the following transformations:
Ki,0 ← S(Ki+1,Nk −1 ) ⊕ Ki,0 ⊕ Cr ,
Ki,j ← Ki,j−1 ⊕ Ki,j ,

0 ≤ i ≤ 3;

0 ≤ i ≤ 3, 1 ≤ j ≤ Nk ,

(A.1)

where S() stands for S-box, Cr — for the round-dependant constant.
We denote the subkey of round i by K i , i.e. the first (whitening) subkey is K 0 , the subkey
of round 1 is K 1 , etc., the last subkey is K 14 . The difference in K i is denoted by ∆K i . Bytes
l , where i stands for the row index, and j stands for the column
of a subkey are denoted by Ki,j
index in the standard matrix representation of AES.
One key schedule round of AES-256 consists of the following transformations:
Ki,0 ← S(Ki+1,7 ) ⊕ Ki,0 ⊕ Cr ,

0 ≤ i ≤ 3;

Ki,j ← Ki,j−1 ⊕ Ki,j ,

0 ≤ i ≤ 3, 1 ≤ j ≤ 3;

Ki,j ← Ki,j−1 ⊕ Ki,j ,

0 ≤ i ≤ 3, 5 ≤ j ≤ 7,

Ki,4 ← S(Ki,3 ) ⊕ Ki,4 ,

0 ≤ i ≤ 3;

(A.2)

where S() stands for S-box, and Cr — for the round-dependant constant. Therefore, every
round has 8 S-boxes.

A.2

Specification of the Cheetah V2 compression function

The Cheetah compression function is an iterative transformation based on the Rijndael block
cipher. The size of the internal state (SI ) and the number of rounds (Nr ) varies for different
versions of Cheetah, based on the output digest size.
Digest size
224
256
384
512

Internal state
256
256
512
512

Message block
1024
1024
1024
1024

Internal rounds
20
20
16
16

Message schedule rounds
4
4
7
7

The message block is expanded by the means of the message schedule. The expanded
message is divided into Nr vectors, which are xored to the internal state before every round.
The Cheetah compression function is then defined by the following pseudo-code:
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CheetahCompression(IntermediateHashValue, MessageBlock,
BlockCounter) {
InternalState = IntermediateHashValue + BlockCounter;
ExpandedBlock = MessageExpansion(MessageBlock);
for(i=1; i<= Nr; i++)
{
InternalState +=RoundBlock(ExpandedBlock,i);
InternalState = InternalRound(InternalState);
}
return InternalState + BlockCounter;
}

Message
block

Internal
state

Expanded
block

···
···

Figure A.1: The outline of the compression function.
The block counter B is treated as an 8-byte vector in the big-endian model and is xored
to the first 8 bytes of the IntermediateHashValue IV :
IVj ← IVj + Bj , 0 ≤ j ≤ 7.
The block counter is also added at the end of the compression function in the same way.
The procedures MessageExpansion and InternalRound are determined below for every
version of Cheetah.
Cheetah-224 and Cheetah-256
The Cheetah-224 and Cheetah-256 use the same compression function. The 128-byte message
block is expanded to a 512-byte block. The internal state is of size 32 bytes and is iterated for
20 rounds.
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Message Schedule. The MessageExpansion procedure is a Rijndael-like transformation,
which is defined in pseudocode as follows:

MessageExpansion(byte MessageBlock[128]) {
byte ExpandedBlock[512];
ExpandedBlock[0..127] = MessageBlock;
for(i=1; i<=5; i++)
{
SubBytes(MessageBlock);
ShiftRows8(MessageBlock);
MixColumn8(MessageBlock);
AddRoundConstant(MessageBlock,i);
ExpandedBlock[128*i..128*i+127] = MessageBlock;
}
}

MessageBlock is treated as a byte array of size 8 × 16:
m0,0 m0,1 · · · m0,15
m1,0 m1,1 · · · m1,15
.......................
m7,0 m7,1 · · · m7,15
The original 128-byte vector (v0 , v1 , . . . , v127 ) is arranged into the array using the following
rule1 : mi,j = v8∗i+7−j (see ).
Message to be Hashed
···

0

1

4

3

2

5

6

7

···

127

Message Block
7

15

23

6

14

22

5

13 21

4

12 20

3

11 19

2

10 18

127
126
···

125
124
123

···

122

1

9

17

121

0

8

16

120

Figure A.2: Byte arrangement.
1

This arrangement is optimized for the little-endian architecture.
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The SubBytes transformation is the byte-wise SubBytes transformation used in Rijndael:

X1 \X2
0
1
2
3
4
5
6
7
S:
8
9
a
b
c
d
e
f

0
63
ca
b7
04
09
53
d0
51
cd
60
e0
e7
ba
70
e1
8c

1
7c
82
fd
c7
83
d1
ef
a3
0c
81
32
c8
78
3e
f8
a1

2
77
c9
93
23
2c
00
aa
40
13
4f
3a
37
25
b5
98
89

3
7b
7d
26
c3
1a
ed
fb
8f
ec
dc
0a
6d
2e
66
11
0d

4
f2
fa
36
18
1b
20
43
92
5f
22
49
8d
1c
48
69
bf

S(X1 X2 ) = Y
5
6
7
6b 6f c5
59 47 f 0
3f f 7 cc
96 05 9a
6e 5a a0
f c b1 5b
4d 33 85
9d 38 f 5
97 44 17
2a 90 88
06 24 5c
d5 4e a9
a6 b4 c6
03 f 6 0e
d9 8e 94
e6 42 68

8
30
ad
34
07
52
6a
45
bc
c4
46
c2
6c
e8
61
9b
41

9
01
d4
a5
12
3b
cb
f9
b6
a7
ee
d3
56
dd
35
1e
99

a
67
a2
e5
80
d6
be
02
da
7e
b8
ac
f4
74
57
87
2d

b
2b
af
f1
e2
b3
39
7f
21
3d
14
62
ea
1f
b9
e9
0f

c
d
e
f e d7 ab
9c a4 72
71 d8 31
eb 27 b2
29 e3 2f
4a 4c 58
50 3c 9f
10 f f f 3
64 5d 19
de 5e 0b
91 95 e4
65 7a ae
4b bd 8b
86 c1 1d
ce 55 28
b0 54 bb

f
76
c0
15
75
84
cf
a8
d2
73
db
79
08
8a
9e
df
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Here and later the values are given in the hexadecimal representation.
The ShiftRows81 operation processes each row of the MessageBlock array independently.
A row is cyclically shifted to the left over the offset with respect to the row index:
mnew
i,j ← mi,(j+ci )%16 .
Row index
i
0
1
2
3
4
5
6
7

Offset
ci
0
1
2
3
5
6
7
8

The MixColumn8 operation processes each column of the the MessageBlock array independently. A column is treated as an 8-element vector m over GF(28 ) and is multiplied by the
following matrix over GF(28 ):


02 0c 06 08 01 04 01 01
01 02 0c 06 08 01 04 01


01 01 02 0c 06 08 01 04


04 01 01 02 0c 06 08 01
new

.
m
← Am; A = 

01 04 01 01 02 0c 06 08
08 01 04 01 01 02 0c 06


06 08 01 04 01 01 02 0c 
0c 06 08 01 04 01 01 02
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The multiplication is performed in GF(28 ).
The AddRoundConstant operation adds a 32-bit constant to the message block. The
constant is a function of the round index r:
mi,0 + = S[4 ∗ r + i], 0 ≤ i ≤ 3,
where S stands for the S-box.
The RoundBlock operation selects a 32-byte block from the ExpandedBlock = (E0 , E1 , E2 , E3 ).
Define the round index r as r = 4l + m, 0 ≤ l, m ≤ 3. Then the selected block is the 4 × 8 byte
array Mr , that is defined as follows:
Mr = (mi,j )4×8 , El = (ei,j )8×16 ;

mi,j = e4∗(m%2)+i,4∗(m/2)+j .

This selection is illustrated in Figure A.3.
ExpandedBlock
E[0] E[1] E[2] E[3]

M [4r]

M [4r + 2]

E[l]:
M [4r + 1] M [4r + 3]

Figure A.3: Composition of the expanded message.
The selected block is bytewise xored to the InternalState:
anew
i,j ← ai,j + mi,j .
Internal round. The InternalRound transformation is actually the Rijndael round as it
would be used with 32-byte block. It consists of three operations: SubBytes, ShiftRows4, and
MixColumn4.
InternalRound(byte InternalState[256]) {
SubBytes(InternalState);
ShiftRows4(InternalState);
MixColumn4(InternalState);
}
The SubBytes operation has already been defined above. Both the ShiftRows4 and MixColumn4 operations treat the InternalState as a byte array of size 4 × 8, with 4 rows and 8
columns:
a0,0 a0,1 · · · a0,7
a1,0 a1,1 · · · a1,7
a2,0 a2,1 · · · a2,7
a3,0 a3,1 · · · a3,7
The original 32-byte vector (v0 , v1 , . . . , v31 ) is arranged into the array using the following rule:
ai,j = v4∗i+3−j .
ShiftRows4 cyclically shifts each row with respect to the following offset table:
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Row index
i
0
1
2
3

Offset
ci
0
1
3
4

Thus the ShiftRows4 operation can be expressed as follows:
anew
i,j ← ai,(j+ci )%4 .
The MixColumn4 transformation treats each column as a 4-element vector a over GF(28 )
and multiplies it by the following matrix:


02 03 01 01
01 02 03 01

B=
01 01 02 03 .
03 01 01 02
Thus MixColumn4 can be expressed via the following formulae:
anew ← Ba.
Output. The output 32-byte vector (v0 , v1 , . . . , v31 ) is derived from the internal state using
the following rule: vi = ai/4, 3−i%4 .
Cheetah-384 and Cheetah-512
The Cheetah-384 and Cheetah-512 use the same compression function. The 128-byte message
block is expanded to a 1024-byte block. The internal state is of size 64 bytes and is iterated for
16 rounds.
Message Schedule. The MessageExpansion procedure is similar to that of Cheetah-224 and
Cheetah-256. 7 rounds are required to get the blocks that are xored to the internal state.
MessageExpansion(byte MessageBlock[128]) {
byte ExpandedBlock[768];
ExpandedBlock[0..127] = MessageBlock;
for(i=1; i<=7; i++)
{
SubBytes(MessageBlock);
ShiftRows8(MessageBlock);
MixColumn8(MessageBlock);
AddRoundConstant(MessageBlock,i);
ExpandedBlock[128*i..128*i+127] = MessageBlock;
}
}
The RoundBlock operation selects a 64-byte block from ExpandedBlock. Define the round
index r as r = 2l + m, 0 ≤ l ≤ 2, 0 ≤ m ≤ 1. Then the selected block is the 8 × 8 byte array
Mr , that is defined as follows:
Mr = (mi,j )8×8 , El = (ei,j )8×16 ;
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mi,j = e8∗m+i,j .

Internal round. The InternalRound transformation in Cheetah-384 and Cheetah-512 differs
from that of smaller versions. Its operations resemble the MessageExpansion procedure, but
the parameters are different:
InternalRound(byte InternalState[512]) {
SubBytes(InternalState);
ShiftRows64(InternalState);
MixColumn64(InternalState);
}
All the transformations treat the input as a byte array of size 8 × 8:
a0,0 a1,0 · · · a7,0
a0,1 a1,1 · · · a7,1
....................
a0,7 a1,7 · · · a7,7
The original 64-byte vector (v0 , v1 , . . . , v63 ) is arranged to the array using the following rule:
ai,j = v8∗i+7−j .
The offset table of the ShiftRows64 transformation:
Row index
i
0
1
2
3
4
5
6
7

Offset
ci
0
1
2
3
4
5
6
7

The matrix of the MixColumn64 transformation:

01 04 01 01 02 0c
08 01 04 01 01 02

06 08 01 04 01 01

 0c 06 08 01 04 01
A=
02 0c 06 08 01 04

01 02 0c 06 08 01

01 01 02 0c 06 08
04 01 01 02 0c 06

06
0c
02
01
01
04
01
08


08
06

0c 

02
.
01

01

04
01

Output. The output 64-byte vector (v0 , v1 , . . . , v64 ) is derived from the internal state using
the following rule: vi = ai/8, 7−i%8 .
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