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Preface

Early Symmetric Cryptography (ESC) is a bi-annual five-day seminar taking place in Luxembourg since 2008. The goal of the seminar is to provide an opportunity for the top researchers
in symmetric and algorithmic cryptography to freely exchange ideas, make new contacts, start
new research, and plan projects. It is coupled with a bi-annual Dagstuhl (Germany) seminar on
symmetric cryptography.
The seminar is focusing on:
– symmetric primitives (block and stream ciphers, message authentication codes and hash
functions)
– complex cryptosystems and cryptographic protocols employing these primitives
– algorithmic challenges in public and symmetric cryptography.
In the year 2017 the seminar also pursued several special real world cryptography topics:
–
–
–
–

Lightweight Cryptography for the IoT
Authenticated Encryption
Whitebox Cryptography
Proofs of Work

The seminar was also a dissemination event for the FNR ACRYPT CORE project on "Lightweight
Cryptography for the Internet of Things" which was run by the CryptoLUX team from 20132017.
The 2017 event took place in Canach (Luxembourg) in the countryside, on the green lawns of a
golf course. During the free half-day on Wednesday participants had a guided tour of the Wenzel
walk in Luxembourg city as well as a tour of the fort Dräi Eechelen (Trois Glands, Fort Thüngen) museum. The previous editions of ESC took place in Echternach (2008), Remich (2010),
Mondor-les-Bains (2013), Clervaux (2015). This edition was the fifth one and has gathered 53
cryptographers and IT security experts from academia and industry. Two thirds of the attendees were professors/senior researchers from companies, about half were prominent post-docs
and Ph.D. students. There were 38 talks of about 40 minutes, 2 informal discussions: about
promising future research topics in symmetric cryptography, and about security dangers of the
IoT; and a rump session with 6 brief talks and announcements. An ongoing "Competition for Authenticated Encryption: Security, Applicability, and Robustness (CAESAR)" steering committee
meeting also took place during one of the lunches.
Here is the link to all the current and previous editions of the seminar: https://cryptolux.
org/ESC/.
The program committee for the ESC 2017 event consisted of:
Prof.
Prof.
Prof.
Prof.

Alex Biryukov, University of Luxembourg
Joan Daemen, STMicroelectronics, Belgium and Radboud Univ., Netherlands
Stefan Lucks, Bauhaus-Universität Weimar, Germany
Serge Vaudenay, EPFL, Switzerland

The local organizing team consisted of:
Alex Biryukov
Fabienne Schmitz
The ESC 2017 seminar was organized by the CryptoLUX team of the Security and Trust (SnT)
center and of the Computer Science and Communications research unit of the University of
Luxembourg, and with the generous sponsorship of Fonds National de la Recherche Luxembourg
and the research lab LACS (Laboratory of Algorithms, Cryptography and Security). Special
thanks go to Léo Perrin, Benoit Cogliati, Aleksei Udovenko for their help during the event, and
to Yann Le Corre for compiling these proceedings.

This volume is a book of abstracts/extended abstracts of the talks given during the seminar.
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Topics and Research Directions for
Symmetric Cryptography
Alex Biryukov1 , Joan Daemen2 , Stefan Lucks3 , and Serge Vaudenay4
1
2

SnT, CSC, University of Luxembourg,
Radboud University, STMicroelectronics,
3
Bauhaus-Universität Weimar,
4
EPFL, Lausanne

This is a summary of the open discussion on future research topics for symmetric cryptography
chaired by Stefan Lucks. During this session participants were suggesting topics of potential
future interest. Here is the list of spotted topics. The first four were seen as somewhat more
important, the rest are shown in the order they we called out.
Leakage Resilience: to offer protection against attacks that exploit leakage in implementations,
one can design primitives, modes and protocols so that such leakage can either not be exploited
or does not result in a compromise of security.
Beyond Birthday Security: the most widely used block ciphers have a block size of 128 bits (AES
and most of its clones) or even 64 bits (Triple DES, IDEA and numerous so-called lightweight
ciphers). As soon as the number of blocks processed with a block cipher with a given key
approaches the square root of the domain size (264 in the case of AES, 232 in the case of DES),
input collisions become likely and (distinguishing) security of breaks down for most modes. Some
think that this should be addressed by having modes for which security would not break down
at that point.
Lightweight Crypto: the participants at the discussion agreed that lightweight crypto should not
be considered a single homogeneous field. There are at least two practical areas which demand
lightweight cryptography, which have entirely different requirements:
• Crypto for Low Power Devices: battery-powered devices need crypto that requires little energy per cryptographic computation. Energy-harvesting devices need crypto that requires
little power for cryptographic operations, while still achieving a certain throughput.
• Low Latency Encryption: this is required for implementing external memory encryption (useful against reverse engineering and in DRM) in a transparent way, i.e., without having to
adapt the microprocessor architecture.
• Small Size (gate count) Crypto: in the literature, the gate count (or the ”gate equivalence” from some hardware synthesis process) is often understood as a benchmark for new
”lightweight” primitives. It allows to compare different primitives (which one can be implemented with less gates?) and challenges both primitive designers and cryptanalysts (how
many gates do you need to maintain a certain level of security?). However, during the discussion, no practical demand for extremely small symmetric primitives could be identified.
Perhaps, the design and analysis of extremely small symmetric primitives is a nice intellectual challenge, but for practical purposes, more a distraction from the important issues for
lightweight symmetric crypto, such as low power and low latency?
Standards/Correct Implementation: very often, successful attacks on cryptographic implementations do not arise from failures of cryptography by itself, but rather from seemingly silly
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implementation mistakes. E.g., the famous Heartbleed bug on OpenSSL was actually a simple
buffer overread error, from an incorrect implementation of the TLS protocol. To what degree
can cryptographers contribute to proper specifications and correct implementation of the cryptography they propose?
Random Number Generators: building and evaluating random number generators does not
strictly belong to the field of cryptography but is essential for many protocols.
Secure Channel Protocol: in symmetric cryptographic research there has been a shift from primitives (block ciphers, stream ciphers, ) to more elaborate functions (authenticated encryption
schemes). The next step up is secure channel protocols that satisfy more involved security requirements (e.g., when two parties share a symmetric key, how do they use is to secure a chat
session between them?)
Post-Quantum Crypto: the impact of quantum computers on symmetric cryptography is not
completely understood yet. Beyond the Grover algorithms, there exist ways to break symmetric
schemes faster than with classical computers. The challenge is to develop more quantum attacks
and identify countermeasures.
Format-Preserving Encryption: although NIST proposed a standard for encryption over small
domains, the concept is not fully understood (namely, there is a big gap between the theory and
practice when it comes to formalize security and prove it). In addition to this, current standards
only encrypt over domains of form Z ` , i.e. a string of ` elements of an alphabet Z. We should
also construct ciphers over a more structured domains.
Low Multiplication Complexity Crypto: this is about symmetric crypto with minimal multiplicative size and depth. Such symmetric primitives could be useful for multi-party computation
(MPC), homomorphic encryption (HE), and zero-knowledge proofs (ZK), where linear computations are very cheap compared to non-linear operations.
Block Ciphers for White-box Crypto: design a cipher for which it would be easy to produce
white-box implementations (all white-box attempts for DES and AES have been broken). Another direction is to design provably weak white-boxed ciphers. This has been shown to be
relatively easy, but doing it efficiently could be a challenge. Also design of strong white-box
cipher (equivalent to public key) has been a long standing challenge.
Proofs of Work (PoW): design functions which are provably hard (high computation and/or
memory complexity) to evaluate. Such functions are useful in crypto-currencies, client puzzles
(DDOS prevention) or as a mitigation against spam. Such functions are also closely related to
hash functions used for password hashing.
Alternatives to PoW: since PoW functions are seen as wasting energy, green alternatives are always welcome. However these are typically protocols (proof-of-storage, proof-of-stake, byzantine
fault tolerance) and wouldn’t be in the realm of cryptography.
Tweakable Block Ciphers: over several decades, block ciphers have been the main workhorses of
symmetric cryptography. Even cryptographic hash functions, such as MD4, MD5, SHA-1 and
the SHA-2, family are based on an internal block cipher. One new primitive, challenging the
ordinary block ciphers, are tweakable block ciphers (TBC). While it may be more challenging
to design a secure TBC than a plain block cipher, and the TBC might be a little slower than
the ordinary block cipher, at the same level of security, however the additional ”tweak” input
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provides the mode and protocol designers with much greater degrees of freedom. This makes the
primitive design and analysis of TBCs an important research question, just as the design and
analysis of modes for TBCs.
Primitives with Proofs (Reductions): the ”gold standard” for the design of asymmetric cryptographic primitives is to provide a security proof. The proof is a reduction, i.e., it shows that
breaking the primitive is at least as hard as solving a certain algorithmic problem, which is
meaningful beyond the cryptographic application. This is entirely different in symmetric crypto,
where a primitive is claimed to be secure, and, at best, proven to withstand known attack techniques (differential cryptanalysis, linear cryptanalysis, ...). Is it possible to design symmetric
primitives with a security proof, similarly to asymmetric cryptography? Of course, avoiding
trivial PK to SK reductions or stream ciphers produced from OWF hard bits, ideally keeping
the traditional symmetric cryptography performance advantage – at least in part.
Primitives Exploiting PK-Hardware: on many platforms there are dedicated co-processors to
perform public key cryptography, such as a Montgomery multiplication unit. A block cipher (or
permutation) using operations that can be performed efficiently on such a unit can give very
good security at high speed.
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Proving Resistance against Invariant Attacks: Properties of the
Linear Layer
(Extended Abstract)
Christof Beierle1 , Anne Canteaut2 , Gregor Leander1 , and Yann Rotella2
1

Horst Görtz Institute for IT Security, Ruhr-Universität Bochum, Germany christof.beierle@rub.de,
gregor.leander@rub.de
2
Inria, Paris, France
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Abstract. Many lightweight block ciphers use a very simple key-schedule where the round-keys
only differ by a round-constant. However, several of those schemes were recently broken using invariant attacks, i.e. invariant subspace attacks or nonlinear invariant attacks. This work analyzes the
resistance of such ciphers against invariant attacks and reveals the precise mathematical properties
that render those attacks applicable. As a first practical consequence, we prove that some ciphers
including Prince, Skinny-64 and Mantis7 are not vulnerable to invariant attacks. Also, we show that
the invariant factors of the linear layer have a major impact on these attacks. Most notably, if the
number of invariant factors of the linear layer is small (e.g., if its minimal polynomial has a high
degree), we can easily find round-constants which guarantee the resistance to all types of invariant
attacks, independently of the choice of the Sbox-layer.

One of the main topics in symmetric cryptography in recent years is lightweight cryptography. Even though it is not really clearly defined what lightweight cryptography exactly is, the
main idea can be embraced as designing cryptographic primitives that put an extreme focus on
performance. This in turn resulted in many new, especially block cipher, designs which achieve
better performance by essentially removing any operations that are not strictly necessary (or believed to be necessary) for the security of the scheme. One particular interesting case of reducing
the complexity is the design of the key schedule and the choice of round constants. Both of these
are arguably the parts that we understand least and only very basic design criteria are available
on how to choose a good key schedule or how to choose good round constants. Consequently,
many of the lightweight block ciphers remove the key schedule completely. Instead, identical
keys are used in the rounds and (often very simple and sparse) round constants are added on
top (e.g., see LED [5], Skinny [1], Prince [2], Mantis [1], to mention a few).
However, several of those schemes were recently broken using a structural attack called
invariant subspace attack [7, 8], as well as the recently published generalization called nonlinear
invariant attack [10]. Indeed, those attacks have been successfully applied to quite a number
of recent designs including PRINTcipher [7], Midori64 [4, 10], iSCREAM [8] and SCREAM [10],
NORX v2.0 [3], Simpira v1 [9] and Haraka v.0 [6]. Both attacks, that we jointly call invariant
attacks in this work, notably exploit the fact that these lightweight primitives have a very simple
key schedule where the same round key (up to the addition of a round constant) is applied in
several rounds.
It is therefore of major importance to determine whether a given primitive is vulnerable to
invariant attacks. More generally, it would be interesting to exhibit some design criteria for the
building blocks in a cipher which guarantee the resistance against these attacks. As mentioned
above, this would shed light on the fundamental open question on how to select proper round
constants.
In this work, we analyze the resistance of several lightweight substitution-permutation ciphers
against invariant attacks. Our framework both covers the invariant subspace attack, as well
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as the recently published nonlinear invariant attack. By exactly formalizing the requirements
of those attacks, we are able to reveal the precise mathematical properties that render those
attacks applicable. Indeed, as we will detail below, the rational canonical form of the linear layer
will play a major role in our analysis. Our results show that the linear layer and the round
constants have a major impact on the resistance against invariant attacks, while this type of
attacks was previously believed to be mainly related to the behaviour of the S-box, see e.g. [4].
In particular, if the number of invariant factors of the linear layer is small (for instance, if its
minimal polynomial has a high degree), we can easily find round constants which guarantee the
resistance to all types of invariant attacks, independently of the choice of the S-box layer.
In our framework, the resistance against invariant attacks is defined in the following sense:
For each instantiation of the cipher with a fixed key, there is no function that is invariant for both
the substitution layer and for the linear part of each round. This implies that any adversary who
still wants to apply an invariant attack necessarily has to search for invariants over the whole
round function, which appears to have a cost exponential in the block size in general. Indeed, all
published invariant attacks we are aware of exploit weaknesses in the underlying building blocks
of the round. Therefore, our notion of resistance guarantees complete security against the major
class of invariant attacks, including all variants published so far.
This work is split in two parts, a first part which can be seen as the attacker’s view on
the problem and a second part which reflects more on the designer’s decision on how to avoid
those attacks. More precisely, the first part details an algorithmic approach which enables an
adversary to spot a possible weakness with respect to invariant attacks within a given cipher.
For the lightweight block ciphers Skinny-64, Prince, and Mantis7 , this algorithm is used to prove
the resistance against invariant attacks.
These results come from the following observation, detailed in this first part: Let L denote
the linear layer of the cipher in question and let c1 , . . . , ct ∈ Fn2 be the (XOR) differences between
two round constants involved in rounds where the same round key is applied. Furthermore let
WL (c1 , . . . , ct ) denote the smallest L-invariant subspace of Fn2 that contains all c1 , . . . , ct . Then,
one can guarantee resistance if WL (c1 , . . . , ct ) covers the whole input space Fn2 . As a direct
result, we will see that in Skinny-64, there are enough differences between round constants to
guarantee the full dimension of the corresponding L-invariant subspace. This directly implies
the resistance of Skinny-64, and this result holds for any choice of the S-box layer.3 In contrast,
for Prince and Mantis7 , there are not enough suitable ci to generate a subspace WL (c1 , . . . , ct )
with full dimension. However, for both primitives, we are able to keep the security argument by
also considering the S-box layer, using the fact that the dimension of WL (c1 , . . . , ct ) is not too
low in both cases.
In the second part, we provide an in-depth analysis of the impact of the round constants and
of the linear layer on the resistance against invariant attacks. The first question we ask is the
following:
Given the linear layer L of a cipher, what is the minimum number of round constants needed
to guarantee resistance against the invariant attack, independently from the choice of the S-box?
Figure 1 shows the maximal dimension that can be reached by WL (c1 , . . . , ct ) when t values
of ci are considered.
3

We have to provide that the S-box has no component of degree 1. However, if the S-box has such a linear
component, the cipher could be easily broken using linear cryptanalysis.
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Fig. 1. For the linear layer of Skinny-64, Prince and Mantis, this figure shows the highest possible dimension of
WL (c1 , . . . , ct ) for t values c1 , . . . , ct (see Theorem 1).

It shows in particular that the whole input space can be covered with only t = 4 values in
the case of Skinny-64, while 8 and 16 values are needed for Prince and Mantis respectively. This
explains why, even though Prince and Mantis apply very dense round constants, the dimension
does not increase rapidly for higher values of t.
The observations in Fig. 1 are deduced from the invariant factors (or the rational canonical
form) of the linear layer, as shown in the following theorem.

Theorem 1. Let Q1 , . . . , Qr be the invariant factors of the linear layer L and let t ≤ r. Then
max

dim WL (c1 , . . . , ct ) =
n

c1 ,...,ct ∈F2

t
X

deg Qi .

i=1

For the special case of a single constant c, the maximal dimension of WL (c) is equal to
the degree of the greatest invariant factor of L, i.e. the minimal polynomial of L. We will
also explain how the particular round constants must be chosen in order to guarantee the best
possible resistance.
As designers often choose random round constants to instantiate the primitive, we were also
interested in the following question:
How many randomly chosen round constants are needed to guarantee the best possible resistance with a high probability?
We derive an exact formula for the probability that the subspace WL (c1 , . . . , ct ) has full
dimension for t uniformly random constants ci . Fig. 2 gives an overview of this probability for
several lightweight designs.
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Fig. 2. For the linear layer of several lightweight ciphers, this figure shows the probability that WL (c1 , . . . , ct ) = Fn
2
for uniformly random chosen constants ci .
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Insuperability of the Standard Versus Ideal Model Gap for
Tweakable Blockcipher Security
Bart Mennink
Digital Security Group, Radboud University, Nijmegen, The Netherlands
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Abstract. Two types of tweakable blockciphers based on classical blockciphers have been presented
over the last years: non-tweak-rekeyable and tweak-rekeyable, depending on whether the tweak may
influence the key input to the underlying blockcipher. In the former direction, the best possible
security is conjectured to be 2σn/(σ+1) , where n is the size of the blockcipher and σ is the number
of blockcipher calls. In the latter direction, Mennink and Wang et al. presented optimally secure
schemes, but only in the ideal cipher model. We investigate the possibility to construct a tweakrekeyable cipher that achieves optimal security in the standard cipher model. As a first step, we note
that all standard-model security results in literature implicitly rely on a generic standard-to-ideal
transformation, that replaces all keyed blockcipher calls by random secret permutations, at the cost
of the security of the blockcipher. Then, we prove that if this proof technique is adopted, tweakrekeying will not help in achieving optimal security: if 2σn/(σ+1) is the best one can get without
tweak-rekeying, optimal 2n provable security with tweak-rekeying is impossible.
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Breaking the FF3 format preserving encryption?
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Abstract. The NIST standard FF3 scheme (also known as BPS scheme) is a tweakable block
cipher based on a 8-round Feistel Network. We break it with a practical attack. Our attack exploits
the bad domain separation in FF3 design. The attack works with chosen plaintexts and tweaks
11
when the message domain is small. Our FF3 attack requires O(N 6 ) chosen plaintexts with time
5
2
complexity N , where N is domain size to the Feistel Network.
Due to the bad domain separation in 8-round FF3, we reduced the FF3 attack to an attack on
4-round Feistel Networks. In our generic attack, we reconstruct the entire codebook of 4-round
 16
3
Feistel Network with N 2 N
known plaintexts and time complexity N4 .
2

1

Introduction

Encryption schemes provide a handy tool to data owners to protect their data privacy when
stored on untrusted servers or transmitted over insecure channels. The design of encryption
schemes often shaped by the desired properties of data that keeps it functional, secure, or
computable on. The standard block cipher designs such as AES aim to build schemes from 128bit strings to 128-bit stings. For an arbitrary length `, modes of operation is a way to encrypt
`-bit strings into `-bit string for arbitrary values of `. When the goal of encryption scheme is
to preserve the format of the data in ciphertexts (i.e. the data not necessarily binary and large
but instead decimal and small), we need a cipher design that encrypts the data into the same
format as itself. This is called Format Preserving Encryption [?, ?] and evolved as a most useful
tool in applied cryptography.
Format Preserving Encryption (FPE) schemes encrypt a message into a ciphertext by providing its format such as a valid credit card number (CCN) into a valid CCN or a valid social
security number (SSN) into a valid SSN. Thus, FPE provides a way to store the data without
changing the database scheme or application software that runs on a specific data format.
Ideally, FPE constructions should not be format specific for different types of formats. In
particular, the task of FPE scheme can be reduced to design an FPE for an integral domain as
it allows to apply the exact encryption to all other formats. Therefore, the cheap way to build
an FPE scheme is to construct an easy to compute 1-to-1 mapping from message domain to
itself which is a power of a basis ( such as 2` or N2 ). More precisely, we desire to encrypt on
ZNl × ZNr with Nl ≈ Nr .3
The National Institute of Standards and Technology (NIST) published an FPE standard [?]
(finalized in March 2016) that includes two-approved Feistel-based FPE: FF1 [?] and FF3 [?].
Both FF1 and FF3 standards are tweakable Feistel schemes with modular addition. FF1 is
standardized with round numbers 10 whereas FF3 is standardized with 8 rounds.
?
3

Short Version
When the ranking is to a domain the size of which is not exactly a product Nl × Nr , we can use additional
techniques such as shuffling (random walk in a graph) in a slightly larger domain.

18

In this work, we are particularly interested in the attacks for breaking the FN-based standard
FF3 [?] and attacks against Feistel Network. The former attack utilizes the latter that is designed
as a generic round function recovery attack. In FF3, a tweak XORed with a round counter is
used as an input to the block cipher. A tweak is a public information and can be controlled
by the adversary. The XOR operation guarantees that round functions are pairwise different.
This is usually called “domain separation”. The security of FF3 asserts that it achieves several
cryptographic goals including chosen-plaintext security or even PRP-security against an adaptive
chosen-ciphertext attack under the assumption that the underlying round function is a good
pseudorandom function (PRF). Our work shows that its security goal has not met even when
the round functions are replaced by secure PRFs and gives a round function recovery attack on
FF3.
Overview Of Previous Work: A security for message recovery in FPE constructions along
with many other notions for FPE was first defined by Bellare et. al. [?]. A recent work by
Bellare et. al. [?] gives a practical message recovery attack on NIST standard Feistel-based FPE
(both FF1 and FF3) on small domain sizes. In this work, however, the security definition they
consider is under the new message recovery security that they define in the same work. The
attack by Bellare et. al. in [?] works using O(N5 log N) data and time complexity with many
tweaks on 8 rounds. This is quite interesting when the amount of data is limited for each tweak.
It is a decryption attack. Our attack herein is more traditional. It uses only two tweaks, but
11
O(N 6 ) chosen plaintexts with O(N5 ) time complexity. We recover the entire codebook (for
both tweaks).
Since its invention, Feistel Networks have created active research areas for cryptographers
(both in theory and in practice). The security of Feistel schemes aims to either distinguish a
Feistel scheme from a random permutation or to recover the round functions. In their famous
work [?], Luby and Rackoff proved the indistinguishability of Feistel Networks for 3-rounds
against chosen plaintext attack
√ and 4-rounds against chosen plaintext and ciphertext attacks for
the number of queries q  2n , where 2n is the input length. The directions derived from this
result tried to improve the security bounds until q  2n (that is called the “birthday bound”).
A work by Patarin [?], using the mirror theory, showed improved proofs and stronger security
bounds for 4, 5, and 6 rounds Feistel Networks. Namely, for q  2n , 4 rounds are secure against
known plaintext attacks, 5 rounds are secure against chosen plaintext attacks, and 6 rounds are
secure against chosen plaintext and ciphertext attacks.
n

From an information theory viewpoint, we could recover all functions in time 2O(n2 ) by
3
exhaustive search. Our attack uses q ∼ 2 2 n and is polynomial in 2n with known plaintexts up
to 4 rounds.

2

Known Plaintext Round Function Recovery Attack on Feistel Scheme

In a recent work by Biryukov et. al. [?], the new cryptanalysis results against Feistel Networks
with modular addition for 4 and 5 rounds are presented. For 4 rounds, they achieve the full
3n
recovery of round functions with data complexity O(2 2 ) with a guess and determine technique, where 2n is defined as message length. They use chosen plaintexts and ciphertexts. We
summarize their results and ours on Table 1.
2
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# rounds
3
4
4
5
5
r>6

mode
known
chosen
known
chosen
chosen
chosen

plaintext
plaintext and ciphertext
plaintext
plaintext and ciphertext
plaintext
plaintext

time
2n
23n/2
23n
n23n/4
2
n/2
2O(n2 )
(r−5)n2n
2

data
2n
23n/2
23n/2
22n
23n/2
23n/2

ref
Section
[?]
Section
[?]
Section
Section

2.1
2.2
2.2
2.2

Table 1. Round function recovery attacks against balanced Feistel schemes with two n-bit branches and any
addition rule (we omitted polynomial terms in n)

2.1

Round Function Recovery on 3-Round Feistel Scheme

Consider a 3-round Feistel Scheme with three round functions F0 , F1 , F2 and modular addition.
Given x and y in X, we define:
c = x + F0 (y)
t = y + F1 (c)

(1)

z = c + F2 (t)
A 3-round Feistel scheme with (F0 , F1 , F2 ) for an input (xy) will output the same pair (zt)
to a 3-round Feistel scheme with round functions (F0 − δ, F10 , F2 + δ) for the input (xy) with
F10 (c) = F1 (c + δ). This allows us to fix F0 on one point arbitrarily (i.e. we can reconstruct F0
up to a constant δ). The idea of our attack is to concentrate on data for which we know how to
evaluate F0 so that we can deduce the output for the round function F2 . Then, we concentrate
on data for which we know how to evaluate F2 and we deduce more points in F0 . We continue
by alternating the deduction between F0 and F2 until we recover them all. When we continue
iterating as described, we can fully recover the tables for all three round functions (F0 , F1 , F2 ).
Our attack presented in Algorithm 1 in more detail.
Algorithm 1: (F0 , F1 , F2 ) Recovery Attack
Input : a set S of tuples (xyzt) of size θN.
1 Take a subset S1 ⊆ S of size θ such that y is constant in S1 .
2 Fix F0 (y) = 0 arbitrarily and make a 2-round attack to deduce θ tuples (c, y, z, t). Notice
that when F0 (y) = 0, c = x. Since c = x, we collect θ equations of the form F2 (t) = z − c.
3 Take the subset S2 ⊆ S of all (xyzt) ∈ S such that ∃(x 0 y 0 z 0 t 0 ) ∈ S1 with t = t 0 . The
expected size of S2 is θ2 .
4 Using the θ equations F2 (t) = z − c, we deduce θ2 tuples (xyct). From these tuples, we
obtain θ2 equations of the form F0 (y) = c − x.
5 Take the subset S3 ⊆ S of all (xyzt) ∈ S such that ∃(x 0 y 0 z 0 t 0 ) ∈ S2 with y = y 0 . The
expected size of S3 is θ3 .
6 Using the θ2 equations F0 (y) = c − x we obtained from S2 , we collect θ3 equations F2 (t)
in S3 .
7 Play yo-yo until nothing new is recovered.
Output: (partial) tables for F0 F1 F2
We model our set S as a bipartite graph with two parties of N vertices (one for the y’s
and the other for the t’s) and edges for each (y, t) pair in tuples from S. What our algorithm
does is just looking for a connected component of a random starting point y with complexity
O(θN). Following the theory of random graphs, we have θN random edges so that the graph is
likely to be fully connected when θ ≈ ln(N). For a constant θ > 1, it is likely to have a giant
connected component. This component corresponds to a constant fraction of the tables of F0 and
3
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F2 . Therefore, after logθ N iterations, we can reconstruct F0 and F2 which allow us to reconstruct

1 θN
≈ 1 − e−θ .
F1 . For any y, we can see that it does not appear in S with probability 1 − N
Thus, we can only hope to recover a fraction 1 − e−θ of the table of F0 . The same holds for F1
and F2 . When we set θ = 2, we need 2N tuples to apply this attack on 3-round Feistel Scheme.
2.2

Round Function Recovery on 4-Round Feistel Scheme

Consider a 4-round Feistel scheme with round functions F0 , F1 , F2 , F3 . Given x and y in X, we
define the following equations (See Fig. 1 (a)):
c = x + F0 (y)
d = y + F1 (c)
z = c + F2 (d)
t = d + F3 (z)
Assume that we collected M random pairwise different plaintext messages (x, y). We collect the
pairs:
V = {(xyzt, x 0 y 0 z 0 t 0 ) | z 0 = z, t 0 − y 0 = t − y, xy 6= x 0 y 0 }
Vgood = {(xyzt, x 0 y 0 z 0 t 0 ) | z 0 = z, c 0 = c, xy 6= x 0 y 0 }
where c, d (respectively c 0 , d 0 ) are defined from (x, y, z, t) (respectively form (x 0 , y 0 , z 0 , t 0 )) as
above. We define Label(xyzt, x 0 y 0 z 0 t 0 ) = x − x 0 .
y

x
F0

c

F0

c0 = c

F1

F2

d0

F3
t

(a)

F1

F2

d

F3
z

y0 = y + ∆

x0

t0 = t + ∆

z0 = z

(b)
Fig. 1. 4-round Feistel Scheme Attack

We define a directed graph G = (V, E) with the vertex set V as defined above. We take
(x1 y1 z1 t1 x10 y10 z10 t10 , x2 y2 z2 t2 x20 y20 z20 t20 ) ∈ E if y10 = y2 (i.e. a vertex v1 is connected to a vertex v2
if the y10 in the second message of v1 is same as the first message in v2 ). Furthermore, we let
2
Egood = Vgood
∩ E and define the sub-graph Ggood = (Vgood , Egood ).
We state an important observations in the following Lemma with four properties:
Lemma 1. Given a graph G with a vertex set V defined as above:
1. Vgood ⊆ V.
2. If (xy, x 0 y 0 ) ∈ Vgood , then F0 (y 0 ) − F0 (y) = Label(xy, x 0 y 0 ).
P
3. For all cycles v1 v2 ...vL v1 of Ggood , L
i=1 Label(vi ) = 0.
4
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The principle of our attack is as follows: if we get vertices in Vgood , the property 2 from
Lemma 1 gives equations to characterize F0 . One problem is that we can identify vertices in
V, but we cannot tell apart good and bad ones. One way to recognize good vertices is to use
property 3 in Lemma 1: to find cycles with zero sum of labels. For this, we will prove in Lemma 3
that this is a characteristic property of good cycles, meaning that all the vertices in these cycles
are good vertices.


1− 1
#Vgood
Lemma 2. For F0 , F1 , F2 , F3 random, E
= 2− N1 ≈ 12 .
#V
N

We have the property that for each cycle v1 v2 ...vL v1 ∈ G, if v1 , ..., vL are all in Vgood , then
the sum of Label(vi ) is zero due to Lemma 1, property 3. If one vertex is not good, the sum
may be random. This suggests a way to find good vertices in V that is to look for long cycles in
G with a zero sum of labels.
Lemma 3. (L = 2 case) If v1 = (x1 y1 z1 t1 , x10 y10 z10 t10 ) we say that v1 and v2 are permuting if
v2 = (x10 y10 z10 t10 , x1 y1 z1 t1 ). If v1 v2 v1 is a cycle in G with zero sum of labels, and v1 , v2 are not
permuting, then v1 and v2 are likely to be good. More precisely, for v1 and v2 random, we have
Pr[v1 , v2 ∈ Vgood | v1 v2 v1 is a cycle, v1 , v2 not permuting,
>

1

10
1+ N−5

.

P2

i=1

Label(vi ) = 0]

We believe that Lemma 3 remains true for valid cycles of small length except in trivial cases.
We extend to L > 2 for cycles satisfying some special non-repeating condition [¬repeat] on the c
and d values to rule out many trivial cases. However, this condition [¬repeat] cannot be checked
by the adversary. Instead, we could just avoid repetitions of any message throughout the cycle
(as repeating messages induce repeating c’s or d’s). We use the following conjecture (which is
supported by experiment for L = 3),
Conjecture 1 If v1 v2 ...vL v1 is a random cycle of length L in G with zero sum of labels and the
vertices use no messages in common, then v1 ...vL are all good with probability close to 1.
Now, we give the full algorithm of our attack to 4-round Feistel scheme.
Algorithm 2: (F0 , F1 , F2 , F3 ) Recovery Attack (Strategy S2 )
Input : M known plaintexts and ciphertext pairs (xyzt)
1 Create G = (V, E).
2 Collect non-trivial cycles of length L with zero label sum.
3
4
5
6
7
8
9

2L

Deduce M
relations Label(vi ) = F0 (y 0 ) − F0 (y)
N3L
Create G 0 from {y, y 0 } from the collected vertices.
3
1
Find the largest connected component C in G 0 (works for M > N 2 + 2L
).
Assign one F0 (y) value arbitrarily and deduce F0 on C.
We have M
N × #C tuples with known F0 (y)
Apply 3-round attack on all known F0 (y) (works since M
N × #C > N )
Play a yo-yo game on 4-round FN with the results from 3-round attack.
Output: (partial) tables for F0 F1 F2 F3

Our attack algorithm has two phase transitions. The first phase transition occurs with enough
data to be able to make the graph G and find cycles in it. The second phase transition occurs
with the bad edges in the collected cycles. If this happens, we must enrich to be able to collect
desired vertices. Since there is a sufficient window in between these two phase transitions, our
attack breaks the scheme with good probability of success without overcoming the difficulty
with the bad edges in the second phase.
5
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In Table 2, we show the experimental results of success probability of the entire attack for a
strategy called S2 . Let S2 be an event. In S2 , we look at the largest connected component and
fail unless it has no bad edges in G 0 . What we report in Table 2 includes the success probability
Prsucc of S2 and we recover the entire tables for each round function.
N
22
23
24
25
26
27
28
29

M
9
29
91
288
913
2897
9196
29193

#trials Pr[succ, S2 ]
3864
3.60%
5791
29.11%
6585
49.83%
6814
62.91%
6981
73.80%
6609
83.10%
3154
89.22%
212
92.45%

(Pr[S2 ])
(88.69%)
(78.62%)
(73.27%)
(71.79%)
(77.14%)
(83.83%)
(89.38%)
(92.45%)
3

Table 2. Experiments with Pr[S2 ] and success probability over many trials for L = 3 and M ∼ N 2

3

N
2

1
 2L

1

The data complexity of our attack in Algorithm 2 is M = O(N 2 + 2L ). We compute the time
complexity for the algorithm based on the step 1, 2, 3, and 4 since the other steps are much
shorter than these steps. The complexity is weighted by Step 2, we have the time complexity of
our attack as the complexity of finding cycles in G. The cycles of length L in our graph can be
found with multiplication on adjacency matrix (which is sparse). Matrix multiplication can be
|E|
done in O(|V|2 d) where d = 2 |V|
is the average degree of a vertex. Therefore the complexity is
O(|V||E|). With the Floyd-Warshall algorithm, we need (L − 1) multiplications by the adjacency
2
matrix in the max-plus algebra that leads us to a complexity O(L|V||E|). With E ∼ |V|
N , where
2

1

3

1

3

2+ L ).
|V| = 2 M
= 23− L N1+ L and L constant, we have O( |V|
N ) which is equal to O(N
N2
The 4-round attacks extend to more rounds by doing exhaustive search on the additional
round functions. Interestingly, by changing our attack to a chosen plaintext attack, we do not
need to run a full exhaustive search on the first round function.

3
3.1

Slide Attack on FF3
The FF3 Scheme

A Tweakable Format Preserving Encryption (TFPE) is a block cipher that preserves the format
of domain in the output. A TFPE function E : K × T × X 7→ X is defined from a key space K,
a tweak space T, and a domain X to the same domain X. We are particularly interested in a
TFPE scheme by Brier, Peyrin, and Stern [?] whose design is based on Feistel Network depicted
in Fig. 2 (b). It is named as FF3 in the NIST standards.
The FF3 encryption algorithm splits the input X into two substrings L0 and R0 . For the right
half (respectively left half), the algorithm first takes the tweak TR (respectively TL ) XORed with
the encoded round index i and Ri (respectively Li ) to input tweakable PRF FK . Second, it applies
modular addition of the output of FK to Li (respectively Ri ). The mod operation is necessary
to make sure the ciphertext stays in the domain to preserve the format. In concrete proposal
round functions are AES encryption with 128 bits. [?].
For simplicity and by abuse of notations, we say that FF3 encrypts the plaintext (L0 , R0 ) into
the ciphertext (Lw , Rw ) with tweak (TL , TR ). We illustrate the 4-round FF3 scheme in Fig. 2 (b).
6
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L0

R0

L0

R0

TR ⊕ 0

F0

F
TL ⊕ 1

F1

F

F2

F

TR ⊕ 2
TL ⊕ 3
F3

F

L4

R4

L4

(a) Feistel Network

R4

(b) FF3 Encryption

Fig. 2. 4-round Feistel Network and FF3 Encryption

3.2

FF3 Attack

We develop an attack on FF3 that aims to reconstruct the entire codebook for a challenge tweak
for a number of queries which is lower than the size of the brute force codebook attack. The
main idea of the designed FF3 attack takes advantage of the flexibility to change the tweak to
permute the round functions.
Consider two functions G and H, where G is a 4-round Feistel scheme using tweakable block
cipher F with tweaks (TR ⊕ 0, TL ⊕ 1, TR ⊕ 2, TL ⊕ 3) and H is a 4-round Feistel scheme using
tweakable block cipher F with tweaks (TR ⊕ 4, TL ⊕ 5, TR ⊕ 6, TL ⊕ 7). In Fig. 3, we show two runs
of FF3 encryption with tweak T = TL ||TR in (a) and tweak T 0 = TL ⊕ 4||TR ⊕ 4 on two distinct
plaintext. We observe that FF3.Enc(K, T , ·) = H ◦ G and FF3.Enc(K, T 0 , ·) = G ◦ H. With this
observation, we desire to form a “cyclic” behavior of plaintext/ciphertext pairs under two FF3
encryption with sliding G and H.
L0

TR ⊕ 0

L00

R0

TR ⊕ 4

F

R00

F

TL ⊕ 1

TL ⊕ 5
F

G

F
TR ⊕ 2

H

TR ⊕ 6

F

F

TL ⊕ 3

TL ⊕ 7
F

F
TR ⊕ 4

TR ⊕ 0

F

F

TL ⊕ 5

TL ⊕ 1
F

H

F
TR ⊕ 6

G

TR ⊕ 2

F

F

TL ⊕ 7

TL ⊕ 3
F

L8

F
L80

R8

(a) FF3 Encryption

R80

(b) Slided Encryption

Fig. 3. FF3 Encryption with Sliding Round Functions

More precisely, we take two parameters α and β to be optimized and consider two sets of mes0 , . . . x0 , . . . x0
sages of size Nα picked at random X = {x10 , , . . . , xi0 , . . . xNα 0 } and X 0 = {x10
i0
Nα 0 }.
For each message xi0 in X, set xi(j+1) = Enc(K, T , xij ) with a fixed tweak T ∈ T and a fixed
key K ∈ K. We repeat the chain encryption of outputs Nβ times for each message in X. Let
7
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XC be the set of chain encryption of elements of X. It is a segment of length Nβ of a cycle
0
0
0 in X 0 , set x 0
of H ◦ G. Similarly, for each message xi0
i(j+1) = Enc(K, T , xij ) with the fixed
tweak T 0 ∈ T under the same key K. Let X 0 C be the set of chain encryption of elements of X 0 .
Apparently, we have |XC| = Nα Nβ and |X 0 C| = Nα Nβ . Given these 2 sets XC and X 0 C, we
attempt to find a collision between XC and X 0 C such that G(xij ) = xi0 0 0 or G(xi0 ) = xi0 0 j 0 for
1 6 i, i 0 6 Nα and 1 6 j, j 0 6 Nβ . Upon having a table with inputs to G and H, we can apply
the known plaintext recovery attack on 4-round Feistel Networks. The concrete algorithm to
collect plaintext/ciphertext pairs is given in Algorithm 3.
Algorithm 3: FF3 Attack
Input : a tweak bit string T such that |T | = 64, a key K
1 T 0 ← TL ⊕ 4||TR ⊕ 4
2 foreach i = 1 · · · Nα do
3
pick xi0 and set xij = FPE.EncT (xi(j−1) ) for j = 1, . . . Nβ
0 and set x 0 = FPE.EncT 0 (x
β
4
pick xi0
i(j−1) ) for j = 1, . . . N
ij
5 end
6 foreach i, i 0 = 1 · · · Nα do
7
foreach j = 0 · · · Nβ − M − 1 do
8
assume that G(xij ) = xi0 0 0
9
run 4-round attack on G with G(xi(j+k) ) = xi0 0 k for k = 0 · · · Nβ − j
10
if succeeded, run attack on H with samples H(G(xik )) = xi(k+1) for
k = 0 · · · Nβ − 1
11
end
12
foreach j = 0 · · · Nβ − M − 1 do
13
assume that G(xi0 ) = xi0 0 j 0
14
run 4-round attack on G with samples G(xik ) = xi0 0 (j+k) for k = 0 · · · Nβ − j
15
if succeeded, run attack on H with samples H(G(xik )) = xi(k+1) for
k = 0 · · · Nβ − 1
16
end
17 end
Our attack has 2Nα+β data complexity. The time complexity is N2α+β times the complexity
of 4-round recovery attack on Feistel Network. To minimize the data complexity 2Nα+β , we want
α + β to be minimal such that 2α + β = 2 and Nβ > M. Now, α can be parameterized by β
β = 2M, then Nα = √N . Therefore, we have data
and we minimize β+2
2 . When we set N
2M
√
complexity of FF3 attack as 2N M and time complexity as N2 times the complexity of 4-round
Feistel
recovery attack on Feistel Network and psuccess ≈ 1 − e−psuccess .
We fully implemented the attack but to test its success probability we could skip some parts of
the running time we knew the attack would fail. We show on Table 3 the experimental probability
of success of the whole attack following the strategies S2 . The probability was computed for
10,000 executions.
We conclude that the full attack succeeds with high probability using our parameters.

4

Conclusion

We took the NIST standard FF3 and investigated its security on small domain sizes. We exploit
that the round functions can be permuted due to a bad domain separation in the tweak scheme
which uses a XOR with the round index. This bad design choice lead us to develop a slide attack
on FF3 based on our own design for 4-round FN attack.
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N
2
22
23
24
25
26
27
28
29

M
3
9
29
91
288
913
2897
9196
29193

Nα
1
1
2
2
2
2
2
2
3

Nβ
6
18
58
182
576
1826
5794
18392
58386

#trials
10000
10000
10000
10000
10000
10000
10000
5098
256

Pr[succ]
0.00%
1.40%
17.99%
35.35%
45.89%
54.14%
56.85%
56.34%
77.73%
3

Table 3. Experimental success probability in the FF3 attack for various parameters for L = 3 and M ∼ N 2

N
2

1
 2L

This work shows that Feistel schemes with small domains has not well understood yet. We
showed a known plaintext attack on 4-round Feistel structure to recover entire round functions.
More attacks for bigger rounds are possible in small domains.
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Abstract. Side-channel attacks and in particular differential power analysis (DPA) attacks pose
a serious threat to cryptographic implementations. One approach to counteract such attacks are
cryptographic schemes based on fresh re-keying. In settings of pre-shared secret keys, such schemes
render DPA attacks infeasible by deriving session keys and by ensuring that the attacker cannot
collect side-channel leakage on the session key during cryptographic operations with different inputs.
While these schemes can be applied to secure standard communication settings, current re-keying
approaches are unable to provide protection in settings where the same input needs to be processed
multiple times.
In this work, we therefore adapt the re-keying approach and present a symmetric authenticated
encryption scheme that is secure against DPA attacks and that does not have such a usage restriction. This means that our scheme fully complies with the requirements given in the CAESAR
call and hence, can be used like other nonce-based authenticated encryption schemes without loss
of side-channel protection. Its resistance against side-channel analysis is highly relevant for several
applications in practice, like bulk storage settings in general and the protection of FPGA bitfiles
and firmware images in particular.
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Abstract. This talk is based on two papers [1, 2]. Keccak is the winner of the SHA-3 competition,
and was formally standardized as SHA-3 by NIST in 2015. We show some properties of the χ
operation, the S-box of the Keccak round function in two directions. The first one is that the S-box
can be re-expressed as linear transformation when the input is limited to some affine subspaces.
This property is extended to collision attacks against 5-round Keccak instances with practical
collisions found on 5-round Keccak collision contest and SHAKE128 for the first time. The second
key property is that linear equations could be established when consecutive output bits of the S-box
are known. This property is extended to preimage attacks against 4-round Keccak instances with
practical preimages found on 4-round Keccak preimage contest for the first time.

References
1. Jian Guo, Meicheng Liu, and Ling Song. Linear structures: Applications to cryptanalysis of round-reduced
keccak. In Jung Hee Cheon and Tsuyoshi Takagi, editors, ASIACRYPT 2016, volume 10031 of LNCS, pages
249–274, 2016.
2. Kexin Qiao, Ling Song, Meicheng Liu, and Jian Guo. New Collision Attacks on Round-Reduced Keccak. In
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Abstract. A natural way of constructing a pseudorandom function from multiple pseudorandom
permutations is to simply add the permutations. In the indistinguishability model, it is known that
even two random permutations are sufficient to provide security up to 2n queries. On the other
2n
hand, the indifferentiability has been proved only up to 2 3 queries for any number of summands.
(l−1)n

queries for an even integer l ≥ 4. This is the first
In this work, we improve this bound up to 2 l
result that shows the indifferentiablity of the sum of random permutations is strengthened towards
the optimal bound 2n as the number of summands increases.
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NEC Corporation, Japan. k-minematsu@ah.jp.nec.com

Abstract. In stateless symmetric encryption using random initial vector (IV), a collision of IVs usually
results in a total security collapse. Thus we need long random IV so that the collision probability is
negligibly small. However, this is not always possible in practice due to various constraints. With this in
mind, this paper studies what kind of security can or should be guaranteed beyond collisions of random
IVs and presents generic schemes to achieve best-possible security beyond IV collision, in a concrete
security framework. We also provide eﬃcient, practical instantiations of our proposals.

1

Summary of Our Results

When one wants to perform a symmetric encryption without using a state variable (e.g. counter or nonce),
it is typical to use a keystream generator (KSG) with random initial vector (IV). That is, for plaintext M
the ciphertext is C = FK (IV) ⊕ M , where IV is random, and IV∥C is sent. This scheme, which we call
(random-IV) KSG, completely hides plaintext information if FK is a pseudorandom function (PRF) and all
IVs are unique. Since the collision probability of q random n-bit IVs is about q 2 /2n , a rule-of-thumb for
security is to make n large enough, say 128, so that q 2 /2n is negligibly small for suﬃciently large q.
In practice, however, using long IV is not always possible. Short IV is preferred for eﬃciency, in particular
when resource is constrained and/or short message is frequently appeared, and IV length is sometimes
diﬃcult to extend in a legacy system. Therefore, it is important to think what we can, or should, do when
IV collisions are unavoidable, without extending IV. Here, random-IV KSG seems the worst choice, as an IV
collision always leaks the plaintext diﬀerential, i.e. when IV = IV′ , C ⊕ C ′ = M ⊕ M ′ for any M, M ′ . Using
nonce/counter is an obvious answer, however, it is often impractical, e.g., when the key is shared with many
devices as pointed out by [BGK99].
In this paper, we revisit the security of randomized, stateless encryption so that random IV collisions are
taken into consideration, and propose some practical schemes with “security beyond IV collision”, which can
be interpreted as best-possible security for the given IV length (will be explained later). Taking IV collisions
into consideration implies that we have to give up the perfect security (hiding all plaintext information)
and even introduce a new appropriate security notion. That is, standard notions, such as PRIV$ (e.g.
[RS06]), real-or-random, and left-or-right indistinguishabilities [BDJR97], are inappropriate for our purpose
as corresponding security bounds are at least q 2 /2n for any n-bit-IV randomized encryption. In other words,
the previous notions could not diﬀerentiate encryption schemes beyond IV collision. Therefore, we introduce
another notion, namely the indistinguishability from the ideal object that implements an independent random
permutation for each IV value. Such an object is the ideal form of (a variable-length variant of) tweakable
blockcipher (TBC), introduced by Liskov et al [LRW02]. The only diﬀerence is that the standard security
notion for TBC assumes tweaks are freely chosen by the adversary, whereas we assume tweaks are randomly
determined by the oracle. We define PRIV$2-advantage, which is our new notion, as the maximum advantage
in distinguishing a target from ideal object, under random IVs. As ideal object hides plaintext information
as much as possible even facing IV collisions, we think our notion is natural and sound.
Here, popular IV-based schemes, such as KSG and CBC1 are O(q 2 /2n )-PRIV$2-secure with n-bit random IV. Therefore, it is natural to ask if we can build a randomized encryption with PRIV$2-advantage
1

More precisely, both PRIV$ and PRIV$2-bounds of CBC with random n-bit IV are O(ℓ2 q 2 /2n ), where ℓ is the
plaintext block length. PRIV$-bound is obtained from [BDJR97].
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substantially smaller than q 2 /2n , i.e. beyond the birthday bound2 w.r.t the bit length of IV. We say such a
scheme is achieving “security beyond IV collision”.
We prove that we can obtain security beyond IV collision by combining random-IV KSG and a deterministic, length-preserving encryption (LPE). In particular, we propose two schemes, where LPE is applied
as pre- or post-processings to KSG, and prove that both have about q 3 /2n+m -PRIV$2-advantage, when the
minimum message length is m bits. Hence, by setting m = n, we obtain much stronger bound than q 2 /2n .
We call our proposals XtP and OPtX. See Table 1. This result is practically useful since one can boost the
security of existing random-IV KSG without changing KSG itself. Our study demonstrates that random IV
can improve the theoretical security of encryption even if IV is short (where collisions are practical) and gives
a new insight on the role of random IV beyond an imperfect substitute of nonce. In the context of message
authentication, similar phenomena have been observed [DP07,BC09,Min10]. However, to our knowledge this
is the first to demonstrate it for encryption in a formal, concrete security framework. We also remark that
PRIV$2 is strictly weaker notion than CPA-security of tweakable blockcipher, thus a tweakable blockcipher
with beyond-the-birthday bound security [LST12,LS13] can also be a solution to our problem. Still our
proposals have some eﬃciency advantages over them.
Table 1. Summary of Our Results.
Security Bounds
Scheme (with n-bit random IV)
any

PRIV$

PRIV$2 (new)

≥ q 2 /2n

≥0

KSG

q 2 /2n

XtP (KSG w/ post-processing)

3

OPtX(KSG w/ pre-processing)

Remarks

using VOL-PRF

n+m

q /2

q 2 /2n
3

q /2

n+m

4

+ q /2

3n

≥ m-bit messages
≥ m-bit messages
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All the AES You Need on Cortex-M3 and M4
Peter Schwabe and Ko Stoffelen
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Abstract. At SAC 2016, we published highly-optimized AES-{128, 192, 256}-CTR assembly implementations for the popular ARM Cortex-M3 and M4 embedded microprocessors that set new speed
records. Additionally, we provided the fastest bitsliced constant-time and masked implementations of
AES-128-CTR to protect against timing attacks, power analysis and other (first-order) side-channel
attacks. All implementations, including an architecture-specific instruction scheduler and register
allocator, which we use to minimize expensive loads, are released into the public domain.
Keywords: AES, software implementation, ARM Cortex-M, constant-time, bitslicing, masking
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On the Scope of Lightweight Symmetric Cryptography
Alex Biryukov, Léo Perrin
SnT, CSC, University of Luxembourg
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Abstract. Lightweight cryptography has been one of the “hot topics” in symmetric cryptography
for the past few years. However, its scope has become too wide. In this note, we show a quick
overview of the algorithms that were published and advertised as lightweight Then, we argue that
“lightweight cryptography” should be split into distinct categories with different requirements in
terms of implementation constraints and in terms of security.

1

Literature Survey

Throughout the last 30 years, a lot of lightweight symmetric primitives have been submitted to
and published in cryptography and security conferences. This progress is summarized in Figure 1.

Fig. 1: Lightweight algorithms published by academics. If an authenticated cipher is based on a
block cipher, it is listed as a BC-based AE. Similarly, algorithms based on spognes are shown as
such.
Block ciphers are the most common choice for designers trying to build a lightweight symmetric algorithm. All those designed and published by academics since 2015 are listed below,
sorted by date of publication. Tweakable block ciphers are marked with a double dagger “‡”.
–
–
–
–
–

Lilliput [BFMT15]
Rectangle [ZBL+ 15]
Fantomas [GLSV15]
Robin [GLSV15]1
Midori [BBI+ 15]

–
–
–
–
–

Simeck [YZS+ 15]
RoadRunneR [BŞ16]
Fly [KG16]
Mantis [BJK+ 16] ‡
Skinny [BJK+ 16] ‡

– Sparx [DPU+ 16]
– Mysterion [JSV17]
– Qarma [Ava17] ‡

On the other hand, Table 1 lists all the lightweight algorithms that have been standardized
by national and international standardization bodies. It also lists the primitives implemented by
some software libraries aimed at micro-controllers and embedded processors.
1

To prevent the invariant subspace attack targeting this cipher, a variant called Robin* with different round
constants was proposed in [JSV17].
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Type

Name

iso/iec

29167
29192-2
29192-3
29192-5
18033-3
18033-4

Aes-128, Present-80, Grain-128A
Present, Clefia
Enocoro, Trivium
Photon, Lesamnta-LW, Spongent
Aes, Misty1, Hight
Snow 2.0

Regional

FIPS 185 (usa)
FIPS 197 (usa)
Nessie (EU)
estream portfolio (EU)
gost R 34.12–2015 (Russia)

Skipjack (now deprecated [BR15])
Aes
Aes, Misty1
Grain, Trivium, Salsa20, Mickey
Magma

Protocols

Embedded Lib.

GSM
3G
Bluetooth
Bluetooth smart
WEP
WPA
WPA2
Lora Alliance
IEEE 802.15.4 (Zigbee)
Tinysec
Minisec
mbedTLS (ciphers)
mbedTLS (hash functions)

Lightweight algorithms standardized

A5/1, A5/2, A5/3 (Kasumi)
Snow 3G, Zuc, Aes, Kasumi
E0, Aes
Aes
RC4
RC4
Aes
Aes
Aes
Skipjack (CBC)
Skipjack (OCB)
Aes, RC4, Xtea, Blowfish, 3-Des, Camellia
MD5, Sha-1, Sha-256, Sha-512

Table 1: Standards and libraries involving lightweight algorithms.

2

Two Faces for Lightweight Cryptography

As evidenced Figure 1, a lot of primitives have been proposed. More importantly, even within
this a priori narrower subset, algorithms differ greatly. Let us look at two extreme cases:
– KTANTAN encrypts blocks consisting in at most 64 bits using an 80-bit key and 254 very
simple rounds, while
– LEA uses 32-bit modular additions, xors and rotations to encrypt 128-bit blocks with keys
of length 128, 192 or 256.
Both of these algorithms would be considered lightweight, and rightfully so: the circuit needed
to evaluate the non-linear function of KTANTAN consists only in a few gates while LEA is one
of the top performers in the FELICS triathlon. And yet, a category so wide that two algorithms
so different both fit comfortably in it must be of little use in terms of classification.
The distinction between these block ciphers goes beyond their intended target — although
KTANTAN is indeed hardware-oriented and LEA software oriented. In fact, their differences
highlight another gap: what security level is desirable in the context of lightweight cryptography?
There are two broad “schools of thought” on this matter.
– Lightweight algorithms are intended to run on cheap devices securing cheap objects, for
example rfid tags used to track an inventory of T-shirts. What would be the point in
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paying for a high level of security in this context? Indeed, the consequences of an adversary
successfully attacking these tags would be local at worst.
– On the other hand, IoT devices are, by definition, connected to the internet or some other
global network. It implies that they can be used e.g. for Denial-of-Service attacks, as has
already happened. In this context, can we afford not to have a maximum level of security?
Below, I will argue that both points of view are correct. Rather, the mistake lies in lumping
both use cases together.
2.1

Ultra-Lightweight Crypto

As its name indicates, this type of algorithm deals with the most constrained use cases. On top
of the power of the devices, what defines this field is also their connectivity.
For example, rfid tags used for challenge-response based access control may not need full-on
256-bit security against adversaries having access to the full code-book. As the throughput of
these devices is very limited, it makes sense to discard attacks requiring too much data. Similarly,
should the secret key used by this card be recovered, the consequences would be restricted
geographically to whatever place this card was used in. It would be the same as a physical key
being lost and revoking the access of this card would be the same as changing door locks. In this
context, “weak” cryptography with only 80-bit keys may be understandable. However, a great
emphasis on side-channel protection is likely to be necessary in many cases.
Definition 1 (Ultra-Lightweight Crypto). An ultra-lightweight cryptographic algorithm is
one running on very cheap devices which are not connected to the internet, which are easily
replaced if necessary and have a limited shelf-life.
Possible use cases for such algorithms include rfid tags, RAIN [Rob16] tags, smart cards,
remote car keys, memory encryption... Besides, many algorithms already fit this bill such as
Grain, KTANTAN, PHOTON, PRESENT, PRINCE, Skinny and Trivium to name a few.
Because the implementation constraints are particularly stringent in this context, some specific trade-offs can be relevant. For example, PRINCE is unlikely to make it to the top of the
FELICS triathlon because its design was aimed at low-latency in hardware. Lower block sizes
are also acceptable.
Here are some properties an ideal ultra-lightweight algorithm and its implementation may
have.
Type: block/stream cipher for versatility and small memory footprint.
Block size: 64 bits (or more if possible)2 ;
Key size: at least 80 bits, more if possible;
Relevant attacks: since the devices running ultra-lightweight algorithms have very little computing power, they cannot be expected to produce large amounts of data. Thus, it makes
sense to only consider attacks with rather low data complexity.3
– sca resilience: countermeasures must be easy to implement by design.
– Use of non-volatile memory: using non-volatile memory to store the key is cheaper, even
though it mey require extra care when designing the algorithm.
– Functionality: only one type of operation per device — for example, the block cipher used
on a given smart card will only be used in a challenge-response protocol. Thus, there is no
need for a hash function or a mac.
–
–
–
–

2
3

In [Rob16], Robshaw explains that even RAIN rfid tags can afford blocks of 64 bits: “there is no demand for
very short block lengths (e.g. 48 bits)”.
This limitation has already been suggested by the designers of PRINCE when they issued the “PRINCE
challenge”.
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– Flexibility: it must be possible to optimise any of the relevant quantities. In other words, if a
low latency is needed, the algorithm should allow it at the cost of a possible increase in area
or decrease in throughput. Similarly, a low area should be possible, etc. To quote [Rob16]
(emphasis his): “flexibility gives the opportunity to find the right trade-off”.
The ecosystem of ultra-lightweight algorithm can be expected to be diverse. While a unique
algorithm capable of fitting in every niche of the design space would be welcome, it is likely that
different algorithms are used in different cases.
2.2

IoT Crypto

The other subfield of lightweight cryptography is pervasive cryptography. It is oriented toward
the IoT in its most literal sense, that is, it deals with objects connected to the internet. While
remaining computationally weak compared to a desktop computer or a higher end smartphone,
these devices perform multiple tasks. Accordingly, the primitive they use must be versatile: unlike
ultra-lightweight devices which only need one cryptographic operation, pervasive ones need to
both encrypt and authenticate their communications with their user, authenticate the updates
from their manufacturers, etc.
Another key difference is the importance of their security. While a breach in the security of an
ultra-lightweight device would have local consequences, those may be further reaching in the case
of pervasive ones due to their network connection. For example, the attacks against the “smart”
lightbulbs presented in [ROSW16] can spread from one lightbulb to the next. Furthermore, it
could be used effectively to jam the WiFi signal in a vast geographical area because of the overlap
between the frequencies involved. Similarly, an insecure IoT-enabled device can be used in a DoS
attack to take down websites. As we can see, the security level needed in those cases is much
higher: 80-bit keys are not acceptable in this context, at least 128 bits are necessary.
Definition 2 (IoT Crypto). A pervasive cryptographic algorithm is one running on a lowpower device connected to a global network such as the internet.
Unlike in the ultra-lightweight case, there should ideally be only one algorithm or one suite
of algorithms for all pervasive devices: as they are all networked, they must all use the same
primitives. Since some of these devices will run in conditions in which an attacker may physically
access them, such as outdoor security cameras, it is crucial that sca counter-measures be easy
to implement.
Because pervasive devices perform multiple tasks, the cryptographic operations will be performed by their multi-purpose micro-controllers rather than an electronic circuit. Thus, software
efficiency is much more important in this case. Several lightweight algorithms have been explicitly designed for software rather than hardware implementation: Chaskey, Fly, LEA, PRIDE,
Sparx...
In light of all this, let us list some of the properties such a pervasive algorithm should have.
– Type: block cipher or sponge. In the pervasive case, the device must be able to perform many
different operations so a versatile primitive is needed. Furthermore, as the intended target is a
micro-controller, the idea of “burning” the key into the circuit does not make sense. Instead,
the key will have to occupy some registers which may as well be used to build the larger
internal state of a sponge.
– Block size: 64 bits is the minimum, higher sizes must be preferred. Ideally, the internal state
and the key — if any — should all fit into the registers of a typical micro-controller.
– Key size: at least 128 bits.
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– Relevant attacks: the security model must be more conservative than in the ultra-lightweight
case. For example, limiting the amount of data available to the adversary would be too
restrictive.
– sca resilience: countermeasures must be easy to implement by design.
– Use of non-volatile memory: the use of non-volatile memory is less relevant in this context
as the main target is software implementation.
– Functionalities: encryption, authentication, hashing... Such devices communicate non-trivial
data with different actors, which means that they require several cryptographic functionalities.
– Flexibility: the algorithm must be decently efficient on a wide range of micro-controllers.
Hardware efficiency is less important but it may help with hardware acceleration.
2.3

Summary

The differences between ultra-lightweight and pervasive crypto are summarized in Table 2.

Block size
Security level
Relevant attacks
Intended platform
sca resilience
Functionality
Connection

Ultra-Lightweight

IoT

64 bits
≥ 80 bits
low data/time complexity
dedicated circuit (asic, rfid...)
important
one per device, e.g. authentication
to a central hub

≥ 128 bits
≥ 128 bits
Same as “regular” crypto
micro-controllers, low-end cpus
important
encryption, auth. , hashing...
to a global network

Table 2: A summary of the differences between ultra-lightweight and pervasive cryptography.
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Practical Key-Recovery Attack on MANTIS-5
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Abstract. MANTIS is a tweakable block cipher published at CRYPTO 2016 by Beierle et al. [2].
The designers’ goal is to optimize this versatile building block for low-latency implementations.
To this end, they use the same α-reflective structure as PRINCE by Borghoff et al. [3], but
combine it with the round function of Midori by Banik et al. [1]. In addition to the full 14-round
version, MANTIS7 , the designers also propose an aggressive 10-round version, MANTIS5 . The
security claim for MANTIS5 is resistance against “practical attacks”, defined as related-tweak
attacks with data complexity 2d less than 230 chosen plaintexts (or 240 known plaintexts), and
computational complexity at most 2126−d .
We present a key-recovery attack against MANTIS5 with 228 chosen plaintexts and a computational complexity of about 238 block cipher calls, which violates this claim. Our attack exploits
several properties of the lightweight round function and tweakey schedule which allow to cluster
many differential characteristics with near-optimal probability. Furthermore, the Midori order of
linear operations (first permute, then mix) makes the PRINCE-like middle rounds differentially
less effective than the ordering used by PRINCE: preserves a Superbox structure over 4 S-box
layers in the middle rounds. To verify the validity of the attack, we also provide a practical
implementation which recovers the full key in about 1 hour using 230 chosen plaintexts. Our
results will be published at FSE 2017 [4].
Keywords: Differential cryptanalysis · MANTIS · Lightweight · PRINCE
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Abstract. At CRYPTO’16, Beierle et al. presented SKINNY, a family of lightweight tweakable
block ciphers intended to compete with the NSA designs SIMON and SPECK. SKINNY can be
implemented efficiently in both soft- and hardware and supports block sizes of 64 and 128 bits
as well as tweakey sizes of 64, 128, 192 and 128, 256, 384 bits respectively. This paper presents a
related-tweakey impossible-differential attack on up to 23 (out of 36) rounds of SKINNY-64/128
for different tweak sizes. All our attacks can be trivially extended to SKINNY-128/128.
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Good cryptography is useless, if implemented poorly. Even if the core operations
are implemented well, a cryptographic library may still be plagued by bugs. E.g.,
the OpenSSL implementation of the TLS protocol was badly hurt by the Hertbleed
bug, which was based on poor parsing of binary data.
The data serializsation layer (or language, as we put it) of TLS employs lengthprefix notation for data blobs F of a size |F |. The sender encodes F as (|F |, F ), and
the receiver, after reading |F |, will exactly know which byte from a stream is the
final byte of F , and which byte on its input stream is the first byte of the next data
field. The alternative to length-prefix languages is end-postifx notation, where the
the sender will encode F as (F, P ), with P being a byte, or a substring, which must
not occur anywhere inside F .
As we show, Length-prefix languages are not context-free. This might seem to
justify the conjecture that parsing those languages is difficult and not efficient. Furthermore, we define the class of “calc-regular languages”, a minimalistic extension
of regular languages with the additional property of handling length-fields. Calcregular languages can be specified via “calc-regular expressions”, a natural extension
of regular expressions. As it turns out, Calc-regular languages are almost as easy to
parse as regular languages, using finite-state machines with additional accumulators.

1. Introduction
Entities who communicate use a “language” – even when the entities are computers and the
communication is binary. When the length |F | of a data field F is unknown to the receiver, the
sender must either append an “end-postfix” (an end-of-line sequence, a final quotation mark,
. . . ) to F , or prepend a “length-prefix” (a representation of |F |). End-postfix languages match
established approaches from Formal Language Theory well. On the other hand, a sound formal
analysis of “length-prefix” languages is still missing, and the parsing of such languages is a
common source for security vulnerabilities.

1.1. Heartbleed.
There are plenty of examples for security vulnerabilities caused by improper parsing lengthprefix languages. One is the famous Heartbleed bug: To check if a party B is still alive, party A
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sends a “heartbeat” package to party B, using the ASN.1 binary interface [10]. A well-formed
heartbeat package consists of
• a type field (indicating the “heartbeat” type),
• a field for the length `,

• a challenge C of length |C| = `, and

• an arbitrary number of padding bytes.

B shall respond C to A, without padding bytes. But B must ignore ill-formed packages. The bug
was the lack of bounds checking for `. A malicious A could send a short heartbeat package with
a large `. Instead of ignoring this ill-formed package, B’s `-byte response would then compromise
almost ` bytes from B’s internal memory. Proper bounds checking might avoid such bugs, but, as
the Heartbleed bug shows, this should not be left to to human programmers and reviewers: The
bug has been introduced into the OpenSSL sources by a programmer, survived an independent
code-review by one of the core maintainers, and made it into version 1.0.1 of Open SSL 2012.
It took two years, until this catastrophic bug was eventually discovered, fixed and made public
[24].

1.2. Netstrings and other Data Serialization Languages.
In the world of programming languages, length-prefix notation for strings is an almost forgotten
oddity from the early days, (cf. Appendix A. But for binary communication, length-prefix
notation is common. E.g., netstrings [2], represent a string of length N by the following sequence:
• the number N (in decimal notation),

• the colon as a non-digit separator character “:”,
• the N -byte string itself,

• and a final comma (“,”).

“HELLO WORLD” is encoded as 11:HELLO WORLD, including the comma after “D”. See Section 8 for a specification of netstrings using a newly introduced notation for calc-regular expressions.
Netstrings can be nested (“used recursively” [2]). Lacking type fields, the receiver needs to know
the nesting depth in advance. E.g., the netstring encoding of a heartbeat package with challenge
C=“abc” and padding “YZ” would be 8:3:abc,XY, (depth 1 and no type field). Similarly, a
Heartbleed attack package could look like 5:9999:,.
Dan Bernstein, the author of netstrings, motivates his approach by security benefits [2]: the
“famous Finger security hole”1 was based on reading an end-postfix string into a fixed-size
buffer without bounds checking. Bernstein claims “it is very easy to handle netstrings without
risking buffer overflow”. This is true for unnested netstrings. But for nested ones, the need for
bounds checking is back.
The number N must be written without leading zeros (except for the empty netstring, which
must be written as 0:,). A unique encoding for every string is security-wise beneficial. But
not all netstring implementations enforce this. Even the sample code from [2], which we would
consider the reference implementation, fails to reject netstrings with leading zeros.
At a first look, netstrings’ usage of decimal numbers is surprising, as is the final comma. But
firstly, sometimes, readability by humans is beneficial, such as for debugging purposes. And
secondly, the representation of a number as a stream of decimal digits avoids endianess issues
1

Bernstein seems to refer to the Morris worm exploits from 1988 [12].
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and thus eases interoperable implementations.
Length-prefix notation is very common in data serialization languages, cf. Appendix B. In
addition to strings, or other variably-sized blobs, most data serialization languages support
collections (arrays, lists, . . . ) of objects. Collections may also be represented by length-prefix
or end-postfix notation, but one can also prefix the number of objects in the collection, rather
than the collection’s size. We refer to this as “count prefix”.

1.3. PNG and other Chunk-Based File Formats.
A file format is just another kind of language to encode a message (file content) in binary. Most
file formats for video, audio and images are “chunk based”, i.e., they internally use length-prefix
encoding for their internal data. Improper parsing such files is a very common source for security
issues2 . See [21, Appendices A and B] for an overview over such file formats. One example is
the PNG (Portable Network Graphics) format. PNG chunks are represented as follows:
• a four-byte binary representation of the length N (in big endian byte order),

• a four-byte chunk type,

• a N -byte field for the chunk data,

• and, finally, a four-byte CRC checksum, to discover transmission errors.

In Section 8 we give a formal specification of PNG chunks as a calc-regular language.

1.4. Parsing.
In the context of programming languages, one often separates the process of recognizing the
input in a given language into two phases. “Lexing” is turning a stream of characters into a
stream of “tokens”, according to some regular expressions. “Parsing” is analyzing the stream
of tokens according to some grammar. In the current paper, we will just refer to the entire
recognizing process as “parsing”.
The specification of binary file formats and communication protocols, and their translation
into executables, is not fundamentally different from the specification and compilation of programming languages. In the early days of programming languages, building a compiler was a
considerable effort. According to Wirth [29], the first compiler for the programming language
FORTRAN around 1956 “was a daring enterprise, whose success was not at all assured. It involved about 18 man years of effort, and therefore figured among the largest programming projects
of the time.”
Over years, the art of compiler writing became more feasible and was better understood, in
line with the underlying theory: The linguist Noam Chomsky pioneered the idea of formal languages and formal grammars [4]. His main result was the famous Chomsky Hierarchy of different
languages with different expressiveness. Though Chomsky was mainly interested in describing
natural languages, his approach turned out to be extremely useful for Compiler Construction.
Other researchers studied abstract machine models which could parse languages from the Chomsky Hierarchy, such as Finite State Machines for regular languages [15] (the least powerful class
of languages in the hierarchy) and Pushdown Automata [17, 20] for context-free language (the
second least powerful class). Already 1960, a formalism equivalent to Chomsky’s context-free
languages was first employed for the precise specification of the programming language ALGOL [1]. For the parsing of binary data, and, specifically, for length-prefix languages, a similar
evolution should provide:
2

We invite the reader to google for “buffer overflow png”, “buffer overflow wav”, ect.
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1. A formalism to precisely specify such languages,
2. a computationally weak abstract machine model to model the parsing process, and
3. an algorithm to turn the specifications into such machines.

1.5. Related Work.
The lack of underlying theory has been observed 2009 by Kaminski et al [11], who argued that
ASN.1 encoding rules [10] require “a context-sensitive parser”.3 Also, the ASN.1 encoding rules
are written in English prose, open to misunderstandings and, as [11] put it, not “in a fashion
conductive to implementing an ASN.1 parser with a parser generator”. 2011, Sassaman et
al [19] considered a Language-Theoretical view at security issues and proposed to “starve the
Turing beast” i.e., to employ parsers which the least computational power required to parse the
language at hand, and to design languages (or protocols), parsable with minimal computational
power. This also allows to verify “parser computational equivalence” [19], i.e., to formally verify
that different parties use exactly the same language. The line of research has been continued in
[18, 3, 14].
2012, Underwood and Laib [21] studied chunk-based file formats, such as PNG. They proposed
attribute grammars for format specification, with attribute rules being C program fragments.
This approach benefits from the ability to feed such grammars into existing parser generators.
However, the usage of Turing equivalent attribute rules for language specifications seems to be
an overkill. It does not match the simple structure most such languages have, and it violates
the rules from [19] (which Underwood and Laib did not seem to know about). Furthermore, the
approach is bound to a specific programming language, and restricted to generate a recognizer
for the language at hand, i.e., the code for the receiver of the message. A declarative approach
might also be useful to generate or at least verify the sender’s code.

1.6. This paper is organised as follows.
After the current introduction, we recall some core definitions from Formal Language Theory,
related to regular expressions and regular languages in Section 2. In Section 3, we show that
netstrings are not regular, and not even context-free. The proof easily generalizes to other
languages with length-prefix and count-prefix notation. Section 4 introduces a new class of
languages, calc-regular languages, which are similar to regular languages but can cope with
length-prefix and count-prefix notation. Similar to regular expressions, we also define calcregular expressions in Section 4.
Regular languages can be parsed by Finite State Machines (FSMs). Section 5 introduces calcFSMs, enhanced FSMs for calc-regular languages. We define different types of calc-FSMs, and
the strongest one is actually too powerful for our purposes. In Section 6, the relationship between
calc-regular languages and languages from the Chomsky Hierarchy is studied, with a focus on
deterministic and nondeterministic context-free languages. Section 7 analyses the properties of
the class of calc-regular languages. E.g., the intersection of two calc-regular languages is calcregular, while the union of two calc-regular languages may not be calc-regular, ect. Missing
proofs will be given in [8].
After defining calc-regular languages and studying their formal properties, we give some hints
how to apply our ideas and results for practical problem solving. Section 8 presents an initial
outline for a meta-language,
3

This is theoretically incorrect, but practically valid, cf. Remark 3(d,e) below.
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• to formally specify calc-regular languages, without relying on English prose, and

• to use such a specification as the input for a parser generator, such that parsers for calcregular languages would not need to be written by hand.

We give some examples for the application of our meta-language. Section 9 concludes and gives
directions for future research.
In Appendix A, we elaborate on early versions of the FORTRAN programming language, which
actually used length-prefix notation for string constants. Appendix B compares different data
serialization languages with respect to their use of length-prefix, count-prefix and end-postfix
notation. As it turns out, most such languages are using length-prefix or count-prefix notation.
This highlights the need for an approach like ours.

2. Regular Expressions, Languages, and FSMs
We assume the reader to be familiar with core notions from Formal Language Theory, see,
e.g., [9]. But since our approach is based on extending and enhancing regular languages, we
specifically recall the formalism related to regular languages. By Σ, we denote a finite alphabet
of input symbols. A language of words over Σ is a subset of Σ∗ .
Definition 1. Regular expression over Σ, and the languages derived from regular expressions
are defined as follows:
• ε is a regular expression, defining the language L(ε) = {ε} which holds the empty word,
• 0 is a regular expression with L(0) = {},

• for a ∈ Σ, a is a regular expression with L(a) = {a},

• if r and s are REs, then so is r|s with L(r|s) = L(r) ∪ L(s) (union),

• if r and s are REs, then so is rs with L(rs) = L(r)L(s) (concatenation),

• if r is a RE, then so is r* with L(r∗ ) = L(ε) ∪ L(r) ∪ L(rr) ∪ . . . (Kleene-star), and
• if r is a RE, then so is (r) with L((r)) = L(r) (use of brackets).

As shorthand notation, we write r+ for rr∗ , and ri with i > 0 for rri−1 , and r0 for ε. No other
expressions are regular expressions over Σ.
Note that we treat “ε”, “0”, “|”, “(“, “)” etc. as “meta-symbols”, which are distinct from all
input symbols (or “terminals”) in Σ. The definition of regular languages is straightforward:
Definition 2. A language L ⊆ Σ∗ is regular, if a regular expression r exists with L = L(r).
The main formal tool to parse regular languages are finite state machines.
Definition 3. A finite state machine (FSM) is a 5-tuple M = (Q, Σ, δ, q0 , F ), where Q is a
finite set of states, Σ is the input alphabet (as before) δ is the transition relation, i.e., a function
δ : Q × Σ → 2Q ,
q0 ∈ Q is the start state, and F ⊆ Q is the set of accepting states.

Given a input word w = a1 a2 . . . an is accepted by a FSM, if there is a sequence of states
qi ∈ δ(qi−1 , ai ) with qn ∈ F . If qn 6∈ F , then w is rejected. If M is an FSM, then L(M ) is the
language of words over Σ which are accepted by M .
Note that the acceptance definition implies the FSM to detect the end of its input.
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Definition 4. A FSM M = (Q, Σ, δ, q0 , F ) is deterministic, if for every (q, a) ∈ Q × Σ there is
at most one possible transition, i.e., |δ(q, a)| ≤ 1.
Theorem 1 summarizes well-known results from Formal Language Theory (see any standard textbook on Formal Language Theory, e.g., [9]). Fact (a) implies that FSMs are a good tool to parse
regular languages, (b) shows that for FSMs, nondeterminism does not improve computational
expressiveness, (d) explains the relationship between regular and deterministic context-free languages, (e) shows that for context-free languages, nondeterminism does improve computational
expressiveness. Results (c) and (f) are the famous pumping lemmas for regular and context-free
languages, respectively.
Theorem 1. The following are well-known results from Formal Language Theory:
(a) A language L is regular if and only if a FSM M with L(M ) = L exists.
(b) If M is a FSM, then a deterministic FSM M 0 exists such that L(M ) = L(M 0 ).
(c) If L is a regular language, then P exists, such that all w ∈ L with |w| > P can be written as
the concatenation w = xuz, of substrings x, u, y ∈ Σ∗ , such that (1) |u| ≥ 1, (2) |xu| ≤ n,
and (3) for all i ≥ 1, the string xui y is in L.

(d) All regular languages are deterministic context-free. The language ai bi is deterministic
context-free, but not regular.
(e) The language ai bj with j ∈ {i, 2i} is context-free, but not deterministic context-free.

(f ) If L is a context-free language, then P exists, such that all w ∈ L with |w| > P can be written
as the concatenation w = xuyvz of substrings x, u, y, v, z ∈ Σ∗ , such that (1) |uyv| ≤ P ,
(2) |uv| ≥ 1 and (3) for all i ≥ 1, the string xui yv i z is in L.

3. Length-Prefix Notation is not Context-Free
Below, we prove that netstrings, even without nesting, are not context-free.
As discussed below, this easily generalizes to other forms of length-prefix notation, if the length
is unbounded. Recall that netstrings start with a decimal number n, followed by “:”, followed
by a string of length n, finished by a “,”. Without the constraint for the string to be of length n,
it would be easy to write a regular expression for netstrings. If the length n would be encoded
by unary notation, one could specify netstrings by a context-free language. But netstrings with
decimal numbers are not context-free:
Theorem 2. The language N of well-formed netstrings is not context-free.
Proof. Assume the language of well-formed netstrings to be context-free. The characters “9”,
“:”, and “,” are specific terminals from the input alphabet Σ, the symbol hletteri represents an
arbitrary terminal.
Let w =“9m :hletterin ,” be a sufficiently long well-formed netstring. Using the pumping lemma
(i.e., Theorem 1(f)), we can write w = xuyvz as a sequence of substrings x, u, y, v, z ∈ Σ∗ , such
that all
wi = xui yv i z
are well-formed netstrings xui yv i z =“9Mi :hletteriNi ,”.
Each wi defines two numbers: Pi = 9Mi for the number encoded before the first “:”, and Ni for
the number of letters following the first “:”, excluding the final “,”. If wi is well-formed, then
Pi = N i .
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Neither x nor u can hold the first “:”, else Pi would be the same for all i, while the Ni would
be different. Thus, x and u hold zero or more “9”-digits, but nothing else. Also, z cannot hold
the first “:”, else Ni would be the same for all i, while the Pi would be different. The first “:”
is either in y or in v. All in all, we can write Pi as Pi = 10α+i|u| − 1 for some α and Ni as
Ni = β + i|v| for some β. From Ni = β + i|v|, it follows that Ni+1 − Ni = |v| is constant,
regardless of i.
Furthermore, |u| > 0; else Pi would, again, be the same for all i.
Using Pi = 10α+i|u| − 1, and setting A = 10|u| , we get

|v| = P2 − P1 = 10α+2|u| − 10α+1|u| = 10α ∗ A2 − 10α ∗ A1
= P3 − P2 = 10α+3|u| − 10α+2|u| = 10α ∗ A3 − 10α ∗ A2
The equation P2 − P1 = P3 − P2 is equivalent to the cubic equation 10α ∗ (A3 − 2A2 + A) = 0.
Since A = 10|u| 6= 0 and 10α 6= 0, we can transform this into the quadratic equation
A2 − 2A + 1 = 0
with the single solution is 10|u| = A = 1, i.e. |u| = 0. This contradicts |u| ≥ 1 – and disproves
the context-freenes of the language of well-formed netstrings.
Remark 3.
(a) It is straightforward to generalize the proof for any B-array encoding for all B ≥ 2. For
the largest digit D = B − 1, replace the prefixes “999. . . 9” by “DDD. . . D”, and replace the
powers of 10 by powers of B.
(b) The proof employs numbers “999. . . 9” (or “DDD. . . D”) with the same digit everywhere.
Thus, the order of digits in the length representation does not matter.
(c) Similarly, the comma at the end does not matter for context-freeness.
(d) However, the proof is not applicable to languages with an upper bound on N . In fact, lengthprefix languages with a maximum length are finite – and thus theoretically context-free (and
may even be regular). E.g., the bound for ASN.1 is N ≤ 28∗126 − 1.

(e) Nevertheless, we argue that it practically makes sense to parse these languages as calc-regular
languages (see below) or similar. This is comparable to, e.g., arithmetic expressions with at
most N pairs of brackets for some large but fixed constant N . Even though the language is
regular, the corresponding FSM would be absurdly large, and the tools for general arithmetic
expressions would be much more appropriate, in practice.

4. Calc-Regular Languages and Expressions
As a simple motivating example, consider relaxed netstrings, where the length field is allowed
to have leading zeros. We use “:” and “,” as specific nonterminals, “hdigiti” is one of the
nonterminals in { “0” . . . ”9”}, and “hletteri is an arbitrary nonterminal. The attempt to model
relaxed netstrings via regular languages leads to a nonempty sequence of digits, followed by a
colon “:”, followed by an arbitrary number of letters, followed by a comma “,”:
hdigiti+ : hletteri*,
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This, of course, misses the context-sensitive constraint that the length encoded before the first
colon (“:”)4 is the number of letters between that first colon and the final comma (“,”). To
formalize such constraints, we must enhance regular expressions:
(hdigiti+).decimal : hletteridecimal .
This means that the number N , encoded in decimal by the sequence of digits before the first
colon, is the same as the number of characters between the first colon and the last comma. We
formalize this as follows.
Definition 5. Calc-regular expressions r over Σ and the languages L(r) derived from them are
defined as follows.
• If r0 is a regular expression, then r0 is a calc-regular expression, and the calc-regular
language derived from r0 is the regular language L(r) (regular base-case),
• if r and s are calc-regular expressions, then so is rs with L(rs) = L(r)L(s) (concatenation),
• if r is a calc-regular-expression, then so is (r) with L((r)) = L(r) (use of brackets).

• If q, r, s, t, and u are calc-regular expressions, and a function f : L(r) → {0, 1, 2, . . .} is
defined, then both r1 and r2 with
r1 = q(r.f )s(t#f )u

and

f

r2 = q(r.f )s(t )u
are calc-regular expressions. We call the function f a “value-oracle”.
Given the calc-regular languages L(q), L(r), L(s), L(t), and L(u), and a value-oracle f ,
the calc-regular languages L(r1 ) and L(r2 ) are defined as follows.
L(r1 ) = L(q)L(r)L(s)(L(t) ∩ hletterif )L(u),
L(r2 ) = L(q)L(r)L(s)L(tf )L(u).

I.e., a word w1 ∈ L(r1 ) is the concatenation of
– a word from L(q),

– a word x from L(r),
– a word from L(s),
– a word from L(t) ∩ hletterif (x) , and finally
– a word from L(u).

Similarly, a word w2 ∈ L(r2 ) is the concatenation of
– a word from L(q),

– a word x from L(r),
– a word from L(s),
– f (x) words from L(t), and finally
– a word from L(u).
For calc-regular expressions, the same shorthand-notation can be used as for regular expressions.
No other expressions are calc-regular expressions over Σ.
4

Note that the subexpression hletteri* may also contain colons.

8

49

Definition 5 is similar in structure to its counterpart for regular expressions, with two exceptions.
We do not define the union and Kleene-star for calc-regular expressions, and we have new
notations related to value-oracles: the #-notation in r1 and the superscript-notation in r2 .
The notations for both r1 and r2 occur in pairs:
r1 = . . . r.f . . . t#f . . .
and
r2 = . . . r.f . . . tf . . .
If x ∈ L(r), then f (x) is a nonnegative integer. Whenever a subexpression r.f , exactly one of
either t#f or tf must follow. And neither t#f nor tf are allowed, without one previous r.f .
The “#” notation in r1 matches the requirement of some data field being exactly f (x) letters
long (in practice, usually f (x) bytes). This is very natural approach to model length-prefix
notation. The superscript-notation in r2 defines a sequence of f (x) words from L(t). We need
it to model languages with count-prefix notation.
Note that a calc-regular language L(r) depends on both r and the value-oracles. We assume the
value oracles to be implied and fixed. Changing a value oracle would change the language L(r),
even without changing the expression r. In typical applications, the value-oracles are indeed
well-defined and simple, such as decimal notation, or binary representation either in big- or
little-endian order, . . .

5. Calc-Regular Finite-State Machines (calc-FSMs)
5.1. Definitions
Given calc-regular expressions r, and calc-regular languages L(r), we need calc-FSMs to parse
calc-regular languages. In fact, we will define different types of calc-FSMs, and we start with
the seemingly most powerful Type-1 machines, which are a straightforward extension of nondeterministic FSMs from Formal Language Theory.
As it turns out, Type-i at least as powerful as Type-(i + 1). I.e., any language which can be
parsed with a Type-(i + 1) calc-FSM can also be parsed with a Type-i calc-FSM. On the other
hand, Type-1 is strictly more powerful than Type-2. We conjecture Type-2 being more powerful
than Type-3, and Type-3 being equivalent to Type-4, but we have not yet been able to prove or
disprove this.
Finally, the apparently weakest type of calc-FSM, Type-4, is equivalent to calc-regular languages.
I.e., a language can be parsed by a Type-4 FSM, if and only if it is calc-regular. See Figure 1.
Definition 6. A Type-1 calc-FSM is a FSM M1 = (Q, Σ, δ, q0 , F, A) with k ≥ 0 accumulators
stored in the set A.
An accumulator acc is either in string state or in numeric state. Initially, acc is in string state
and holds the empty string ε ∈ Σ∗ . S = { acc.store, acc.dec, acc.count} are statements, where
.dec is used for ˆ and .count for #. Statements and comparisons from C = { acc = 0 and acc 6= 0
} are performed/evaluated as follows.
In string state,
acc.store appends the current input a ∈ Σ to the string w ∈ Σ∗ in acc, which then holds
wa ∈ Σ∗ .

If acc is in string state, and the word w ∈ Σ∗ is in acc, and then either acc.dec, acc.count
or one of the comparisons acc = 0 and acc 6= 0 is called, then
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Figure 1: The chain of calc-FSMs and calc-regular languages.
1. the word w is replaced by the number num(w) ∈ {0, 1, 2, . . .}, where num: Σ∗ →
{0, 1, 2, . . .} denotes the corresponding value-oracle,
2. and then the statement/comparison is performed/evaluated accordingly.

In numeric state,
acc.dec and acc.count decrement the number in acc by one. If acc is already zero, the input
is rejected. The comparison acc = 0 and acc 6= 0 are evaluated the obvious way. If the
statement is acc.store, then
• for acc 6= 0, the input is rejected, and

• for acc = 0, the state of acc is changed to string state, with acc holding the empty
string, before performing acc.store.
The transition function is a function δ : ((Q × Σ × 2(A×S) ∨ (Q × C)) → 2Q .

Given an input w = a1 a2 ...an is accepted by a Type-1 calc-FSM, if there is a sequence of states
qi ∈ δ(qi−1 , ai , si ) with qn ∈ F and all accumulators acc ∈ A : acc = 0. If qn ∈
/ F or acc 6= 0,
then w is rejected. If M1 is a Type-1 calc-FSM, then L(M1 ) is the language of words over Σ
which are accepted by M1 .
If the meaning is clear from context and our machine has one single accumulator, we may briefly
write “store”, “-1”, “=0”, and 6= 0 for the commands and comparisons.
Definition 7. A Type-2 calc-FSM is a deterministic Type-1 calc-FSM, if for every (q, r, s) ∈
Q × Σ × 2(A×S) and for every (q, c) ∈ Q × C is at most one possible transition, i.e. |δ(q, r, s)| ≤ 1,
|δ(q, c)| ≤ 1.
The difference between determinism and non-determinism in calc-FSMs is analogous to regular
FSMs. In fact, a Type-1 calc-FSM with 0 accumulators is a nondeterministic FSM, and a Type-2
calc-FSM with 0 accumulators is a deterministic FSM.
While Type-1 and -2 calc-FSMs seem to be a natural approach to parse calc-regular languages,
they are actually a bit too powerful, which is why constrain Type-1 calc-FSMs in a different
way.
Definition 8. A Type-4 calc-FSM M4 = (Q, Σ, δ, q0 , F, A) is a FSM with k ≥ 0 accumulators.
The transition function is a function δ : Q × (Σ∗ × A) → Q. Therefore, a Type-4 calc-FSM
can have calc-regular expressions on the edges, but no statements for changing an accumulator.
Furthermore, they are restricted to have at most one transition from and to a state:
∀qi ∈ Q : (|δ(q, w) → q 0 | ≤ 1 : q = qi )
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∧ (|δ(q, w) → q 0 | ≤ 1 : q 0 = qi )

All transitions concatenated to a c-RE define a language, which is the exact language the Type-4
calc-FSM accepts.
Definition 9. A Type-3 calc-FSM M3 = (Q, Σ, δ, q0 , F, A) can be constructed out of a Type-4
calc-FSM with the Algorithm 9 . The transition function is a function δ : ((Q × Σ × 2(A×S) ∨
(Q × C)) → 2Q , similar to the transition function of a Type-1 calc-FSM. The behavior of the
accumulators also equals to accumulators in Type-1 calc-FSMs. But they have some additional
properties:
• All accumulators have a “getter” and exactly one “setter”: ∀δ(q1 , w1 , acc.store) → q10 :
(δ(q2 , w2 , acc.dec) → q20 ⊕ δ(q2 , w2 , acc.count) → q20 )

• And ∀δ(q, ε, s) → q 0 : s = ∅, so that no accumulator can be changed without reading a
symbol.

In the remainder of the current section, we will study the relationship between our different
types of calc-FSMs and their relationship to calc-regular languages.

5.2. A gap between Type-1 and Type-2
Theorem 4. For every Type-2 calc-FSM exists a Type-1 calc-FSM, which accepts the same
language.
Proof. All Type-2 calc-FSM can be seen as Type-1 calc-FSM, because determinism is a subset
of non-determinism.
In contrast to regular FSMs, nondeterministic calc-FSMs are more powerful than deterministic
ones, which make Type-1 calc-FSMs to a superset of Type-2 and -3 calc-FSMs.
Theorem 5. There are languages a Type-1 calc-FSM accepts, which no Type-2 calc-FSM can
accept.
The proof, which will be given in [8], is based on showing that the language
{ai bj ck |(i = j) ∨ (j = k)}
can be accepted by a Type-1 calc-FSM can accept, while there is no calc-2 FSM which could
accept this language.
Theorem 5 appears to be a heavy drawback for us. We are searching for languages, which can be
parsed efficiently on realistic machines. For ordinary regular languages, nondeterministic FSMs
are a good model, because they are not more expressive than deterministic FSMs. For the parsing
of calc-regular languages, Type-1 calc-FSMs, the immediate counterpart to nondeterministic
FSMs are too strong, and we have to restrict ourselves to Type-2 calc-FSMs, at best.

5.3. A conjectured gap between Type-2 and Type-3
Theorem 6. For every Type-3 calc-FSM exists a Type-2 calc-FSM, which accepts the same
language.
The proof will be given in [8].
Conjecture. There are languages a Type-2 calc-FSM accepts, which no Type-3 calc-FSM can
accept.
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5.4. Type-4 calc-FSMs are equivalent to calc-regular languages
Theorem 7. For every calc-regular expression r exists a Type-4 calc-FSM M with L(r) = L(M ).
Theorem 8. For every Type-4 calc-FSM M exists a calc-regular expression r with L(M ) = L(r).
The proofs will be given in [8].

5.5. The relationship between Type-3 and Type-4 calc-FSMs
Algorithm 9. There exists a deterministic algorithm, which we will describe in [8], which can
transform any Type-4 calc-FSM M into a Type-3 calc-FSM M 0 , which will accept the same
language.
Algorithm 9 and Theorem 6 indicate that for every calc-regular language a Type-2 calc-FSM
exists.
Conjecture. We can transform a Type-3 calc-FSM back to a Type-4 calc-FSM which accepts
the same language.

6. Calc-Regular Languages and The Chomsky Hierarchy
As we elaborated in the introduction, the state-of-the-art in defining and parsing languages is
heavily influenced by the famous Chomsky hierarchy. The most general class of languages in
the Chomsky hierarchy are the recursively enumerable languages, followed by context-sensitive,
context-free and regular languages. Consider two problems:
1. The word problem: Given a word w ∈ Σ∗ , is w in the language?

2. The problem of computational equivalence: Given two machines (i.e., parsers) accepting a
language from some class of languages. Are both machines accepting the same language?

Following the reasoning from [19], the ability to solve these two problems is important for security
applications.
Table 1 summarizes the main results for the languages from the Chomsky hierarchy, with an
additional distinction between general context-free languages, and the subset of deterministic
context-fee languages.
Chomsky-Type

Name

type 0
type 1
type 2

rec. enumerable
context-sensitive
context-free
det. context-free
regular
O(1) storage

type 3

“word problem”
is w in L?
undecidable
exponential
cubic
linear
linear

“computational
equivalence”
undecidable
undecidable
undecidable
decidable
decidable

Table 1: Hardness of word problem and computational equivalence problem for the classes of
languages from the Chomsky hierarchy [4].
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So how does our new class of languages relate to the classes from the Chomsky hierarchy? By
definition, a regular expression is also a calc-regular expression (but not vice versa). Thus,
calc-regular languages are a superset of regular languages.
Furthermore, from Theorem 2 we know a calc-regular language N, the language of well-formed
netstrings, which is not regular – and not even context-free. Thus, calc-regular languages are
a proper superset of regular languages. Are they also a superset of context-free languages? As
it turns out, the answer to this question is negative: There exists a context-free language and
even a deterministic context-free language, which is not calc-regular.
The following lemma is some form of a calc-regular counterpart to the famous pumping lemmas
for regular and context-free languages (Theorem 1(c,f)). We will use the lemma to prove that
certain languages cannot be parsed by a Type-2 calc-FSM and thus are not calc-regular.
Lemma 10. Consider a Type-2 calc-FSM M2 with α accumulators and a set Q of (FSM-)states.
Consider inputs v1 w, v2 w, . . . . Assume that, after reading any of the vi , all values stored in
any of the α accumulators are in the range {0, . . . m − 1}, for some fixed threshold m. I.e., each
accumulator can hold any of at most m different values. If there are more than
mα ∗ |Q|
choices for the vi , then some vi 6= vj exist, such that if M2 accepts vi w, then M2 also accepts
vj w.
Proof. In principle, if α ≥ 1, the state space of M2 is infinite. But if we restrict the infinite
number of choices for each accumulator to m, then there are mα different α-tuples of values in
the entire set of accumulators, and mα ∗ |Q| different (α + 1)-tuples of accumulator-values and
state. Thus, there are only mα ∗ |Q| different states the machine can be in, after reading vi .
As the first attempt, we will consider the language L=an bn , which is a well-known textbook
example for a deterministic context-free language, which is not regular. As it turns out, L is
calc-regular.
Theorem 11. The language L=an bn is a calc-regular language.
Proof. Let be the (simple) value-oracle which counts the length of its input. For the language
L = an bn , the c-RE is
a.cnt bcnt ,
i
since cnt(ai ) = i and bcnt(a ) = bi .

Note that the c-RE
a.cnt

b#cnt

also generates the language an bn .
The second attempt for a (nondeterministic) context-free language, which is not regular, is the
language ai bj ck , with the constraint (i = j or j = k). As it turns out, this language is not
calc-regular.
Theorem 12. The language ai bj ck with (i = j or j = k) can not be parsed by a Type-2 calcFSM. Thus, it is not a calc-regular language.
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Proof. Consider a calc-FSM with α accumulators and |Q| states. It must accept inputs of the
form an bn c∗ . Lemma 10 implies that there is at least one accumulator which holds a number
m − 1 (or larger) with
n
.
mα ≥
|Q|
But then, this calc-FSM cannot accept a word an bk ck for small k and large enough n. Namely,
when m − 1 > 2k, that accumulator will still store a nonzero number after reading bk ck , as with
each input symbol, the accumulator can only be deceased by one.
Thus, after reading an bk ck , there is at least one accumulator with a nonzero storage. By the
definition of calc-FSMs, the machine rejects.
From Theorem 12, we can conclude that the calc-regular languages are not a superset of contextfree languages in general. This is good news for us, because otherwise we would have to expect at
least cubic run time (in the worst case) for parsing calc-regular languages, and the computational
equivalence problem would be undecidable.
As it turns out, calc-regular languages are not even a superset of deterministic context-free
languages. We define a language M⊆ { “0”, “(”, “)”, “[”, “]” }∗ of “mixed brackets”. The
grammar5 for M uses a start symbol S and can be written by three productions S → 0,
S → (S), S → [S]. In short, M consists of a (possibly empty) sequence of opening brackets “‘(”
or ‘[”, followed by “0”, followed by a sequence of closing brackets, which must match exactly
the corresponding opening brackets. M is deterministic context-free. A deterministic pushdown
automata will push all the opening brackets onto the stack, then read the “0”, and, when reading
the closing brackets, check if they match the opening brackets on the stack. Even though this
language is quite simple, it is not calc-regular:
Theorem 13. The language M of “mixed brackets” is not calc-regular.
Proof. Consider an input w“0”v, with w being a sequence of n opening brackets from { “[” “(”
}, v being a sequence of n closing brackets. For any such w, there is exactly one v, such that
w“000 v ∈ M . Thus, a calc-FSM for M must, after reading w, be able to distinguish all the 2n
different choices for v.
For large enough n, there is at least one input v for this machine, such that there is at least one
accumulator holding a number greater than n. This can be seen by applying Lemma 10, After
reading the n characters from v, the accumulator will still not be zero. By the definition of
calc-FSMs, the input must be rejected if there is a nonzero value in an accumulator. Thus, this
machine will reject v“000 w, regardless of w holding the closing brackets matching the opening
brackets in v or not.
To summarize the results from the current section: calc-regular languages are orthogonal to
context-free languages. I.e., some languages are are calc-regular and not context-free; some
languages are context-free and not calc-regular, and some languages are not regular but both
calc-regular and deterministic context free. See Figure 2.

5

Once again: We assume the reader to be familiar with core notions from Formal Language Theory, as, e.g., in
[9].

14

55

calc−
regular

M
context−free

deterministic
context−free

N
L
regular

Figure 2: Orthogonality of calc-regular and context-free languages; the language N of wellformed netstrings is calc-regular, but not context-free (Thm. 2); the “mixed brackets” language M⊆ { “0”, “(”, “)”, “[”, “]” }∗ is deterministic context-free, but not
calc-regular (Thm. 13); the language L=an bn is not regular, but both calc-regular
(Thm. 11) and deterministic context-free.

7. Properties of Calc-Regular Languages
How expressive are calc-regular languages? How similar are they to regular languages, regarding
closure and decidability properties? In this section, we will scrutinize calc-regular languages and
present some first answers.
Theorem 14. Calc-regular languages are closed under concatenation.
Theorem 15. Calc-regular languages are not closed under union.
Theorem 16. Calc-regular languages are closed under intersection.
Theorem 17. Calc-regular languages are not closed under complement.
The proofs will be given in [8].
Since calc-regular languages are not closed under union (Theorem 15), we conjecture the following.
Conjecture. Calc-regular languages are not closed under Kleene star.
The definition of the Kleene star L∗ operation is based on a massive usage of the union operation:
L0 = {ε}, L1 = L, Li+1 = {wz|w ∈ Li ∩ z ∈ L} for i < 0
L∗ =

[

i∈N

Li = ε ∪ L1 ∪ L2 ∪ L3 ∪ ...

Thus, the above conjecture might seem obvious. However, we do not have a conclusive proof.
Theorem 15 only proves that some calc-regular languages L1 and L2 exist, where the union
L1 ∪ L2 is not calc-regular. The theorem does not imply anything for the specific Li from the
definition of the Kleene-star operation.
Theorem 18. Calc-regular languages are not closed under difference.
Proof. Given the calc-regular languages L1 , L2 , the difference language L0 = L1 \ L2 = {x|(x ∈
L1 ) ∩ (x ∈ L2 )}.
We showed in Theorem 17, that calc-regular languages are not closed under complement, thus
they can not be closed under difference.
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These properties of calc-regular languages support the orthogonality to context-free languages.
Table 2 provides an overview over the closure properties of regular, calc-regular and context-free
languages:
(yes = closed under, no = not closed under)
Property
Union (L ∪ L0 )
Intersection (L ∩ L0 )
Complement L
Concatenation LL0
Difference L \ L0

regular
yes
yes
yes
yes
yes

calc-regular
no
yes
no
yes
no

context-free
yes
no
no
yes
no

Table 2: Closure properties of Calc-regular languages, in contrast to regular and context-free
languages.

8. A Meta-Language and Practical Examples
The current paper’s focus is on understanding the issues related to specifying length-prefix
notation (or count-prefix). Beyond the theoretical results above, a long-term goal of the current research is a non-ambiguous meta-language to specify calc-regular languages and a tool to
automatically generate parsers from it.
In the current section, we will sketch how the meta-language could look like, and provide some
examples for practical languages specified using the meta-language.
There are plenty of regex meta-languages, to specify regular expressions, such as, e.g., the
regex-support in Perl and the input syntax for the grep tool included in most Unix-based
systems.6 [28]. We did consider to pick such a regex meta-language, and to create our own
meta-language for calc-regular languages by adding some notation for the subexpressions
r1 = q(r.f )s(t#f )u and
r2 = q(r.f )s(tf )u
from Definition 5. We decided against this approach, because the syntax of the meta-language
became too messy for our taste. Instead, we will base our meta-language on Extended BNF [23].
Apart form what we consider a cleaner syntax, this would simplify pushing our approach from
calc-regular to some form of “calc-context-free” languages, if we find that desirable in the future.
Also, applications don’t need just to reject invalid inputs and accept valid ones, but applications
actually need to read and manipulate different parts of an input. EBNF nonterminals are names
for different parts of a valid input.

8.1. A Meta-Language for Context-Free Languages.
The core point for a meta-language specification is to distinguish meta-symbols, such as, e.g.,
brackets, from terminals. We assume all characters have a numeric value, of zero or larger, and
many characters are also printable. We then use the following convention:
• A printable character, enclosed in single or double brackets, is a nonterninal. e.g., ’a’ or
”b”.
6

Often with extensions, which allow to also specify some non-regular languages in the meta-language.
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• Alternatively, a terminal can be represented by a percent-symbol (“%”), followed by the
numeric value, written as a hexadecimal number. E.g., if we assume ASCII representation
of characters, the nonterminal ’a’ can also be written as %61.
• All other symbols are meta-symbols.

Typically, the input alphabet Σ is the set Σ = {%0, . . . , %FF} of bytes.

For the concatenation of subexpressions, we write a comma (’,’). E.g., %61, ’b’, ’c’ represents the
string “abc”. As a shortcut notation for the concatenation of terminals, we allow multi-character
strings such as, e.g., ’abc’ for ’a’, ’b’, ’c’.
For the choice between subexpressions, we use the “|”-character. E.g. ’a’ | ’bc’ represents either
the single character ’a’, or the concatenation of two characters ’bc’. Ranges, such as ’a’ | ’b’ |
’c’ | ’d’ can be written as ’a’ - ’d’.

We use superscript-notation for the concatenation of the same subexpression several times, and
use the Kleene-star “*” and the “+ ”-shorthand as usual.
For our meta-language, we use EBNF productions, as in
byte

=

%0-%FF;

for arbitrary bytes, and in
nonzero-digit
digit
number

=
=
=

”1” - ”9”;
”0” | nonzero-digit;
”0” | (nonzero-digit, digit*);

for decimal number without leading zeroes (as in netstrings).
We require every nonterminal X to be defined exactly once, i.e., there is exactly one rule X = Y
with X being a single nonternimal and the expression Y the definition of X. The semicolon
(“;”) terminates a production.

8.2. From Context-Free to Regular to Calc-Regular.
So far, our meta-language would allow us to specify arbitrary context-free languages – that is,
what EBNF has been designed for, anyway.
To restrict the languages we can specify to regular ones, rather than to general context-free
ones, we must restrict the usage of nonterminals right of the “=” symbol:
Constraint 10. A nonterminal may only be used on the right-hand-side of a production, if it
has been defined in a previous production.
This constraint prevents any recursive usage of nonterminals, either directly, as in
S = ’(’ S ’)’;
or indirectly as in
S = ’(’ T ’)’;

T = ’[’ S ’]’;

It is straightforward to turn a language specification observing the above constraint into a specification of the same language without nonterminals. Namely, if the nonterminal X occurs in a
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definition, and the production for X is X = Y , i.e., Y is the definition of X, then we can textually replace the occurrence of X in definitions by (Y ). After finitely many such replacements,
we get a single expression without nonterminals, which then is a regular expression. E.g., if we
apply this approach to “number”, we get
number = “0” | ( (“1”-”9”), (“0” | (“1”-”9”)) );
which defines “number” without any nonterminals in the definition.
After first restricting the meta-language, we now extend it. Assuming we know which function
is represented by f, we can just write
r-one
r-two

:=
:=

q, (r.f), s, (t#f), u ;
q, (r.f), s, (t^f), u;

almost as in Definition 5.
Note that Definition 5 does not allow the union operator or the Kleene-star operator for calcregular expressions – except when the expression is regular. As our meta-language is supposed to
model calc-regular expressions, we need to distinguish nonterminals, which are part of a strictly
regular subexpression, from nonterminals, which are part of a proper calc-regular subexpression,
and we need to constrain the usage of the second kind of nonterminals.
Definition 11.
• A nonterminal is restricted, if it is defined by a restricted production.
• Productions using the “(r.f ), . . . , (t#f )”-syntax are restricted.
• Productions using the “(r.f ), . . . , (t^f )”-syntax are restricted.

• Productions with at least one restricted nonterminal in the definition are restricted.
• No other productions are restricted.

To mark a production as restricted, we write “:=”, as in the productions for “r-one” and “r-two”
above, where we write “=” else, as in the production for “number”.
Constraint 12. A restricted production must not use the union- or Kleene-star operators.
Note that the notation r+ is the shorthand for rr∗ and thus also represents a Kleene-star
operation, which is prohibited for restricted productions.

8.3. Specifications for Practical Calc-Regular Languages
Though the specification for our meta-language is quite sketchy, it suffices for the examples we
give below. We will not repeat the previous definitions for “number” and “byte”.
Recall netstrings without nesting, as in 5:Hello, with a 5-byte string “Hello” and heartbeatlike nested netstrings, as in 8:3:abc,XY, with a 3-byte challenge “abc” and two padding bytes
“XY”. We can specify these calc-regular languages as follows:
netstring
n-netstring

:=
:=

number.decimal, “:”, byte#decimal, “,”;
number.decimal, “:”, (netstring, byte*)#decimal, “,”;

Note that the “(netstring, byte*)#decimal”-part of the specification for nested netstrings formally rules out the acceptance of a netstring whenever the inner netstring exceeds the outer one,
as in the attack package “5:9999:,”. That does not mean bugs, such as Heartbleed, will magically
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“go away”, when we use our meta-language for specifications. But, if we use an automated tool
to turn the specification into a parser, we have to take care only once, when implementing the
tool, to make sure the tool always puts the proper check at the proper places.
A PNG (portable network-graphic) chunk [26] consists of a 4-byte field holding the number of
bytes in the data, followed by a four-byte the chunk-type, followed by the data, followed by a
4-byte CRC checksum. Critical chunk types are IHDR for the first chunk, PLTE for the chunk
storing the list of colors, IDAT for image chunks, and IEND for the last chunk. PNG allows
other, “ancillary” chunk types, which we ignore for ease of presentation. Then the calc-regular
grammar for PNG chunks would be the following:
chnk-type
chksum
png-chnk

=
=
:=

“IHDR” | “PLTE” | “IDAT” | “IEND”;
byte^4;
(byte^4).big-endian, chnk-type, byte#big-endian, chksum;

Note that the CRC-check is not part of our language definition. A PNG-chunk can be rejected
due to a CRC-failure, even if it is syntactically correct.
To pick yet another example, consider the MessagePack strings and arrays [7]. Message Pack
supports different string types. E.g. strings of length up to 216 − 1 bytes (str16) are represented
in MessagePack by a one-byte type-identifier, followed by a two-byte length field, followed by
the data of the specified length. Strings of length up to 232 bytes (str32) are similar, except,
of course for the type-identifier, and the usage of a four-byte field for the length. MessagePack
arrays use count-prefix notation, i.e., store the number of elements, not the number of bytes.
Below, we will use our meta-language to specify two types of strings (str16 and str32) and two
types of arrays. One array type (arr-of-str16) can hold can hold up to 216 − 1 strings of type
str16, the other one up to 216 − 1 strings of type str32.
str16
str32
arr-of-str16
arr-of-str32

:=
:=
:=
:=

%D9,
%DB,
%DC,
%DC,

(byte^2).big-endian,
(byte^4).big-endian,
(byte^2).big-endian,
(byte^2).big-endian,

byte#big-endian;
byte#big-endian;
str16^big-endian;
str32^big-endian;

8.4. A Possible Extension of the Meta-Language
Alas, we are far from modeling the full MessagePack language. Consider an array, which can
hold strings, and each string could be either of type str16, or of type str32:
a-str
arr-of-str

:=
:=

(str16 | str32);
%DC, (byte^2).big-endian, a-str^big-endian;

At a first look, this may appear OK. But actually, this does not match a calc-regular expression,
and we cannot write this in our meta-language, because it violates Constraint 12.
So why not remove Constraint 12 from the meta-language? Of course, the set of languages we
could specify with the tweaked meta-language would no longer be the calc-regular languages
as defined in the current paper. It would be calc-regular languages with additional support for
union and Kleene-star operations. Thus, it would include languages, which we do not know how
to parse efficiently (cf. Theorem 5 and the discussion in Section 5.2). We do not consider this
approach advisable.
On the other hand, the MessgePack example shows that different syntactic constructs can be
uniquely identified by different type-prefixes (the byte constants %D9 and %DB and %DC in the
example). The union of such calc-regular languages should be easy to parse, even though
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the union of regular languages in general is, most likely, not easy to parse. Thus, tweaking
our definition for calc-regular languages, and then relaxing – but not completely removing –
Constraint 12, may be an interesting research direction to explore, in the future.

8.5. Deterministic Calc-Context-Free Languages
There is another issue with our meta-language. Most data serialization languages support nesting – and often unlimited nesting of data structures. As a concrete example, the item stored
in a MessagePack array could also be another MessagePack array. We cannot model this in
our meta-language, due to Constraint 10. Very much like the distinction between regular and
context-free languages, calc-regular languages almost always fail when it comes to unlimited
nesting, cf. Theorem 13.7
Eventually, pushing this research topic forward to define and analyze “calc-context-free languages”, and especially “deterministic calc-context-free languages” may be another interesting
research direction to explore. In fact, we consider the current paper one step into that direction – which is one reason, why our meta-language has been based on EBNF, rather than on
meta-languages for regular languages.

8.6. Unparsable Languages
Note that the reason to restrict our meta-language is that we require a model for calc-regular
languages, or at least for languages we know how to efficiently parse in general. If we drop
all such restrictions, we can use the unconstrained meta-language to formally specify a certain
language, even if we don’t know how to parse the language efficiently. The language we specify
may even be unparsable at all, without an additional oracle providing auxiliary information to
the parser.
Why whould we want to specify a language, which we don’t know how to specify? Sometimes, the
receiver may just have access to an oracle providing the auxiliary information from somewhere.
But sometimes, there may actally be no “receiver” who will ever care to unparse the language,
which still needs a formal specification.
As an example, consider the Merkle-Damgård design principle for iterated hash functions [5, 13],
and, for concreteness, its usage in MD4 [16]. A message of arbitrary length m is padded by
appending 0–511 bits of value “0”, followed by a single bit of value “1”, followed by a binary
representation of m as a 64-bit binary number in little-endian notation. The length of the padded
message must then be a multiple of 512. If we define the function f : {0, 1, . . .} → {0, 1, . . . 511}
by f (m) = (m−447) mod 512, the language of padded MD4 messages can be specified as follows.
bit
padded

=
:=

(%0 | %1);
(bit*)#little-endian, %0^f(little-endian), %1, (bit^64).little-endian;

9. Conclusion and Future Work
A common pattern for data serialization languages is the usage of length-prefix notation: When
sending a data blob B of N bytes, the sender will first send the number N and then the data
B. Even though this pattern is quite common, the issues of parsing such languages are not
7

With some very specific exceptions. E.g. set a =“(” and b =“)” and recall the language L=an bn from
Theorem 11.

20

61

well-understood, and implementations are frequently plagued with bugs and vulnerabilities (cf.
Heartbleed).
In the current paper, we introduced calc-regular languages, a formal model for languages with
length-prefix notation. Calc-regular languages can be defined by calc-regular expressions. As it
turns out, calc-regular languages are context-sensitive. Nevertheless, and perhaps a bit surprising, parsing calc-regular languages is almost as easy as parsing ordinary regular languages.
While we did not yet write a parser generator for calc-regular languages, we did sketch a metalanguage which may serve as the input for the parser generator, and we gave some examples for
the usage of the meta-language for the specification of practical languages.
We consider this work a starting point for future research. There are plenty of open problems
and challenges, such as
• prove or disprove the conjectures in our paper,

• study more properties of calc-regular languages,

• tweak the definition of calc-regular languages, to support some kind of union operation,
as discussed in Subsection 8.4,
• push the approach to a higher level by introducing unlimited nesting, i.e., by formalize
and studying some new class of “deterministic calc-context-free” languages, as discussed
in Subsection 8.5,
• write a parser generator for calc-regular languages, or tweaked calc-regular languages, or
deterministic calc-context-free languages,
• ...
We argue that advances in these directions will eventually provide tools to eliminate bugs and
avoid security issues, We hope this work will inspire other researchers, to perform similar work
or to give us some feedback, regarding the directions for future research.
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A. Length-Prefix Notation for Programming Languages
Early versions of FORTRAN did support “Hollerith constants” for strings [25]. A Hollerith
constant is a netstring using “H” as the non-digit separator symbol (in honor of Herman Hollerith), instead of the colon, and without a comma at the end. Examples: 11HHELLO WORLD and
14HHELLO "WORLD". Note that the dot at the end of the second example is still part of the
string.
In most programming languages today, including modern FORTAN, string constants are enclosed
in single or double quotes. This seems to match human perception much better. The second
quotation mark is the “end”-postfix for the string, as in "HELLO WORLD". A quotation mark
within the string constant needs “escaping”. This is often done by doubling the (single- or
double-) quotes, as in Pascal: "HELLO ""WORLD""." An alternative is to prepend a backslash,
as in Python: "HELLO \"WORLD\"."

B. Length-Prefix Notation for Data Serialization Languages
While length-prefix notation is essentially gone for good from programming languages, it seems
quite typical for data serialization languages, even though a few data serialization languages also
support end-postfix notation.
For containers (arrays, lists, . . . ), some data serialization languages also use count-prefix notation, i.e., storing the number of elements rather than the number of bytes. If the sizes of the
elements are not known in advance, the number of the elements does not allow to compute the
number of bytes to store the container.
Following the links from [22], we compiled a list of data serialization languages and which of
these use either length- or count-prefix or end-postfix notation. We summarise our results in
Table 3.

23

64

Language
Apache Avro
ASN.1
Bencode
Binn
BSON
Cap’n Proto
CBOR
Colfer
D-Bus
Fast Infoset
google protobuf

Strings
LPre
LPre
LPre
LPre
LPre
LPre
EPost
LPre
LPre +EPost
LPre
LPre

Cont.
CPre
LPre
EPost
CPre
LPre
EPost
EPost
LPre
LPre
LPre

Language
GVariant
JSON
KMIP
Message Pack
Netstring
OGDL
OpenDDL
smile
s-expression
thrift
XDR

Strings
EPost
EPost
LPre
LPre
LPre
EPost
EPost
LPre
EPost
LPre
LPre

Cont.
EPost
CPre
EPost
EPost
CPre

Table 3: Overview of Data Serialization Languages from [22] with a focus on strings and containers (i.e., arrays, lists, . . . ). We write LPre for length-prefix, CPre for Count-prefix
and EPost for end-postfix notation. We consider a representation, which encloses data
in brackets or quotes, a form of end-postfix notation, with the closing bracket or quote
being the end-postfix.
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SILC Is INT-RUP Secure
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Abstract. SILC [2] is an authenticated encryption with associated data (AEAD) scheme. It is a
nonce-based scheme and uses a block cipher as the underlying primitive. It has been shown that
SILC is provably secure up to the standard birthday bound in terms of both privacy and integrity.
INT-RUP [1] notion has been put forward by Andreeva et at. to capture the integrity where the
decryption oracle releases unverified plaintexts. In this talk, we show that SILC is provably INTRUP secure against nonce-reusing adversaries up to the birthday bound. The talk presents technical
details of the proof. This is a joint work with Kazuhiko Minematsu, Jian Guo, Sumio Morioka, and
Eita Kobayashi.
Keywords: AEAD, SILC, INT-RUP, provable security.
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Abstract. It is common knowledge that for a secure stream cipher, the state size should be at
least twice the security parameter (e.g., the key size). Recently, there have been proposed a number
of stream ciphers with smaller state, including Sprout, Plantlet, Fruit or LIZARD. Besides potentially lower area and power consumption, it seems of interest to understand which security is still
achievable with small state stream ciphers. LIZARD has a similar global structure as the eSTREAM
finalist Grain v1, but it has a state size of 121 bits, and a key size of 120 bits. It is aimed for 80-bit
security against key recovery and comes with a security proof against generic time/memory/data
tradeoffs (TMDTO). The complexity of a generic distinguisher is 260 . Its power consumption is 16
per cent lower than for Grain v1. LIZARD works in packet mode, where packet size is 218 bits.
A particular feature of LIZARD is its initialization, where the secret key is introduced twice and
not only once as common for many stream ciphers. This property is essential for the security proof
against TMDTO. Furthermore, the output function is inspired by the output function of the stream
cipher FLIP, and depends on many state bits. A second topic is a fast correlation attack on the
stream cipher Fruit. Fruit has a similar structure as Grain v1. Its state thus consists of a LFSR and
a NFSR but it has a keyed state update and in addition two counters. The attack is in several steps
and exploits two properties: If the LFSR state (43 bits) is guessed, the output function becomes
linear in the state bits of the NFSR, and second, the feedback function of the NFSR (37 bits) allows
for many linear approximations with relatively large bias. The feasibility of this attack underlines
some precautions taken by LIZARD design.
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Abstract. The goal of this short theoretical paper is to present an
heuristic approach for examining applicability of linear cryptanalysis on
practical block ciphers by exploiting the known properties of long-key
block ciphers. As special examples, 1-EM and 2-EM block ciphers are
discussed and compared.
Keywords: block cipher, linear cryptanalysis, linear approximation, permutationbased block cipher

1

Introduction

In this paper we investigate the problem of how to determine and evaluate the
properties used in statistical attacks for practical block ciphers. We take as starting point iterated long-key block ciphers which are well-studied in cryptographic
literature [5,10]. We provide a heuristic approach for exploiting long-key ciphers
for modelling block ciphers with practical key-scheduling algorithm. We focus on
linear cryptanalysis of Even-Mansour ciphers that are based on iterated permutations derived from a long-key cipher using a particular key-sheduling. Using the
hypothesis testing approach similarly as done in [1,2] we derive explicit formulas for success probabilities of key-recovery attacks on one-round and two-round
Even-Mansour ciphers.
The treatment of the topic given in this note exploits the recent advances
in the statistical models of linear cryptanalysis. The new statistical models integrate the key as a random variable in the model and study the variance of
correlation under the key [1,2,3]. We also exploit the noise-based approach for
estimating the total impact of unidentified linear trails, which has been validated
in experiments for scaled versions of block cipher PRESENT [8] in [2,11].

2
2.1

Permutation by Iteration
Iterated Block Cipher

An n-bit r0 -round iterated key-alternating block cipher BC is composed of bijective round functions gi , i = 1, . . . , r0 , and an injective key schedule algorithm
KS0 . The inputs to the block cipher is plaintext x of n bits and key K of ` bits.
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The key K of a block cipher is assumed to be generated uniformly at random
and independently of the plaintext.
To encrypt, the key scheduling algorithm generates r0 +1 round keys k0 , k1 , . . . ,
kr0 ∈ Fn2 from key K. Then the ciphertext is computed as follows
E 0 (x; k0 , k2 . . . kr0 ) = gr0 (· · · (g2 (g1 (x + k0 ) + k1 ) + k2 ) · · · ) + kr0 .

If the key scheduling algorithm is bijective, then the cipher BC is called longkey cipher. It means that the round keys are independent and drawn from the
uniform distribution and we can assume K = (k0 , k1 , . . . , kr0 ), that is, the key
scheduling is the identity.
Given a long-key cipher E 0 , any other iterated block cipher BC that uses
the same round functions, can be thought as having been derived from E 0 using
some key scheduling algorithm KS0 , and we can write [6]
BC0 (x; K) = E 0 (x; KS0 (K)).

(1)

Moreover, not only key alternating block ciphers, but also any permutation
P composed of bijective round functions
P (x) = gr0 (· · · (g2 (g1 (x))) · · · )

(2)

can be seen as an application of such E 0

E 0 (x; k0 , k2 , . . . , kr0 ) = gr0 (· · · (g2 (g1 (x + k0 ) + k1 ) + k2 ) · · · ) + kr0
by setting k0 = k1 = . . . = kr0 = 0.
On the other hand, by fixing the round keys to constants, any iterated keyalternating block cipher gives such a permutation. In modern cryptography, iterated structures can be found everywhere, in iterated block ciphers, permutationbased block ciphers, such as Even-Mansour constructions, as well as many other
cryptographic primitives that are based on permutations.
For example, a two-key Even-Mansour cipher BC, with K = (K1 , K2 ) that
is based on one permutation 2, and called as 1-EM, can be thought of having
been derived from E 0 as given by (1) using the following key scheduling
KS0 (K) = (K1 , 0, 0, . . . , 0, K2 ).
Long-key ciphers exhibit some theoretically nice properties, for example, in linear
and differential cryptanalysis the average differential probabilities and linear
correlations, taken over key, can be computed round by round [4,10,7]. The goal
of this paper is to present an heuristic approach for deriving properties of a
block cipher with respect to linear cryptanalysis from the known properties of
the underlying long-key cipher.

3
3.1

Linear Key-Recovery Attack
Key-recovery

In Figure 1 a key-alternating block cipher is depicted. In a key-recovery attack,
the attacker makes guesses of certain key bits used on the first rounds and/or
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last rounds of the cipher. The known plaintexts are partially encrypted using
guessed key bits and then combined with partial decryptions of the corresponding ciphertexts to obtain a data pair (x, y) for cryptanalysis. The encryption
k0
⊕-

k1
⊕-

g1

g2

k2
⊕

- gr0 −1

kr0 −1
⊕-

gr0

kr 0
⊕-

Fig. 1: Key-alternating block cipher of r0 rounds with round functions gi and round
keys k0 , k1 , . . . , kr0

transformation E 0 of r0 rounds is reduced to some less number, say r, of rounds.
We denote by i0 the number of rounds that are peeled-off in the beginning. The
encryption transformation over r rounds is denoted by E, the r round block cipher by BC, and the corresponding reduced key-scheduling algorithm is denoted
by KS, that is, KS(K) = ki0 , ki0 +1 , . . . , ki0 +r . Similarly, as in (1) it then holds
BC(x; K) = E(x; KS(K))

(3)

as also depicted in Figure 2.

x

ki0
⊕- gi0 +1

ki0 +1
ki0 +r−1
ki0 +r
ki0 +2
⊕ - gi0 +2
⊕ - gi0 +r
⊕- y
⊕ - gi0 +r−1

Fig. 2: Property of key-alternating block cipher over r rounds with round functions gi
and round keys ki0 , ki0 +1 , . . . , ki0 +r

3.2

Linear property

In linear cryptanalysis, the property is based on correlation of linear approximation over r rounds of the cipher. We denote by u an n-bit mask on input x and
by v an n-bit mask on output y.
Then the linear approximation is given as u · x + v · y and its correlation
cBC (K) is defined as
cBC (K) = 2−n #{ x ∈ Fn2 | u · x + v · BC(x, K) = 0 }
= corx { x | u · x + v · BC(x, K) }.

Given D, a data sample of size N of pairs (x, y), let us make the following
notation
Z(D, K) = #{(x, y)) ∈ D | u · x + v · y = 0}
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and, further,
ĉ(D, K) =

2
2
#{(x, y)) ∈ D | u · x + v · y = 0} − 1 = Z(D, K) − 1.
N
N

This quantity is called observed correlation. For any fixed key K,
Z(D, K) ∼ B(N, p(K)),
where p(K) is some apriori probability. This probability depends on the cipher in
case the data has been obtained from the cipher. By the normal approximation
of the binomial distribution, we get that for any fixed K
ĉ(D, K) ∼ N (c(K),

1
1
(1 − c(K)2 )) ≈ N (c(K), )
N
N

(4)

where c(K) = 2p(K) − 1.
3.3

Distinguisher

For the c(K) as it appears in (4), two cases may occur
1. y = BC(x, K) = E(x; KS(K)), for all (x, y) ∈ D, that is, the data is drawn
from the cipher; and
2. y 6= E(x; KS(K)), for some (x, y) ∈ D, that is, the bits u · x + v · y are
computed from a random linear approximation.
In the first case, c(K) = cBC (K), and the parameters ExpK cBC (K) and VarK cBC (K)
must be determined from the cipher in offline analysis. In the second case, it is
known, see [5], that
ExpK c(K) = 0
VarK c(K) = 2−n .
By (4) we have
ĉ(D, K) − c(K) ∼ N (0, 1/N ) ,

for any fixed K, where the data D and the key K are independent. Then in the
right key (cipher) case, the distribution of the observed correlation has parameters
ExpD,K ĉ(D, K) = ExpK cBC (K)
1
VarD,K ĉ(D, K) =
+ VarK cBC (K)
N
Similarly, in the random case, we obtain

ĉ(D, K) ∼ N 0, 1/N + 2−n .

The main cryptanalytic task to be performed by offline analysis is to determine
the statistical parameters of the correlation of the linear approximation of the
cipher.

71

4

Estimating Statistical Parameters of Correlation

It is well known how the expected value and the variance of the correlation
can be determined for a long-key cipher based on the information of the trail
correlations [5]. Since it is infeasible to identify all trails related to a certain linear
approximation, we use the heuristic approach to consider only the significant
trails and model the remaining trails as purely random as it was first proposed
in [3].
4.1

Trail correlation.

Let us denote as before by u a fixed n-bit mask on input x and v a fixed n-bit
mask on output y, and introduce now an `-bit mask τ on the key K. Given r
rounds of a cipher
BC(x, K) = E(x; KS(K))
we define
ρBC (u, τ, v) = 2−n−` #{ x, K | u · x + v · E(x; KS(K)) + τ · K) }.
The correlation ρBC (u, τ, v) is called trail correlation of trail τ . It follows that
X
ρBC (u, τ, v) = 2−`
(−1)τ ·K cBC (K)
K

By taking the inverse Fourier transform we get
X
cBC (K) =
(−1)τ ·K ρBC (u, τ, v),

(5)

τ

where the trail correlations ρBC (u, τ, v) are independent of K, but hard to evaluate for a general iterated block cipher BC.
For the corresponding long-key cipher E, however, the trail correlations can
be evaluated as
ρE (u, W, v) =

r
Y

j=1

corz (wi0 +j−1 · z + wi0 +j · gi0 +j (z))

where W = (wi0 , wi0 +1 , . . . , wi0 +r ) are (r + 1)n-bit masks on the round keys,
and u = wi0 and v = wi0 +r . Such trails with significant correlations ρE (u, W, v)
can be searched using Matsui’s algorithm [9].
This is useful information when determining trail correlations for any cipher
BC thanks to the following relationship
X
cBC (K) = cE (KS(K)) =
(−1)W ·KS(K) ρE (u, W, v),
W

which follows from (5) applied to E and then using (3).
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4.2

Estimating trail correlations

Noise-based approach was proposed first in [3] and used recently in the context
of multiple and multidimensional linear cryptanalysis [2,11].
Given a long-key block cipher E it is assumed that there is a set S of identified
(dominant) trails. Then
cE (ki0 , ki0 +1 . . . ki0 +r )
X
=
(−1)w·(ki0 ,ki0 +1 ...ki0 +r ) ρE (u, w, v) + RE (ki0 , ki0 +1 . . . ki0 +r )
w∈S

where it is further assumed that
RE (ki0 , ki0 +1 . . . ki0 +r ) ∼ N (0, 2−n ).

(6)

In other words, we make a heuristic assumption that the cryptanalyst can collect
many trails such that the remainder RE (ki0 , ki0 +1 , . . . , ki0 +r ) behaves like a
random linear approximation. Then we have
X
VarK cE (K) =
ρE (u, W, v)2 + 2−n .
W ∈S

The goal of this paper is to propose an approach to solve the problem of how
to determine the statistical parameters of correlations of other block ciphers
based on a long-key cipher. The idea is to use the same set S also for the cipher
BC with non-bijective key-scheduling KS, to obtain
cBC (K) =

X
(−1)W ·KS(K) ρE (u, W, v)
W

=

X

W ∈S

(−1)W ·KS(K) ρE (u, W, v) + RBC (K).

(7)

The question remains, what is the distribution of RBC (K)? It certainly depends
on the cipher and its key scheduling algorithm. In the rest of the paper we will
study a couple of typical cases.
4.3

Cipher with strong key schedule

Here we take strong to mean a key-scheduling algorithm which allows the cipher
to (essentially) preserve the properties of the long-key cipher. Recently, such key
schedules have been studied in [6].
Then one can use the estimated variance of the long-key cipher correlation
cE (ki0 , ki0 +1 . . . ki0 +r ) to estimate the variance of cBC (K) as
X
VarK cBC (K) ≈
ρE (u, W, v)2 + 2−n .
W ∈S

This approach has been tested with scaled versions of SMALLPRESENT in [11]
and [2]. The latter paper studies three different key schedules: standard original,
long-key, and the one with identical keys at every round.
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4.4

On the choice of trails

The question about how to choose the set S in practice may not be answered
exhaustively. One may say that S is large enough when
Varki0 ...ki0 +r (RE (ki0 , . . . , ki0 +r )) = 2−n .
The problem remains how to validate this condition. For permutation-based
ciphers the round-keys ki0 . . . ki0 +r are constants (see the next section). Then a
possible criterion for S being large enough could be that adding trails to S does
not (essentially) change the value
X
(−1)W ·(ki0 ...ki0 +r ) ρE (u, W, v).
W ∈S

5

Applications to EM Ciphers

In this section, we study linear attacks for 1-EM and 2-EM ciphers. We will see
that due to the addition of a secret key between the two permutations of 2-EM,
the statistical distributions of the correlations are essentially different for these
ciphers. Particularly, the 2-EM cipher is decorrelated, that is, the expected value
of the observed correlation is equal to zero. Nevertheless, as we will see, 2-EM
cipher is not essentially stronger against linear cryptanalysis than 1-EM cipher.
5.1

Permutation-based 1-EM cipher

Assume a permutation is based on an iterated structure E 0 . Then an 1-EM cipher
can be presented as
BC0 (x, K) = E 0 (x; K1 , k1 . . . kr0 −1 , K2 )
where K = (K1 , K2 ) is the secret key and k1 . . . kr0 −1 are known constants (e.g.
zero). Again we use the propertie of E to examine the correlations of linear
approximations of the cipher
X
cBC (K) =
(−1)W ·(ki0 ...ki0 +r ) ρE (u, W, v) + RBC .
W ∈S

Given ρE (u, W, v), W ∈ S, the above sum taken over S has a fixed value, say
c, which can be computed. The remainder RBC also has a fixed value which
depends on the fixed known round keys, but cannot be computed.
We model the uncomputable remainder RBC according to RE (ki0 . . . ki0 +r )
as given in (6). Then we get
ExpK cBC (K) = c,
VarK cBC (K) = 2−n .
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It can be expected that this model works in practice for 1-EM cipher based on
PRESENT encryption transformation, since the model of (6) seems to work for
a long-key PRESENT.
It follows that for the 1-EM cipher, we have
ExpD,K ĉ(D, K) = c
1
+ 2−n
VarD,K ĉ(D, K) =
N
As soon as c 6= 0, one can launch a linear key recovery attack. The distinguishing
test is based on a threshold which is between 0 and c. If the observed correlation
is on the same side of the threshold than c, the key candidate is accepted as a
possible correct key. Otherwise it is rejected. Then we get similarly as, e.g., in
[1] the following expression for the success probability
!
r
N
− Φ−1 (1 − 2−a ) ,
(8)
PS = Φ |c|
1 + N 2−n
where a is the advantage, that is, the number of secret key bits recovered, N is
the number of known plaintext-ciphertext pairs and Φ is the standard normal
cumulative distribution function.
5.2

Permutation-based 2-EM cipher

Given two permutations P1 and P2 based on long-key ciphers E1 and E2 , a
two-round Even-Mansour cipher 2-EM has the following structure. After peeling

K1
⊕-

P1

K
⊕-

P2

K2
⊕ -

Fig. 3: 2-EM block cipher

off some first and last rounds, it remains to consider linear properties over the
following cipher
BC(x, K) = E2 (E1 (x; rk1 ) + K; rk2 )
where rk1 and rk2 are known constants. Now the underlying long-key cipher E
is
E(x; RK1 , K, RK2 ) = E2 (E1 (x; RK1 ) + K; RK2 )
with variable round-key tuples RK1 and RK2 , and a round key K in the middle,
all of which are chosen uniformly at random.
Again we use the properties of E to examine the correlations
X
cBC (K) =
(−1)W1 ·rk1 +w·K+W2 ·rk2 ρE (u; W1 , w, W2 ; v),
W1 ,w,W2
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where
ρE (u; W1 , w, W2 ; v) = ρE1 (u; W1 ; w)ρE2 (w; W2 ; v).
is independent of K. Hence
ExpK cBC (K) = 0
and
VarK cBC (K) = ExpK (cBC (K)2 ).
It remains to estimate the variance. By taking the noise-based approach, let
us assume there exist sets S, S1 S2 and a random and independent remainder R
such that for the long-key cipher E the key-dependent correlation can be written
as follows
c(RK1 , K, RK2 ) =
X
(−1)W1 ·RK1 +w·K+W2 ·RK2 ρE1 (u; W1 ; w)ρE2 (w; W2 ; v) + R
W1 ∈S1 ,w∈S,W2 ∈S2

=
X

(−1)w·K

X

(−1)W1 ·RK1 ρE1 (u; W1 ; w)

W1 ∈S1

w∈S

+R.

X

(−1)W2 ·RK2 ρE2 (w; W2 ; v)

W2 ∈S2

Then
VarK cBC (K) =
X

w∈S

X

W1 ·rk1

(−1)

!2

ρE1 (u; W1 ; w)

W1 ∈S1

X

W2 ·rk2

(−1)

W2 ∈S2

ρE2 (w; W2 ; v)

!2

+ 2−n .

We denote
c1 (w) =

X

(−1)W1 ·rk1 ρE1 (u; W1 ; w)

W1 ∈S1

c2 (w) =

X

(−1)W2 ·rk2 ρE2 (w; W2 ; v)

W2 ∈S2

the evaluated parts of the linear hulls over E1 and E2 with fixed keys rk1 and
rk2 , respectively, and further,
X
2
2
σ2 =
c1 (w) c2 (w)
w∈S

to obtain
ExpD,K ĉ(D, K) = 0
1
+ σ 2 + 2−n .
VarD,K ĉ(D, K) =
N
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While the expected values of the observed correlation for the cipher and
random are equal to zero, the variance is larger for the cipher than for random, and therefore, a linear attack may still be possible. Such a situation has
been previously studied in the case of a typical key-alternating cipher that has
a linear approximation with several significant trails [2]. Example probability
distributions are depicted in Figure 4.
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Fig. 4: Example probability distributions of ĉ(D, K) for random (red solid line) and
cipher (blue dotted line)

By setting the threshold Θ in Figure 4 according to the desired error probabilities, and accepting key candidates that give observed correlation with absolute
value larger than Θ, the formula for the success probability can be given as
follows
!
r
1 + N 2−n
−1
−a−1
PS = 2Φ −Φ (1 − 2
)
,
(9)
1 + N 2−n + N σ 2
where a is the advantage, N is the number of known plaintext-ciphertext pairs
and Φ is the standard normal cumulative distribution function. For details, we
refer to [2] where a success probability in a similar situation was derived.
5.3

Security of 1-EM vs. 2-EM

In this section, we will compare the resistance of 1-EM and 2-EM against the
linear key-recovery attack. Let us assume that instances of 1-EM and 2-EM have
the same total number r0 of rounds and 2-EM differs from 1-EM only by having
an additional secret key K xored after P1 , while for 1-EM it is fixed to a known
constant k. In other words,
P (x) = P2 (P1 (x) + k).
Further, let us assume that a cryptanalyst has studied the long-key cipher E
corresponding to the iterated permutation P and identified a set S1 × S × S2
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of trails over r rounds. In more detail, S1 (S2 , resp.) is a set of tuples of key
masks W1 (W2 , resp.) of round keys RK1 (RK2 , resp.) of E1 (E2 , resp.), and S
contains key masks of K in the middle round. The cryptanalyst uses the same
set of trails for both ciphers.
Then the expected correlation for 1-EM can be expressed as follows
X
c=
(−1)w·k c1 (w)c2 (w),
w∈S

where c1 (w) and c2 (w) are as defined in Section 5.2.
For 2-EM, let us denote
X
q(K) =
(−1)w·K c1 (w)c2 (w).
w∈S

Note that then
c = q(k)
σ 2 = ExpK (q(K)2 ).
If k behaves like average key K in the computation of σ 2 , that is, ExpK (q(K)2 ) =
q(k)2 , then we have σ = |c|. For our comparison of 1-EM and 2-EM, let us assume
that this is the case. In reality, the designer of 1-EM may try to choose k such
that c is very small for all significant linear approximations (u, v) in which case
he can improve the resistance of 1-EM against linear cryptanalysis.
In Figure 5, the success probabilities (8) and (9) of the key-recovery attacks
for 32-bit 1-EM and 2-EM are compared. The advantage is taken as a = 4 in
both cases.

Fig. 5: Success probability PS as function of N for a = 4 and |c| = 2−14 (left) and
|c| = 2−7 (right)

Not surprisingly, the attack on 1-EM is stronger. For a = 4, the attack is
meaningful as soon as PS > 2−4 for some N < 232 . Hence the attack works
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also for the corresponding 2-EM. In particular, let us consider a case where 1EM is based on a weak permutation such that there exist linear approximations
(u, v) that have trails with large correlations ρE (u, w, v) = c1 (w)c2 (w). Such a
situation is illustrated on the right side of Figure 5 with |c| = σ = 2−7 . Even if
adding a key in the middle makes the expected values of the correlations equal
to zero, the value σ 2 will remain large and allow a linear attack with high success
probability.
Finally, let us remark that although presented in the context of noise-based
estimates of variances, the comparison of 1-EM and 2-EM given in this section
actually holds in general independently of whether the noise-based estimates are
valid for the cipher or not.

6

Conclusion

It can be argued that the heuristic approach presented in this paper works for
some ciphers. It remains to study in experiments for other ciphers before it can
be used in practice. In particular, the impact of the unidentified trails on the
correlation variance maybe larger than 2−n .
The results given in this paper may not be surprising to any practitioner of
symmetric key cryptography. We want to highlight, however, that a complete
treatment of the topic as given, for example, in this paper has been made possible
by the integration of the key as a random variable in the statistical model. In
particular, linear attack, when the expected value of the observed correlation
is equal to zero, cannot be handled with the traditional model, which considers
only plaintext variable but keeps the key fixed under the assumption of stochastic
equivalence.
The lesson learnt from the comparison between 1-EM and 2-EM is that by
adding a secret key input in the middle may somewhat weaken the linear keyrecovery attack on the cipher, but does not prevent it.
Finally, let us point out that the approaches given in this paper can be
generalized to multiple and multidimensional linear cryptanalysis.
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SnT, University of Luxembourg

Abstract. We present, for the first time, a general strategy for designing ARX symmetric-key
primitives with provable resistance against single-trail differential and linear cryptanalysis. The
latter has been a long standing open problem in the area of ARX design. The wide trail design
strategy (WTS), that is at the basis of many S-box based ciphers, including the AES, is not suitable
for ARX designs due to the lack of S-boxes in the latter. In this paper we address the mentioned
limitation by proposing the long trail design strategy (LTS) – a dual of the WTS that is applicable
(but not limited) to ARX constructions. In contrast to the WTS, that prescribes the use of small
and efficient S-boxes at the expense of heavy linear layers with strong mixing properties, the LTS
advocates the use of large (ARX-based) S-Boxes together with sparse linear layers. With the help
of the so-called Long Trail argument, a designer can bound the maximum differential and linear
probabilities for any number of rounds of a cipher built according to the LTS.
To illustrate the effectiveness of the new strategy, we propose Sparx – a family of ARX-based
block ciphers designed according to the LTS. Sparx has 32-bit ARX-based S-boxes and has provable
bounds against differential and linear cryptanalysis. In addition, Sparx is very efficient on a number
of embedded platforms. Its optimized software implementation ranks in the top 6 of the most
software-efficient ciphers along with Simon, Speck, Chaskey, LEA and RECTANGLE.
As a second contribution we propose another strategy for designing ARX ciphers with provable
properties, that is completely independent of the LTS. It is motivated by a challenge proposed
earlier by Wallén and uses the differential properties of modular addition to minimize the maximum
differential probability across multiple rounds of a cipher. A new primitive, called LAX, is designed
following those principles. LAX partly solves the Wallén challenge.
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Summary of an Open Discussion on IoT and Lightweight
Cryptography
Chair: Adi Shamir
Summary: Alex Biryukov and Léo Perrin

Abstract. This is a summary of the open discussion on IoT security and regulation which took
place at the Early Symmetric Crypto (ESC) seminar. Participants have identified that IoT poses
critical threat to security and privacy. It was agreed that government regulation and dialogue of
security researchers with engineers and manufacturers is necessary in order to find proper control
mechanisms.

1

Introduction

On the last day of Early Symmetric Crypto (ESC) seminar (January, 2017) an open discussion
about Internet of Things (IoT) and lightweight cryptography took place. It involved all the
workshop participants, about 40 researchers from academia and industry, from senior researchers
to postdocs and Ph.D. students. These notes are a summary of the main points that were raised
during this discussion.1
The discussion started with a short introduction by Prof. Adi Shamir. He observed that
the spread of the IoT is unstoppable, that such devices are already being sold and used. For
example, “smart” lightbulbs such as the Philips Hue use the Zigbee protocol to communicate
with their owners’ smartphones. Other home appliances are already being connected to the
internet: fridges, TVs, washing machines... And applications to other areas are expected, from
the supply chain to public transport.
This trend cannot be stopped and will only accelerate in the foreseeable future. Meanwhile,
there have been major attacks against network-enabled “things”. For example, shodan is a search
engine indexing various devices connected to Internet (web cams, control systems, servers, etc.),
which can then be used to find vulnerable ones. There have also been ransomware attacks
targeting the owners of “smart” TVs. Such threats are likely to occur more frequently in the
future. In the light of these observations, this discussion tried to address the following question:
What should be done about the IoT security?
Adi Shamir has asked the participants to vote on whether they thought involving governments was necessary. A majority has agreed. What form should this intervention take? The
following ideas were suggested by the participants. They can be sorted into four broad categories: the first deals with devices’ update mechanisms, the second with liability issues, the
third with the influence of specific properties of the devices (i.e. with a partition of the IoT
space), and the last considers separating real world from cyber functionalities.

2

Update Mechanisms

Current status-quo in the industry seems to be that firmware needs to be updatable so that
vulnerabilities found after the launch of a product can be patched. However, firmware updates
also open the doors to attacks exploiting the update mechanism itself. This very dangerous attack
vector would be disabled in the absence of updates. If functionality of a device is well-defined,
1

The points raised by the participants are not sorted chronologically but by theme.
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and if the firmware has been thoroughly tested, it may well be acceptable to make firmware not
updatable. To give a real-world example: the firmware of smart cards in the payment industry
was for a long period not updatable. In cases where update mechanism is inevitable there also
should be a way to force manufacturers to update their firmware in the cases of disasters. There
may also be issues related to companies disappearing from the market, while their potentially
vulnerable products are still in wide use – how should these be updated? In fact, Germany
considers forcing the storage of the source code in some trusted institution so that if the company
disappears, it is possible to fix the problem anyway.
On the technical side, should we force the use of public key crypto to secure firmware update?
After all, the attack against the Philipps HUE smart light-bulb was made possible by a misplaced
use of symmetric cryptography. Using public key crypto would simplify key management: instead
of using a hard to protect symmetric key, a public key would be used instead. While public key
cryptography is far more demanding in terms of resources, updates are not expected to be
common enough for this to be a significant issue.
When it comes to implementing sophisticated update mechanisms, another problem is that
less secure devices will probably be cheaper than secure ones.

3

Liability

In case of a problem with an IoT device, who is responsible for fixing it? There are different
ways to approach this question.
It could be possible to fine customers if they use/keep using insecure devices. There is no
precedent we are aware of for such measures2 . For example, no such thing exists for PC owners.
It would also be hard to enforce .
Some form of insurance against malfunctions could be made mandatory. In this case, the
cost of refunding customers could be solved by factoring this cost into the product prices.
If a product is insecure because of a gross negligence from its manufacturer, said manufacturer should be liable. However, this would imply differentiating gross negligence from “honest”
mistakes. For example, having a default password in a multitude of devices could be considered
gross negligence.
Some devices can obviously be regulated (e.g. medical devices, see American FDA) but they
only represent a tiny fraction of all devices. What about self-driven cars? There is currently a
substantial debate about liability in this case. After an accident, who is liable? The driver? The
car manufacturer? The programmer? It seems like those involved are converging towards having
the car manufacturer to be liable.
Connection of millions of identical devices to public resources like Internet should probably
be tightly regulated in a way similar to radio spectrum regulation, since the consequences of
abuse of such devices by attackers are comparable to jamming the public resource.
For short life-cycle disposable items it could be that part of the price paid by the consumer
for the device is retained in a common disaster recovery fund and released to the manufacturer
only at the end of the lifetime of the device, if no disaster has happened. In the case of a security
disaster, cost of recovery is reduced from the fund. This model is reminiscent of how copyright
is factored into the cost of media via government levy (tax). This model might not be feasible
without government regulation.
Finally, computer security could be considered like a common property. The legislative framework handling e.g. pollution could be adapted, so that a company releasing an insecure device
2

Note that in some countries (ex. Italy) it is illegal to use police radio scanners, as another example Doppler
receivers (to detect speed cameras) tend to be outlawed in Europe
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is responsible for handling the consequences. Similarly, a user connecting a device known to be
insecure to a network would be liable for the problems caused.

4

Influence of Devices’ Specifics

It may be beneficial – or even necessary – to consider different classes of devices. Instead of fitting
all IoT devices into a single legislative framework, it may be better to treat them differently
depending on their specifics.
For example, we could sort devices according to the danger posed by a security breach.
Getting access to a pacemaker is far more dangerous than accessing a smart curtain. On the
other hand, estimating how dangerous a breach is can be difficult. Hacking into a smart lightbulb may seem harmless but it can allow the remote infection of other similar products and then
using those to effectively jam wifi signal across a large area. We could separate devices according
to the networking abilities: if it is not connected to the Internet, it cannot do too much harm.
Similarly, if it is connected but has a very low bandwidth, a security breach may not be very
dangerous.

5

Clear Separation Between Cyber and Physical Worlds

Security measures could be implemented physically into some devices, like the floppy disks in
the past which could be taped to make them read-only guaranteeing that no malware could
infect them. For example, there could be a physical switch separating between smart/dumb
functionality or, in general, between physical and cyber capabilities of the device. Similarly, in a
smart-car, there should be a physical separation between the car entertainment system (which
is connected to the Internet) and the main car functionality. Since we live in the physical world,
there is no need for the cyber to be in complete control of our lives. However, this most likely
needs to be enforced by regulation.
Devices could also be given a limited shelf life after which they must be discarded. This last
option would unfortunately have an environmental cost. In fact, stimulative regulation might
be sufficient. Devices could be simply labelled to specify e.g. whether they require a permanent
Internet connection, whether they use it only for updates, whether they send data to a central
server, etc.

6

Concluding Remarks

The approaches outlined above share common limitations. First of all, laws would need to be
approved in a lot of independent countries in order for them to be efficient. We also need
to keep the danger of surveillance in mind. For example, smart-meters for electricity pose a
significant privacy threat which is not addressed by the points raised above. Besides, government
involvement may backfire if the laws adopted are not carefully thought through.
How could cryptographers help? We could create/participate in forums and public discussions, communicating with engineers and manufacturers. We could write white papers with
security recommendations and systematization of knowledge (SoK) papers.
Having forums gathering manufacturers, governments and academics to discuss these matters
would be welcome. Those that currently exist are usually organised by manufacturers, whose
incentive is to sell more products, while privacy and security are just added costs and overheads.
While ISO/IEC is exploring IoT standardization, security and privacy are low on their priority
list.
At the end of the debates, participants agreed that:
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– the IoT is unstoppable,
– some regulation is needed,
– a major security risk (but not the only one) is the firmware update chain.

7
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